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Abstract

As Large Language Models (LLMs) continue to be ubiquitous, resume evaluation with Gener-
ative models and candidate selection are gaining momentum. However, generating realistic
synthetic resumes that match real-world distributions and effectively utilizing Retrieval-
Augmented Generation (RAG) for candidate selection remain challenging tasks. This work
investigates the effectiveness of prompt engineering for synthetic resume generation and
evaluates a RAG-based retrieval system against a Named Entity Recognition (NER)-based
baseline for job-resume matching. We experiment with multiple LLMs, including LLaMA-
3.1-70B-Instruct-Turbo, and Mixtral-8x22B-Instruct-v0.1, assessing their ability to generate
diverse and semantically relevant resumes.

Our study also explores the performance of RAG retrieval compared to traditional NER-
based job-resume matching. The results show that RAG significantly outperforms the NER
baseline across multiple evaluation metrics, including Precision@K, Recall@K, MRR, and
Accuracy. However, the generator-based ranking of resumes underperforms the retriever, with
accuracy dropping, likely LLM’s incapability to differentiate between roles. Human evaluation
of generated resume summaries reveals challenges in factual accuracy and completeness,
particularly in distinguishing closely related job titles and qualifications.

The findings of this study emphasize the importance of careful prompt design in synthetic
resume generation, the superiority of RAG-based retrieval over Named Entity Recognition
methods, and the need for further refinement in generator-based ranking. These insights
pave the way for improving Al-driven candidate selection systems by optimizing retrieval
strategies and enhancing the factual consistency of generated content.
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Kurzfassung

Da grofse Sprachmodelle (LLMs) zunehmend allgegenwértig werden, gewinnen die Bewertung
von Lebensldufen mit generativen Modellen und die Kandidatenauswahl an Bedeutung.
Die realistische Generierung synthetischer Lebensldufe, die der Verteilung realer Daten
entsprechen, sowie die effektive Nutzung von Retrieval-Augmented Generation (RAG) fiir
die Kandidatenauswahl bleiben jedoch eine Herausforderung. Diese Arbeit untersucht die
Effektivitdt von Prompt Engineering fiir die Generierung synthetischer Lebensldufe und
bewertet ein RAG-basiertes Retrievalsystem im Vergleich zu einer Named Entity Recognition
(NER)-basierten Baseline fiir die Zuordnung von Jobs und Lebensldufen. Wir experimentieren
mit mehreren LLMs, darunter LLaMA-3.1-70B-Instruct-Turbo und Mixtral-8x22B-Instruct-v0.1,
und bewerten ihre Fahigkeit, vielfdltige und semantisch relevante Lebensldufe zu generieren.

Unsere Studie untersucht auflerdem die Leistung von RAG-Retrieval im Vergleich zu her-
kommlichen NER-basierten Methoden zur Job-Lebenslauf-Zuordnung. Die Ergebnisse zeigen,
dass RAG die NER-Baseline in mehreren Bewertungsmetriken, darunter Precision@K, Re-
call@K, MRR und Accuracy, deutlich tibertrifft. Allerdings schneidet das generatorbasierte
Ranking von Lebensldufen schlechter als das Retrieval ab, wobei die Genauigkeit sinkt, was
wahrscheinlich auf die Unfdhigkeit des LLM zuriickzufiihren ist, zwischen dhnlichen Rollen
zu unterscheiden. Die menschliche Bewertung der generierten Lebenslaufzusammenfassun-
gen zeigt Herausforderungen in Bezug auf faktische Genauigkeit und Vollstindigkeit auf,
insbesondere bei der Unterscheidung eng verwandter Berufsbezeichnungen und Qualifikatio-
nen.

Die Ergebnisse dieser Studie unterstreichen die Bedeutung einer sorgfaltigen Prompt-Gestaltung
fiir die Generierung synthetischer Lebensliufe, die Uberlegenheit von RAG-basiertem Retrie-
val gegeniiber NER-basierten Methoden und die Notwendigkeit einer weiteren Verfeinerung
des generatorbasierten Rankings. Diese Erkenntnisse ebnen den Weg zur Verbesserung
Kl-gestiitzter Kandidatenauswahlsysteme durch Optimierung der Retrieval-Strategien und
Erhohung der faktischen Konsistenz der generierten Inhalte.
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1 Introduction

Attention is all you need [1] transformed the domain of machine learning and Al The discovery
of transformer architecture led to multiple different discoveries, one of them being Large
Language Models. In 2018, Generative Pre-trained Models (GPTs)[2] changed the landscape
of Natural Language processing, and consequently, artificial intelligence as a whole changed.
The release of GPT led to the development of proprietary and open-source LLMs. Subsequent
GPT versions and other open-source models significantly improved text generation and
other Natural language processing tasks. As a result, there has been an immense surge
in the application of transformer-based large language models in every industry. One of
the areas that remain less explored in this context is how we can leverage the power of
LLMs in improving Applicants Tracking Software (ATS). There have been daily efforts by
large companies to make their candidate search fast and as efficient so as to make sure they
don’t miss out on highly sought-after talents. A step in that direction is the improvement
of ATS systems. In that quest, companies are lacking up-to-date resumes either to develop
the state-of-the-art ATS system or test them. We want to explore how we can leverage the
LLMs to improve these systems through synthetic data generation and Retrieval Augmented
Generations[3].

In this work, we explore the generation of synthetic resume data and the application of
Retrieval-Augmented Generation (RAG) for candidate resume retrieval and summarization of
the matched resume in the context of the given job description. Our objective is to investigate
how synthetic data can be generated to match real-world resume distributions compared
to real-world resumes and evaluate the effectiveness of RAG-based retrieval compared to
traditional Named Entity Recognition (NER)-based job-resume matching.

We experiment with multiple prompting strategies to generate synthetic resumes across
different Large Language Models (LLMs). We discuss how the structure of each prompt
influenced the generated synthetic resume. We report ROGUE score[4], BERTscore [bert] and
1- Jaccard Similarity[5] in section 4.1

We compare the RAG-based retriever with a NER-based job-resume matching system to
determine which method gives better candidate selection performance. We evaluate retrieval
effectiveness using Precision@K [6], Recall@K [6], MRR [7], and Accuracy across different
values of K (Top-K retrieval). We report the performance in 4.2.1

We conduct human evaluations with domain experts to assess the quality of generated resume
summaries based on Relevance, Completeness, Clarity Conciseness, and Accuracy. In our
evaluation of generator summaries, we report how the LLM misinterprets certain information
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in resume text, leading to inaccuracies in the summaries; we report the nuances of these
errors in section 4.2.3




2 Literature Review

This section consist of background study and literature review of this thesis.

2.1 Synthetic Data Generation

Synthetic data Generation is the process of artificially generating the data that represents the
real world distributed data [8]. In machine learning, we generate synthetic data in multiple
scenarios: Privacy preserving scenarios, lack of enough real-world dataset, enhancement of
machine learning models with data augmentation etc. In our case of the resume dataset, it
helps us to solve the problem of both privacy preservation and lack of updated real-world
datasets. Synthetic Data Generation has been in use for a long time now for the above-
mentioned reasons. Multiple methods have been used in order to generate synthetic datasets.
Some of the modern deep-learning methods are highlighted below.

2.2 Generative Adversarial Networks (GANs:)

GANSs[9] is a neural network architecture consisting of two part: genrator and discriminator.
The generator part generates the synthetic dataset, and the discriminator evaluates if the
data is authentic or not. With adverserial training they can generate the synthetic data that
can emulate the the real world data.In the vision domain, GANs have been using in medical
synthetic data generation [10]synthetic data for the simulation of real-world environment
for autonomous driving [10]. For tabular data GANs, GANs were able to emulate complex
data distitribution for anamoly and consequently fraud detection. [11], GANs were used to
generate patient health records assisting in privacy-preserving of the patients [12].

2.2.1 Variational Autoencoders(VAE):

VAE [13] learn the probabilistic data representation, which makes them suitable for synthetic
data generation. They can be applied to image as well as to image synthetic data generation
in multiple domain. In [14] VAE is combined with graph neural networks (GNNs) to
generate relational synthetic data. [15] combines federated learning with VAEs to generate a
synthesized datasets in order to solve the privacy issue .
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Figure 2.1: Transformer Architecture[1]

2.2.2 LLMs:

The large language models like GPT-3, GPT-4, Mistral etc have been trained in large training
corpora and they can generate human like text.

The innovation of such effective models credits to the invention of the Transformer architecture
[1]. The architecture before the transformer, such as LSTMs, RNNSs, etc, lacked the capabilities
to capture the long-range dependencies in the text. With Transformer architecture, self-
attention mechanism overcame the need for sequential processing previously mentioned
architecture and helped capture the long-range dependencies. The postional encoding part
helps store the information about the position fo the word in the sequence. The multi-head
attention part of the architecture allows it to capture the different relationships in the data.
The multiple stack layers of feed-forward networks and feed-forward and attention layer
makes sure they capture the complex relationship with the tokens.

The transformer architecture combined with pre-training, fine-tuning, and transfer learning
has led to the foundation of what we know today as Large Language Models such as GPT [2].
During the pre-training phase model is trained in a large textual dataset in an unsupervised
manner, such as predicting the next sequence. During the fine-tuning phase, the model is
then trained on specific tasks such as sentiment analysis, translation, question answering,
etc., as shown in figure2.2. After GPT[2] the LLMs kept evolving with different techniques
introduced to enhance the performance. For example, GPT-2 is larger in size, consisting of 1.5
billion parameters; it was trained on web text and performed strongly with zero-shot learning
[16].
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Figure 2.2: Fine tuning step architecture of Large language model as in [2]

Consequently, Google released BERT( Bidirectional Encoder Representations from Transform-
ers)[17]; this was different compared to GPT as it took both the context ( left and right) into
consideration for a given token. Another key feature of BERT[17] was that it was pre-trained
on Masked language modeling(MLM) where it randomly masks a word in a sentence and
that word is predicted.

In the past few years, we got seen the development of multiple opensource models such as
LLaMA 1, LLaMA2, Mistral 7B [18], Mixtral[19], StableLM 2[20] , BLOOM]21] etc. Similarly,
some large proprietary models has been developed and published from OpenAI(GPT-4, GPT-4
Turbo, GPT-3.5), Google DeepMind ( Gemini 1.5, Gemini 1, Bard), and Anthropic (Claude 3,
Claude 2, Claude 1).

Early LLMs were pre-trained on large corpus and lacked the adaptation to specific task.
They required fine-tuning to perform well on specific tasks. Fine-tuning is a tedious and
resource-intensive process that requires time and high computing resources. Fine-tuning
also involves changing the weights of the pre-trained model. The following methods evolved
over time to increase the accuracy and efficacy of LLMs without changing the weights of the
prompt.

¢ Prompt Engineering: Prompt engineering is the process of crafting prompts in a way that
would guide the LLMs to give the desired outputs[22]. This process helps LLMs output
desired results without changing the weights of the model. While the previous model
depended on fine tuning to adapt the pre-trained model to specific task, OpenAl with
GPT-3[23] demonstrated that the performance of pre-trained models can be improved
by skillfully crafting the prompts. In [22] they outline some of the techniques that
helps to write prompts that could lead to LLMs giving desired outputs. Some of the
techniques that are outlined are:

— Write clear instructions
— Provide reference text
- Split complex tasks into simpler sub-tasks

— Give model time to "think"
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— Use external tools
— Test changes systematically

Other than the above-stated techniques, there are other prompting methods that have
been proven to improve the LLMs results. Some of the techniques are outlined below:

— Zero-shot prompting: In this method the prompt only consists of instructions
and no examples for LLMs to learn from . LLMs have to rely on the pre-training
knowledge to generate the output. Example:

prompt : "Translate ’Bonjour’ to English"
{verbatim}

\item \textbf{One-shot and Few-shot prompting}:

In these method the prompt consists of examples to guide the LLMs
on what type of output is expected. In one-shot prompting the
prompt consists of 1 example of input and output that shows
what kind of output to generate. Similarly in 2-shot prompting,

there are 2 examples.

Examples:

\begin{lstlisting}
1_shot_prompt : "Translate the given text to english similary

to the example.
example_input : Hola
example_output : Hello

Now translate the following text
text : Bonjour

2_shot_prompt : "Translate the given text english similary to
the examples.

example_input : Hola

example_output : Hello

example_input: Servus
example_output: Hellow

Now translate the following text
text : Bonjour

- Advanced Prompting techniques: The research on prompting mechanisms led
to more advanced methods that improved the LLM output. Certain techniques
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such as Chain-of-thoughts(COT) [24] increased models ability to perform reason
intensive tasks. In [24], it’s shown that the chain-of-thought method of prompt
improves performance on a range of arithmetic, common sense, and symbolic
reasoning tasks.

no_cot_prompt = "A farmer has 5 chickens, 3 cows, and 2 pigs. How many
total legs do these animals have?"

Cot_prompt = "A farmer has 5 chickens, 3 cows, and 2 pigs. How many total
legs do these animals have?

Let’s think step by step:

1. Chickens have 2 legs each. There are 5 chickens. So, 5 x 2 = 10 legs.

2. Cows have 4 legs each. There are 3 cows. So, 3 x 4 = 12 legs.

3. Pigs have 4 legs each. There are 2 pigs. So, 2 x 4 = 8 legs.

4. Adding them together: 10 + 12 + 8 = 30 legs.

The final answer is:"

Another advanced method of prompting is Tree-of-thoughts [25] where multiple reason-
ing paths are explored. Example;

tot_prompt = "You are solving a complex problem, and instead of following
a single thought path, you will explore multiple reasoning paths
before making a final decision.

A traveler needs to get from City A to City B. They can travel by bus,
train, or flight. Each has different costs, time, and convenience

factors.

plore multiple possible approaches:

1: Prioritize the cheapest option and analyze trade-offs.

2: Prioritize the fastest option and analyze trade-offs.

3: Prioritize the most comfortable option and analyze trade-offs.

luate all paths, compare them, and make a final decision."

2.2.3 Retrieval Augmented Generation(RAG)

Retrieval Augmented Generation(RAG)[3] combines knowledge retrieval with the gen-
erative power of large language models. LLMs suffer from hallucinations(generation
of text that is either not factually correct or not relevant to the input). In order to
reduce/eliminate the hallucination, RAGs help by providing up-to-date information
integration into the LLM generation. In [3], they introduce the RAG architecture for
knowledge-intensive tasks. In the architecture [3], it consists of two sections: Retreiver
and Generator.
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2.2.4 Retreiver:

The retriever in RAG is the part that fetches the relevant document from the external
knowledge sources intended to increase the accuracy of the generator. In most cases,
query and all potential documents are encoded into dense vector representation. A
similarity search is carried out to fetch the relevant documents, usually retreiver selects
top-k documents to pass to the generator. In the proposed initial architecture, a Dense
Passage Retriever (DPR) is used as a retriever. DPR is a neural retrieval system that is
trained to retrieve relevant documents. The matching algorithm used is the maximum
inner product search(MIPS). Other techniques can also be used to retrieve documents,
such as BERT encodings to represent documents, and cosine similarity to fetch the
relevant document would be one of the basic retriever mechanisms.

2.2.5 Generator:

The generator is usually a transformer-based model that generates text outputs, such as
BART, which can generate texts. The generator of RAGs takes the context extracted by
the retriever combines it with its pre-trained knowledge, and generates more accurate
results. The RAG architecture has been proven to improve the performance of vanilla
pre-trained LLMs in different downstream tasks.
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2.3 Resume-Job Matching

Application Tracking systems have been the backbone for companies to ease the recruiting
process for years. These software have been assisting in the hiring process for years now.
Over the years, they have significantly evolved. There have been significant changes to how
they work, from keyword matching to using Artificial Intelligence. We explore some of the
significant methods used in ATS.

2.3.1 Name Entity Recognition and Rule-based methods

Traditional methods in ATS involved identifying matching words or specific terms between
the job description and candidates’” resumes. While straightforward, this method captured
details in the resumes and the job descriptions and resulted in inaccurate matching. One of
the methods was to use Name Entity Recognition (NER) and regex to extract skills and job
titles from regex[26]. They develop a layout-aware parsing of the resume based on the section
of the resumes[27]. In combination with section-aware parsing, rule-based techniques were
used to extract the details of the resume.

2.3.2 Modern machine learning techiniques

In the past few years, there has been a surge of application of machine learning methods
to different fields, and resume parsing and matching have been no different. In [28], they
combine two techniques of parsing Resumes and combining it to develop a job recommender.
Resume parsing was performed with the spaCy python library to extract the entities. Tf-idf
vectorizer was used to find the similarity with cosine similarity metrics to find similar job
recommendations.

2.4 Resume Summarization

Resume summarization is a very common task for HR monitoring and the recruitment process.
There have also been several research studies on the application of LLMs. In [29], authors
study the efficiency of various models such as BART, T5 and BERT in extracting various
skills from the resume and summarizing it. Similarly, in [30], the resumes summarization
capability of T5, Pegasus, BART, and BART-Large is evaluated. The result in [30] suggests that
fine-tuning BART-Large outperforms other models. In our study, we also take into the context
of the job description while generating the the summaries, which haven’t been explored
before.
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2.5 Evaluation Metrics:

2.5.1 BERTscore

BERTScore[31] is an evaluation metric that computes the similarity between generated text
and references text with contextual embeddings from pre-trained transformer models such as
BERT or ROBERTa. In contrast to other metrics such as ROUGE[4] which capture the lexical
context, BERTscore captures the semantic context. It computes precision, recall and F1-score
based on cosine similarity of token embeddings. Given:

e Reference sentence: {r1,72,...,¥m}
* Generate sentence: {c1,¢2,...,Cn}

* Embeddings from BERT: x; for tokens in the reference and y; for tokens in the generate
sentence.

The precision, recall, and Fl-score are computed as:

1
P=— Y maxxy
n ri€R
C]'EC

1
R= =Y maxx/y;
mrieR C]‘GC

P x R
P+ R

F1:2><

In our study, we use BERTScore[31] to compare the semantic similarity between a synthetic
resume and an anchor resume.

2.5.2 ROUGE score

ROUGE(Recall-Oriented Understudy for Gisting Evaluation) [4] how much the model gener-
ated text, usually summary, overlaps with the reference text. It can be calculated by multiple
approaches: n-gram recall, precision, and Fl-score. In our study, we use ROUGE-N, which
uses the N-gram overlap. We use ROUGE-N to calculate the N-gram overlap between the
synthetic and the anchor resume.

The ROUGE-N score is defined as:

Y. Y min(count(gram, R), count(gram,C))
s€S grames

ROUGE-N =

Y. Y count(gram,R)

sES grames

10
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where: - S is the set of reference summaries, - R is the reference text, - C is the candidate
(generated) text, - gram represents an n-gram.

2.5.3 Jaccard Index(Jaccard similarity)

Jaccard Index[5] is a similarity metric that calculates the overlap between the two sets. In
Natural language processing (NLP) it can be use to calculate the token overlap between two
set of documents.

The Jaccard Similarity between two sets A and B is defined as:

|AN B

J(4.B) =203

where:

- |A'N B| is the number of elements in the intersection of sets A and B. - | A U B| is the number
of elements in the union of sets A and B.

In our work, we use (1-Jaccard Similarity to calculate the diversity among the synthetic
resumes that were generated under the same conditions.

2.5.4 Precision@K

Precision@K][6] is a metric that is used in evaluating information retrieval-based systems. It
shows the measure of how much of the retreieved document is relevant.

The Precision@K is defined as:

|Relevant Items in Top K|
K

P@K =

where:

- P@K is the precision at rank K. - |Relevant Items in Top K| is the number of relevant items
retrieved within the top K results. - K is the total number of retrieved items considered.

We use Prcision@K [6] to evaluate the quality of retrieval from the RAG and NER-based
resume retreiver.

2.5.5 Recall@K:

Recall@K[6] is also an information retrieval-based metric. Unlike Precision@K][6], which
calculates how many retrieved items are retrieved, Recall@K calculates how many relevant
items are retrieved.

11
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The Recall@K is defined as:

|Relevant Items in Top K|

R@K =
|Total Relevant Items|

where:

- R@K is the recall at rank K. - |Relevant Items in Top K| is the number of relevant items
retrieved within the top K results. - |Total Relevant Items| is the total number of relevant
items in the dataset.

Similar to Precision@k, we use Recall@K to evaluate our RAG pipeline.

2.5.6 Mean Reciprocal Rank(MRR):

Similarly, MRR [7] is also a ranking-based evaluation metric. It calculates when the first
relevant document appears in the retrieval.

The Mean Reciprocal Rank (MRR) is defined as:

s}

L1
rank;

1
MRR = —

QI /

Il
=

where:
* |Q| is the total number of queries,

* rank; is the position of the first relevant document for query g;,

o« 1

- represents the reciprocal rank of the first relevant item.

In this work, MRR][7] is also used to evaluate the RAGs resume retriever.

12



3 Methodology

With the size of the companies day to day, modern companies are looking for ways to
automate any task, especially with the ubiquitous development of machine learning in every
tield. Companies have also been looking to improve their Application Tracking systems(ATS).
One of the problems the companies face is the lack of up-to-date resumes that could be used
to build a new ATS system or test the existing one. The existing ATS faces a lack of up-to-date
resume data. For example, specially in the field of computer science and software engineering,
new technologies are developing each day that are required by IT professionals to be learned.
These technologies must be appropriately reflected in the resumes of the companies that are
testing their software.

In the first part of this thesis, we explore if some of the available LLMs can be used to
generate the synthetic dataset using the existing updated anchor resumes available. We
run experiments to see if we can create resumes while keeping the domain similar. Can
we generate synthetic resumes that represent the anchor resumes? The idea is to, while
keeping the domain the same, generate multiple resumes that vary with the anchor CV in
specific ways to prove if it is possible to generate a dataset in the future with LLM pre-trained
knowledge.

In the second part of the thesis, we check if the RAG-based system can be more efficient than
the basic NER-based system. For that matter, we implement a baseline of NER-based resume
parser and RAG system that extracts resumes. The outcome of the RAG system is fed into a
generator(LLM) to see how the generator summarizes the outcome according to the given job.

To summarize our goal, we would like to answer the following question by the end of our
thesis:

¢ Research Question 1: How to generate synthetic data matching the real-world distribu-
tion of the resumes?

* Research Question 2:How to evaluate the quality synthetic resume data ?

¢ Research Question 3:Could a RAG-based approach for Candidate Selection perform
better than the Named Entity Recognition baseline?

* Research Question 4: How do we evaluate the RAG-based resume evaluation system?

13
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3.1 Data Collection

We collected the anchor CVs from the IT professional to generate the synthetic dataset. In
order to keep the scope of the study restricted, we collected the resumes of the professionals
within the domain of software engineers, full-stack developers, Al scientists, and Machine
learning engineers. The participants were asked to consent in the following form 3.1 that
they knew how and for what score their resumes would be used. We made them aware that
their resumes would be anonymized and solely would be used for the purpose of this project.
They were also asked to select a job description from the group of job descriptions to let us
know which would be the best suited for their profile. This information will be used later to
evaluate the performance of the RAG system. Summary of collected resumes:

Total no. of resumes collected: 21

Total different jobs selected by the participants : 10

Jobs that were applied by the participants:
¢ Senior Python Developer
¢ Data Scientist/Scientifique des données
* Machine Learning Engineer
¢ AI Scientist
¢ Full-Stack Developer
¢ Node.js, DevOps, Kubernetes Developer
¢ Full Stack Developer
¢ Data Scientist
¢ Senior Data Scientist
¢ Senior Data Scientist - Machine Learning
¢ Developer

¢ Developer-Al Core
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3 Methodology

Consent Form For Resume Data Collection

The oo f h b does matier e case e gnoe it

B I yUo®x

Hany ofthe ik below dosat vk youreadthejob descrtons hre: i

Peae chots oy cne of th lloing hatbest s you

Privacy: Do you agree to

Full Name:

Optionai Consent

Email Address(optional)

Consent to Participate : Do you consent to participate n ths research by submitting your
resume for analysis?

Upload your resume(PDF format)

After section 1 Continue to nxt section

Figure 3.1: Consent form for the the participant

Data Preprocessing

The collected resumes were in the form of PDFs. To perform any further analysis, they
needed to be extracted into the text data. For that purpose, the PDFs were extracted with
the help of the LLamaParse library. After the extraction, the text resumes were manually
anonymized by substituting name, email, LinkedIn address, or any personal identifier with
random names, emails etc. This was done to protect the data privacy of the participants who
provided the resume. After anonymization, the anonymized text was converted to structured
json format to ease the following data generation and manipulation. We identified Education,
Work experience, Personal projects, and Skills to be the most important information in the
CV, so the anonymized resumes were structured into the following JSON format with the
information mentioned above included for each resume.

example_json =
{
"Job_applied":,
"PersonalInformation": {
"Name": "",
"Email": "",
"Phone": "",
"LinkedIn": "",
"GitHub": "",
"Address": ""
s
"WorkExperience": [

{

15



3 Methodology

"JobTitle": "",
HCompanyll . nn s

"Location": ""

"Duration": ""

"Achievements": [
nn

}
1,
"Education": [
{
"Degree": "",
"FieldOfStudy": "",

"University": "",

"Location": ""
"Duration": ""
}
1,
"PersonalProjects": [
{
"ProjectName": "",
"Description": "",
"TechnologiesUsed": [
nn
1,

"Achievements": [

}
],
"Skills": [

}

There could be any number of work experience, education , projects and skills.

The conversion of the anonymized text to the structured json format was done with LLM
Mixtral8x22B [32].
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Crowd sourcing +Prompt

resume Pre-Trained Large

Language Model

Participants

Anchor Resumes Synthetic Resumes

Figure 3.2: Pipeline for Synthetic Data Generation

3.2 Synthetic Data Generation:

For the purpose of synthetic data generation, we performed prompt engineering. The goal
was to generate synthetic CVs that would be as close to the anchor CVs as possible regarding
education, skills, and experience. Still, there should be variation in terms that they are not
precisely the same. For this purpose, we performed prompt engineering. The position title
for which the CV would be applied and the anchor CV were used in the prompt to instruct
the LLM on what synthetic resume we want as an output.

3.2.1 Prompt Engineering

Manual prompt engineering was performed to generate the resumes. An iterative process of
manually crafting the prompt, generating the resumes, and evaluating the results was carried
out. The prompting was focused on how we could instruct LLMs to create resumes that
would be similar in structure to the anchor CVs in terms of the domain of the CVs, education,
skills, and experience. The goal was to generate synthetic resumes as close to in structure
to the real-world CVs. Achieving this required multiple iterations of crafting the manual
crafting prompt.

After evaluating multiple prompts, the following four demonstrated the most significant
results for further analysis.

1. Prompt 1:

Generate a resume for {job_title}.

2. Prompt 2:

Generate a resume for the {job_title}. The generated resume should be in
following json format {example_json}. The output should just be a
synthetic CV, nothing else.

3. Prompt 3:

You are an expert resume writer tasked with generating a synthetic
resume.

17



3 Methodology

The generated resume must closely follow the structure, style, and
patterns found in the **example CV** provided below. Use the
following guidelines:

### 1. Output Format:
The resume should be produced in the following JSON format:
{example_json}

### 2. Similarity to Example CV:
- **xFollow the Pattern**: The generated resume should mirror the
organization, flow, and structure of the example CV, including:

- Section order (e.g., Work Experience, Projects, Education, Skills).

- The style and level of detail in descriptioms.

- The types of roles, responsibilities, and projects listed.

- *xWork Experiencex*x:

- Include job titles, responsibilities, and achievements similar to
those in the example CV, but modify company names, locations, and
exact timeframes.

- Maintain similar industries and roles but rephrase the descriptions to

introduce uniqueness.
- **Projects*x*:

- Reflect a similar scope, complexity, and style to the projects in the
example CV.

- Include comparable tools, frameworks, or technologies, while changing
project names and specific details.

- *xEducation*x*:

- Keep the degree types and fields of study aligned with the example CV

but vary institution names and years.
- **Skills and Certificationsx*x*:

- List skills that align with the example CV, with slight additions or

removals to create variation.

### 3. Introduce Variations:
While closely following the example CV’s structure, introduce variations
where appropriate:

Replace names of companies, projects, and institutions with realistic
alternatives.

Slightly modify timeframes and career progression while keeping them
plausible.

Adjust tools, technologies, or techniques mentioned to provide diversity
but ensure relevance to the example pattern.

Add or rephrase achievements and responsibilities to maintain uniqueness.

18
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### 4. Tone and Style:
- Maintain a professional tone that is consistent with the example CV.
- Use concise bullet points for readability.

### Example CV for Reference:

Here is the example CV that the generated resume should emulate in pattern
and structure:

{example_cv}

Output the resume strictly in the JSON format specified above.THe output
should just be synthetic CV nothing else. s

nnn
s

. Prompt 4:

You are an expert resume writer tasked with generating a synthetic
resume.

The generated resume must closely follow the structure, style, and
patterns found in the example CV provided below. Use the following
guidelines:

### Similarity to Example CV:

{example_cv}

Follow the Pattern:
Mirror the flow, and structure of the example CV, including:

Section order (e.g., Work Experience, Projects, Education, Skills).
The style and level of detail in descriptioms.

The types of roles, responsibilities, and projects listed.

Work Experience:

Retain the same domain and industry focus but introduce diversity in roles
, company types, and career trajectories (e.g., startups,
multinational corporations, or government roles).

Enrich job descriptions with unique responsibilities and achievements
relevant to the domain but distinct from the example CV.

Incorporate diverse metrics, tools, or frameworks to highlight different
career impacts (e.g., specific revenue increases, customer
satisfaction improvements, or technical implementations).
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Projects:

Reflect a similar scope, complexity, and style to the projects in the
example CV while diversifying themes (e.g., emphasize different goals,

technologies, or outcomes).

Change the focus of individual projects slightly to reflect broader
expertise in the domain (e.g., if the example involves "e-commerce
optimization," introduce "healthcare tech" or "supply chain systems"
as variations).

Education:

Use different but plausible institutions, fields of study, and years. Add
unique academic achievements or extracurricular involvements for
variation (e.g., leadership roles, research papers, or exchange
programs) .

Skills and Certifications:

Introduce domain-relevant but distinct skills and certifications to
provide variety. For example, replace "Python" with "R" or "SQL," or
add modern tools and technologies (e.g., "Kubernetes," "Tableau," or "
DataOps") .

### Introduce Substantial Variations:

- Adjust career progression to reflect diverse experiences (e.g., mix
large enterprises, startups, freelance consulting, or non-profit work

within the domain).

- Provide a mix of leadership, technical, and cross-functional roles
depending on the job title provided

- Rewrite responsibilities and achievements with unique metrics (e.g., "
Reduced costs by 20% through process automation" vs. "Implemented a
cloud-native solution, improving uptime by 30%").

- Use alternate phrasing for similar contributions to reflect individual

approaches and nuances.

- Change project goals or contexts while maintaining similar skills and
challenges (e.g., instead of "redesigning a retail app," describe "
modernizing a fintech dashboard").

- Introduce realistic but varied timelines and experiences (e.g.,
different durations in roles, sabbaticals, or overlapping
responsibilities).

### Output Format:
The resume should be produced in the following JSON format:

20



3 Methodology

{example_json}

The output should just be synthetic CV nothing else.

3.2.2 Evaluation of the Synthetic Resumes

The evaluation of the synthetic resumes was carried out according to two criteria: I) Real
world similarity II) Variation in synthetic resumes.

* Real-world similarity: One of the goals of synthetic data generation is to have syn-
thetic resumes similar to real-world resumes. In our case, the real-world resumes are
represented by the anchor CVs we used. To evaluate the generation on this condition,
we compare the ROUGE[4] and BERTscore[31]. The idea would be that the education,
skills, and experience would have high semantic similarity, leading to a high score.
Meanwhile, to ensure variation in the resumes, we would like to have a low ROUGE
score when we measure the n-gram similarity of the resumes.

® Variation in synthetic resumes: While we would like to maintain the similarity of the
synthetically generated resumes with the real-world resumes, we would also like to
create multiple resumes from one. We want to ensure that the resumes generated from
one anchor resumes are not similar. We calculate the 1-Jaccard similarity to evaluate this
condition. The Jaccard similarity [5] between two documents measures the similarity
between the two sets (between anchor resume and synthetic resume in this case).

3.3 Retrieval Augmented Generation

After generating synthetic data, we wanted to explore how RAG would assist in candidate
evaluation and selection. We implemented an RAG pipeline consisting of a vector database to
store the resumes and an LLM to generate the summaries. Figure 3.3 shows the overall RAG
pipeline. Firstly, the JSON resumes are encoded into their embedding representation with
SentenceTransformer [33]. We use Sentence-t5-base [34]) to get the embeddings, mainly because
of the memory restrictions. The generated embeddings are stored in FAISS(Facebook Al
Similarity Search)[35] vector search library with IndexFlatL2 as a similarity search mechanism.
We use FAISS because of its lightweight and memory efficiency. Also, FAISS is quick set up
as it does not require setting up the vector database such as Pinecone, Weaviate, or Qdrant.
IndexFlatL2 uses L2 distance to calculate the similarity between the stored vectors.
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Figure 3.3: Retreival Augmented Generation pipeline

For the retrieval part, the job description is embedded similarly to the resumes, and the
most similar top-K resumes are retrieved based on their similarity. The retrieved resumes are
then forwarded to the LLM(Mixtral-8x22B-instruct-v0.1[32]) to generate the summary with a
prompt asking for a summary of the resumes according to the resumes.

The prompt used for the generation of the summary is shown below:

priority_statement = """

The percentage weight indicate how much importance should be given to these
section of the resume. Analyse the resumes according to these importance.

Summarize how each resumes fulfills the requirements of thie section and each
each summary lacks in that section section. Give score to each section on
how much they satisfy the condition in the job description.

The score for each section should be out of 100. For each resume along with
the explaination about how it matches and lacks in each section there
should be final dictionary containing job_title,skills_weight,experience
weight, education weight and achievement weight """

prompt_temp_2 = """
Given the following job requirements and retrieved resumes, generate a summary
based on weighted importance:

Job Details:
{job_description}
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- (Weight: {skills_weight}%)
- (Weight: {experience_weight})
- (Weight: {education_weightl}¥)

{priority_statement}

Resumes:
{matched_resumes_str}

Provide a summary of why each CV matches how they match job description or what
they lack from job description.Keep the summaries very short and to the
point. Write how the resume matches the job description and how it lacks
anything that is required in the job description. Finally give the id of
the resume which you think is best suited for the job.
Only perform the task asked nothing else.

The prompt above shows factors such as skills, experience, and education weights. These three
were identified as the main sections of the resumes for focusing on the summaries. These
weights were extracted by passing the job descriptions through the LLM and performing
human evaluation on whether the weights are justifiable.

3.3.1 Evaluation of RAG

The output of the above RAG system will be evaluated in two phases.

Retreiver Evaluation

The first part is the retriever part, whose quality depends on the resumes extracted given the
job description. We will compare the baseline with the NER pipeline.

NER baseline:

The baseline extracts skills from the job descriptions and resumes with Name Entity Rec-
ognizer(NER) and ranks the resumes according to their similarity with the job description.
The resume text is preprocessed first by lemmatizing the resume words and tokenizing
the resume text. This is performed with NLTK[36] library. For the extraction of the skills,
spaCy’s [37] NER is used with en_core_web_sm model. The default named entity recognizer
was insufficient, so extra rules were added to classify certain entities as skills. For example,
rules to classify Python, Java, C++, etc., as skills were added to the base spacy NER model.
After extracting skills from each job description and resume, the text was vectorized with
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CountVectorizer. The countVectorizer method converts texts into a sparse matrix with token
counts. In this case, the count token would be the skills in the resume and job description.
Finally, cosine similarity is calculated between the vector representation of resumes and job
descriptions.

Evaluation Metrics
The retriever of the RAG pipeline will be evaluated and compared on the following metrics:

¢ Precision@k [6]: Precision at rank K measures the proportion of the relevant resumes
among the top k retrieved documents. In our case, we check if the retrieved resumes
have the same label as the job description or not. These labels were provided by the
participants who volunteered their resumes in the data collection phase.

¢ Recall@k[6]: Similarly, recall quantifies how many relevant resumes have been retrieved
within the top k. This shows how well the system retrieves all relevant resumes.

¢ Mean Reciprocal Rank (MRR): This metric helps evaluate the first correct resume
retrieved.

® Accuracy: With this metric, we evaluate whether the top received resume is correct.

Generator Evaluation:

The Generator is evaluated on two fronts. As we see in the summary prompt, we are asking
the generator to give the best resume for the job description from its point of view. We
calculate the accuracy of that prediction against our data label. Secondly, we will evaluate the
resume summaries along the four dimensions. Domain experts perform these evaluations. :

¢ Relevance: Evaluator judges whether the summary highlights the most relevant skills,
experience, and experience.

¢ Completeness: The domain expert will have to provide a ranking on whether the
summary highlights all the skills, experience, and education projects or not.

¢ Clarity and Conciseness: This metric shows whether the summary is easy to understand
and how well structured the summaries are.

* Accuracy: Evaluator will provide the rating based on whether the information provided
in the summary is factual compared to the information on the resume.

All the metrics are judged on a scale of 1-5
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4 Experiments And Results

The following section shows the results of the experiments performed during this thesis.

4.1 Synthetic Resume Analysis:

For the resume generation, multiple different prompts were tried, with the four prompts
mentioned above being the most prominent ones. Initially, we started with one-shot prompting
with OpenAl model GPT-40-mini [38]; the results from the models, while being okay, we
noticed they were more influenced by the job title of the prompt rather than examples. We
then tried the open source models such as Llama-3.1-70B-Instruct-Turbo [39]. Still, the results
were underwhelming, with the problem of overfitting the jobtitle value in the prompt and
not being able to follow the specified instructions. The llama model also suffered from the
context window problem by being unable to take the one-shot and complete examples into
the context. Among the models tried Mixtral-8x22B-Instruct-v0.1[32] performed the best. The
results are based on the Mixtral-8x22B-Instruct-v0.1 model.

The results obtained from the Prompt 1 and Prompt 2 were similar in terms of metrics values
only with the difference in the format of how the output was structured: Prompt 1 had
normal text output, and Prompt 2 had the results in JSON format at instructed in the prompt.

The following figures calculate the BERTscore and the ROUGE score of the anchor and
synthetic resumes. The 1-Jaccard similarity(representing the diversity) in the synthetic
resumes is calculated among the synthetic resumes (for the identical prompt and anchor
resumes). The figures here show the average values for each scenario. In the case of prompt
2, although the prompt does not contain an anchor resume, we use the resume that applied
for the jobtitle used in the prompt as an anchor resume to calculate the value.
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Figure 4.1: Results for the Synthetic Data Generation with Prompt 3

The figure 4.1 shows that the score is generally high, above 0.7, but the ROUGE score
representing the n-gram overlap with the anchor resumes is relatively low. The fluctuating
but generally high 1-Jaccard similarity shows high diversity among the synthetic resumes.
So, the problem with the generation with this prompt is that it is difficult to find the balance
representation with the real-world CVs, which is represented by the high ROUGE scores with
anchor resumes.

ROUGE, BERT, and 1-Jaccard Similarity Scores Across Anchor CVs (Prompt 3)
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Figure 4.2: Results for the Synthetic Data Generation with Prompt 3

In figure 4.2, we can see the Prompt 3 with one-shot setting results in higher BERT scores,
showing that the synthetic resumes are closer semantically as well as having high word
overlap represented by higher ROUGE score. Although a higher ROUGE score is desirable,
the high ROUGE score here represents overfitting with the anchor CV. For that matter, we try
to loosen the restriction with the Prompt 4.
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ROUGE, BERT, and 1-Jaccard Similarity Scores Across Anchor CVs (Prompt 4)
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Figure 4.3: Results for the Synthetic Data Generation with Prompt 4

In figure 4.3, we can see that the average ROGUE score reduces. At the same time, the
BERTscore remains almost similar to that Prompt 3, showing that although the synthetic
resume has a similar semantic meaning to that of the anchor resumes, they don’t overfit with
a word-per-word matching, which is represented by the lower value of ROUGE score. This
shows that with proper prompt engineering and in a one-shot setting, we can achieve the
right balance while generating synthetic resume data similar to the real-world distribution.

4.2 RAG analysis:

4.2.1 Retreiver:

While comparing the RAG retriever with the NER-based job-resume matching, the RAG
retriever clearly performs better. Table ?? shows that RAG retriever consistently outperforms
the NER-based matching across all metrics.

Method | Top-K | Precision@K | Recall@K | MRR | Accuracy
RAG 3 0.6667 0.6667 | 0.6500 0.6
NER 3 0.2167 0.2167 | 0.1833 0.1
RAG 5 0.8333 0.8333 | 0.6950 0.6
NER 5 0.3167 0.3167 | 0.2083 0.1
RAG 7 0.9000 0.9000 | 0.6950 0.6
NER 7 0.3167 0.3167 | 0.2083 0.1

Table 4.1: Comparison of RAG-based Retrieval vs. NER-based Matching

The accuracy is always consistent across the table because accuracy is always the same.
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4.2.2 Generator:

The Generator’s evaluation for selecting the best resume underperformed, leading to a
decrease in accuracy compared to the retriever. Specifically, with k=3, the generator’s
accuracy dropped to 0.55. A deeper evaluation suggests that this decline is due to the fine
distinctions between job roles. For example, the difference between a Data Scientist and an
Al Scientist is often subtle, making classification challenging. Similarly, the overlap in skills
and experience between a Senior Software Developer and a Full Stack Developer can lead to
ambiguous predictions. These factors likely contributed to the observed performance drop.

4.2.3 Human Evaluation:

Three human domain experts annotated the resumes based on four criteria: Relevance,
completeness, clarity & conciseness, and accuracy. The result of the human evaluation can be
seen in the table figure4.4 below.

Comparison of Summary Evaluations by Annotators

I Annotator 1
B Annotator 2
B Annotator 3

Average Score

Relevance Completeness Conciseness Accuracy
Evaluation Criteria

Figure 4.4: Result of the domain expert evaluation of Generator Summaries

In general, we can see the agreement among the human annotators along the relevance
dimension, suggesting that the key information from the resumes is represented in the
summary. Especially highlighting how the resumes align with the job description and how
they lack certain criteria. On the Completeness dimension, annotator 2 and annotator 3 are
slightly stringent, which suggests there was some information missing from the summaries.
The high score and agreement among the human evaluators show that the summaries were
mostly concise and well structured with the required amount of information. In the dimension
of accuracy, we can see that there is disagreement among the domain experts. Annotator 2
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pointed out some of the instances where there was misinformation or misinterpretation by
the LLM on resumes. For instance, when a candidate was still in his PhD program that was
still to be completed, LLM interpreted it as being completed and checked as a criteria met for
the job requirement. Similarly, the job description mentions "education in Ms.Data Science
or similar field" but the LLM doesn’t interpret the Ms. Informatics as different domain and
field.
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5 Discussion

In this chapter, we will discuss the results of the above experiments.

The results from the synthetic resume generation experiments highlight key strengths and
challenges in using large language models for structured resume creation. One-shot prompt-
ing with OpenAl’s GPT-40-mini showed a tendency to overemphasize the job title rather
than incorporating detailed example-based learning. Similarly, open-source models like
LLaMA-3.1-70B-Instruct-Turbo struggled, mainly due to limitations in context length, making
it challenging to process one-shot examples effectively.

Among the models tested, Mixtral-8x22B-Instruct-v0.1 produced the most promising results
and showed more willingness to follow the instructions in the prompt in more detail. Prompt
1 and 2 gave similar results, with the key difference being their output format. Prompt 1
generated plain text was an expected behavior, whereas Prompt 2 followed a structured JSON
format as instructed in the prompt. Prompt 3 gave results suggesting overfitting the synthetic
resumes towards the anchor resumes.

With prompt 3, high BERTScore values indicate strong semantic alignment with anchor
resumes. However, a very high ROUGE score led us to conclude that the synthetic resumes
are overfitting to the anchor CVS. The lower ROUGE scores but similar BERTscore to Prompt
3 in Prompt 4 suggest improved diversity and reduced overfitting. This demonstrates that
careful prompt engineering can help balance diversity, semantic accuracy, and alignment with
real-world resume distributions.

Comparing the RAG retriever to a NER-based job-resume matching system, the results clearly
show that RAG retrieval significantly outperforms NER-based matching across all key metrics,
including Precision@K, Recall@K, MRR, and Accuracy as highlighted in ??. The RAG retriever
consistently improves recall as the number of retrieved resumes increases, making it more
effective at surfacing relevant resumes than the traditional keyword-based NER approach.

The generator’s performance in selecting the best resume fell short compared to the retriever’s,
with an accuracy drop to 0.55 when K=3. This can be attributed to minor differences between
closely related job roles. For example, distinguishing between a Data Scientist and an Al
Scientist or a Senior Software Developer and a Full-Stack Developer is challenging because
these roles share overlapping skills and experience.

With human evaluation, we could dissect the strengths and weaknesses of the LLM summary
generation with job description in context. The annotators generally agreed on relevance,
confirming that key resume details were well-preserved in the generated outputs. However,
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5 Discussion

there were some inconsistencies in completeness and accuracy. One of the issues was the
misinterpretation of educational qualifications. For instance, the model sometimes classified
a candidate as having completed a PhD when, in reality, they were still in the process of
achieving it—leading to incorrect fulfillment of job criteria. Similarly, the model could not
differentiate between closely related academic fields, such as MS in Data Science, versus MS
in Informatics, which could misallocate job requirements.
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6 Conclusion

In this section, we discuss the conclusion of this thesis and how it answers the research
question asked in Chapter 3.

Research Question 1: How to generate synthetic data matching the real-world distribution
of resumes?

In our experiments, we demonstrated that generating a synthetic resume dataset with carefully
done prompt engineering is possible. Mixtral-8x22B-Instruct-v0.1 performed best by following
the instructions in the carefully crafted prompt and balancing the semantic similarity of
synthetic resumes with anchor resumes while having diversity among the synthetic resumes.
We demonstrated that with prompt engineering itself in the one-shot setting, we could create
real-world synthetic resumes that could be used for creating and evaluating Application
tracking systems.

Research Question 2: How to evaluate the quality of synthetic resume data?

The quality of synthetic resumes was evaluated using automated metrics (BERTScore, ROUGE,
and Jaccard similarity) and human evaluation. High BERTScores indicated strong semantic
alignment with real resumes, while ROUGE scores revealed overfitting tendencies when too
much textual overlap occurred. The 1-Jaccard similarity metric provided insights into the
diversity of generated resumes.

Research Question 3: Could a RAG-based approach for candidate selection perform better
than the Named Entity Recognition baseline?

The RAG-based retriever consistently outperformed the NER-based baseline on all key
metrics, including Precision@K, Recall@K, MRR, and Accuracy(top-1 accuracy). Unlike the
NER approach, which relies on keyword extraction, the RAG retriever effectively captured
contextual relationships, leading to better job-resume matching. The results showed that
increasing the number of retrieved resumes (higher K values) improved recall without
significantly affecting accuracy, which showed RAGs superiority to NER based systems.

Research Question 4: How do we evaluate the RAG-based resume evaluation system?

Our study showed that the RAG-based resume evaluation systems could be evaluated with
traditional retrieval metrics in addition to human evaluations. We implemented Precision@k,
Recall@k, Accuracy, and MRR metrics for the retrieval part. For the human assessment,
domain experts examined generated summaries’ relevance, completeness, clarity, and ac-
curacy, identifying errors such as misinterpretation of educational qualifications and job
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descriptions.
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7 Limitations And Future work

This section discusses the limitations of this study and outlines potential future directions
to improve synthetic resume generation and RAG-based candidate selection and resume
summarization.

7.1 Limitations

Although this study provides excellent insight into synthetic resume generation and retrieval-
augmented candidate selection and resume summarization, there were several constraints to
this study. First, our experiments were conducted on a limited number of job categories(10 in
total, although 21 were collected, there were no representative job descriptions for others) and
resume datasets, which may not fully represent the diversity of real-world hiring scenarios.
Additionally, the synthetic resume generation process relied on a predefined set of prompts,
which may be limited to capture the nuances in the resumes. Automated prompt-tuning
methods could be explored to generate optional prompts for synthetic resume generation.

We also faced context window limitations in open-source models such as LLaMA-3.1-70B-
Instruct-Turbo, which restricted the ability to incorporate extensive one-shot and example-
based learning. Moreover, while RAG-based retrieval demonstrated strong performance,
the generator’s ranking ability underperformed, particularly when distinguishing between
closely related job roles. This suggests that further fine-tuning or integrating domain-specific
embeddings could enhance classification accuracy.

Domain expert evaluation was conducted on a limited set of resume samples, and subjective
biases may have influenced assessments of completeness and relevance. Additionally, factual
inconsistencies in generated resumes—such as incorrect educational qualifications—highlight
the need for improved fact-checking mechanisms. Lastly, we only focused on comparing RAG
retrieval with a NER-based baseline, and other retrieval methods, such as hybrid approaches
combining semantic search with rule-based filtering, were not explored.

7.2 Future Work

There are many possible directions in which this thesis work can be extended. One key
area is expanding the scope of resume datasets to include a broader range of industries, job
roles, and career levels to improve generalizability. Additionally, more advanced prompt
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engineering techniques such as chain-of-thought reasoning could be explored to enhance the
quality and diversity of generated resumes. Building on the RAG-based approach, future
research could explore integrating domain-specific embeddings and ranking algorithms to
improve the generator’s ability to distinguish between similar job roles. This could involve
training task-specific models or leveraging techniques like contrastive learning to refine
retrieval relevance. Further, to counter the factual inaccuracies/misinterpretation in generated
summaries introducing a fact-verification module—potentially leveraging external knowledge
sources—could help mitigate factual errors in generated resumes summaries.

Another avenue for future work is evaluating additional LLMs to compare their performance
in both retrieval and generation tasks. A particularly promising avenue for improvement is
exploring Graph RAG, where knowledge graph can improve the retreival process. By struc-
turing job-resume relationships as a graph, entity relationship could be explored to extract
information rather than using similarity based retreival. By addressing these limitations
and exploring these future directions, this research can contribute to more robust, fair, and
effective Al-driven hiring solutions.

Finally, domain expert evaluations with various industry expert involved would provide
more insights in to the generated summaries.
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