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Abstract

This thesis examines the Maximal Extractable Value (MEV) across blockchains, with a particu-
lar focus on cross-chain rebalancing arbitrage between Ethereum and Polygon. It develops
robust methodologies to identify arbitrage opportunities and quantify executed arbitrages
across blockchains. Moreover, it extends the analysis to encompass arbitrage between the
aforementioned blockchains and centralized exchanges (CEXs).

The analysis yields a total Maximal Arbitrage Value (MAV) of $306,336.63 for the examined
token pairs between Ethereum and Polygon from October 2023 to March 2024. The findings
indicate that tokens not listed on CEXs exhibit higher MAV relative to their trading volumes
and offer longer-lasting arbitrage opportunities, often persisting for several minutes. In
contrast, arbitrage opportunities involving CEX-listed pairs require more significant capital
investments and are shorter-lived, frequently vanishing within less than a minute. However,
they yield higher average profits per opportunity.

The study identifies 808 instances of cross-chain arbitrage for two token pairs between
Ethereum and Polygon from October 2023 to March 2024, resulting in realized profits
amounting to $46,751.63. An analysis of searcher behavior reveals diverse strategies, ranging
from frequent, lower-profit arbitrages to selective, higher-profit extraction. This highlights
the existence of different risk appetites and operational capabilities among arbitrageurs. The
analysis shows that while arbitrageurs effectively capture available opportunities during
periods of low market activity, the realized revenues during volatile periods do not fully align
with the potential revenues. This points to inefficiencies due to factors such as execution risks
and heightened competition.

This thesis contributes to the field of cross-domain MEV by providing a comprehensive
analysis of arbitrage opportunities and their exploitation across multiple domains while
highlighting key areas for future research.
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1. Introduction

1.1. Background and Motivation

Blockchains with smart contract functionality, such as Ethereum, have ushered in a new era of
innovation in finance, giving rise to decentralized financial applications such as Decentralized
Exchanges (DEXs), borrowing and lending protocols, and stablecoins [1]. These Decentralized
Finance (DeFi) applications have gained significant traction, driving considerable activity
on blockchain networks [2, 3]. However, the surge in DeFi activity has revealed Ethereum’s
scalability limitations, resulting in network congestion and elevated transaction costs for
market participants [4]. To address these challenges, alternative smart contract blockchains
and Ethereum rollups have been developed, resulting in a DeFi ecosystem that is distributed
across multiple chains [5].

With DEX trading volumes experiencing substantial growth, surpassing $372 billion in
monthly volume as of November 2024, the concept of Maximal Extractable Value (MEV)
has become increasingly relevant [3]. MEV represents the maximum value that can be
extracted during block production beyond the standard block reward and gas fees, achieved
by strategically including, excluding, or reordering transactions within a block [6]. In its
early stages, MEV exploitation was primarily confined to single-chain environments, where
sophisticated actors, known as searchers, employed advanced algorithms and high-frequency
trading strategies to identify and exploit profitable opportunities within a single blockchain.
This activity has created new revenue streams for validators and searchers but has also
introduced issues that threaten the integrity and usability of blockchain networks. These
include increased network congestion, elevated transaction costs due to gas price wars, and
centralization pressures favoring actors with superior computational resources or privileged
access to transaction information [7, 8, 9].

As blockchain technology continues to evolve, the blockchain ecosystem has witnessed a
proliferation of new networks, leading to an increasingly interconnected environment. This
evolution has given rise to a complex form of MEV, referred to as cross-domain MEV. Cross-
domain MEV extends the concept of MEV beyond a single blockchain, encompassing the value
that can be extracted across multiple blockchains or across centralized exchanges (CEXs) and
DEXs [10]. One of the most prominent forms of cross-domain MEV is cross-chain arbitrage.
Cross-chain arbitrage refers to the practice of exploiting price discrepancies for identical assets
across different blockchain networks. The proliferation of blockchains facilitating substantial
economic activity has led to a corresponding increase in the prevalence of these arbitrage
opportunities. Searchers engage in cross-chain arbitrage by holding assets on multiple chains
and swiftly executing trades to capitalize on momentary price discrepancies. This not only
allows them to extract value from the markets but also contributes to price convergence across
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1.2. PROBLEM STATEMENT

networks.
Quantifying the extracted value through cross-chain arbitrage poses significant challenges

due to the need to match transactions across distinct blockchains with varying characteristics,
such as differing block times, transaction finality, and opaque account identities. Moreover, the
diversity of interoperability protocols, cross-chain bridges, and consensus mechanisms adds
layers of complexity to the analysis. To address these challenges, researchers must develop
robust heuristics for strategy detection, cross-chain transaction matching, and profitability
estimation.

1.2. Problem Statement

This thesis aims to shed light on the relatively unexplored field of cross-domain MEV, with
a particular focus on cross-chain arbitrage. The specific arbitrage strategy investigated in
this work involves a searcher (temporarily) holding inventory on two separate blockchains:
token ta on chain C1 and token tb on chain C2. When a significant price discrepancy arises in
the exchange rate between ta and tb across the two chains, the searcher swaps ta for tb on a
DEX on C1 and tb for ta on a DEX on C2, or vice versa. This process results in the searcher
holding a greater nominal amount of ta and/or tb, effectively capturing value from the market
inefficiency. This work refers to this strategy as cross-chain rebalancing arbitrage.

Through a quantitative analysis of cross-chain rebalancing arbitrage opportunities, exploited
arbitrage opportunities, strategy profitability, and the corresponding searchers involved, this
study aims to uncover the key dynamics of cross-chain arbitrage. Given the significant
economic activities and interoperability between these networks, the analysis focuses explicitly
on the Ethereum-Polygon composition.

1.3. Research Questions and Research Objectives

This study addresses the following research questions:

• RQ1: What is the current state of research on cross-domain MEV, particularly cross-
domain arbitrage?

• RQ2: What methodology can robustly identify cross-chain rebalancing arbitrage oppor-
tunities?

• RQ3: What methodology can robustly quantify exploited cross-chain rebalancing
arbitrage opportunities?

• RQ4: What is the potential maximal value and the actual value extracted through
cross-chain rebalancing arbitrage on the Ethereum-Polygon composition, who are the
corresponding searchers involved, and what is the profitability of this strategy from
October 2023 and March 2024?

To address these research questions, the following research objectives are established:
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1.4. THESIS STRUCTURE

1. Analyze cross-chain arbitrage opportunities: This objective aims to compute the
potential profits an informed searcher could extract through the specified cross-chain
arbitrage strategy. The opportunity analysis will evaluate potential profits, the duration
of arbitrage opportunities, the required capital, and associated metrics. The token pairs
BANANA-WETH, GENE-WETH, WMATIC-WETH, and USDC-WETH will be analyzed
on the Ethereum-Polygon composition. In addition, the study will be extended to
include the CEX-DEX composition, providing a comprehensive assessment of these
opportunities and facilitating a comparison with the DEX-DEX compositions.

2. Quantify exploited cross-chain arbitrage opportunities: This objective focuses on
identifying and quantifying exploited cross-chain portfolio rebalancing arbitrage oppor-
tunities. The analysis will mainly focus on the pairs BANANA-WETH and GENE-WETH
on the Ethereum-Polygon composition. It will identify the searchers involved, quantify
the realized profits, and analyze the execution of the strategy with respect to their
profitability and consistency.

3. Linking arbitrage opportunities to quantified arbitrages: This objective integrates
the analysis of potential and executed arbitrages to gain further understanding. By
comparing realized profits with theoretical profit opportunities, the study will assess
the effectiveness of arbitrage execution. A case study within a narrow time frame will
provide detailed insights into specific arbitrage events.

By pursuing these research objectives, this thesis aims to deliver a comprehensive understand-
ing of cross-chain arbitrage, integrating both opportunity analysis and arbitrage quantification.
By incorporating the CEX domain and synthesizing these perspectives, this work provides a
holistic exploration of cross-domain arbitrage and its implications.

1.4. Thesis Structure

Chapter 2 lays the groundwork by exploring the evolution of financial systems and their con-
vergence with blockchain technology, culminating in the rise of DeFi. It begins by examining
the role of financial markets in resource allocation, risk management, and price discovery,
followed by a discussion of market participants who leverage algorithmic strategies to exploit
price discrepancies across markets. The chapter then transitions to the transformative impact
of blockchain networks, focusing on Ethereum and Polygon as key platforms driving DeFi
adoption. It also introduces core DeFi concepts essential to this work, such as automated
market makers (AMMs) and MEV, providing a foundation for the subsequent analysis.

Chapter 3 addresses RQ1 by presenting a comprehensive literature review that establishes
a foundational understanding of MEV and arbitrage, encompassing both single-chain and
cross-domain environments.

Chapter 4 details the methodology employed in the study, presenting the utilized approach
to identify cross-chain arbitrage opportunities and to quantify exploited cross-chain arbitrage
opportunities. The chapter discusses the development of algorithms for opportunity detection,
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1.4. THESIS STRUCTURE

including the determination of profitable arbitrage paths, simulation of rebalancing arbitrages,
and optimization of input amounts through binary search. It also covers the methods used for
opportunity analysis, such as profit calculation, computation of required capital, and other
relevant metrics. Furthermore, it outlines the approach for quantifying executed arbitrages,
including the specification of heuristics for transaction matching and searcher identification
across networks. The chapter addresses challenges in data collection and implementation
specifics, providing insights into the practical aspects of conducting the analysis.

Chapter 5 presents the results of the study, beginning with the identification of cross-
chain arbitrage opportunities between Ethereum-Polygon, as well as Binance-Ethereum and
Binance-Polygon. It provides a selection of detailed profit metrics for the considered token
pairs. The chapter then showcases the quantification of executed arbitrages between Ethereum
and Polygon, analyzing the searchers involved, execution characteristics, and profitability
metrics. It examines the distribution of profits among searchers, their strategies, and the
efficiency in capturing arbitrage opportunities. The chapter also connects the computed
arbitrage opportunities with the detected executed arbitrages, providing insights into the
effectiveness of arbitrageurs and the dynamics of the market.

Chapter 6 discusses the key findings of the study, synthesizing the insights gained from
the analysis. It critically evaluates the factors influencing cross-chain rebalancing arbitrage
opportunities, such as market volatility, liquidity conditions, and the listing of assets on CEXs.
The chapter examines the efficiency of arbitrageurs in exploiting these opportunities and
the implications for market efficiency and price convergence. It also explores the limitations
of the study, including challenges in data collection and analysis, and suggests avenues for
future research.

4



2. Background

This chapter explores the evolution of financial systems and their convergence with blockchain
technology, culminating in the rise of DeFi. It begins by examining the role of financial markets
in resource allocation, risk management, and price discovery, followed by a discussion of
market participants who leverage algorithmic trading strategies to exploit price discrepancies
between markets. The chapter then transitions to the transformative impact of blockchain
technology on financial systems, with a focus on Ethereum and Polygon as key platforms
driving DeFi adoption. Finally, it outlines the core DeFi concepts essential to this work,
providing a foundation for the subsequent analysis.

2.1. Financial Systems

Financial systems encompass complex networks of institutions, markets, instruments, services,
and mechanisms that facilitate the flow of funds within and between economies. It plays a
pivotal role in allocating resources, mobilizing savings, facilitating payments, and managing
risks, thereby contributing to economic growth and stability [11, 12].

The architecture of a financial system is typically composed of three main elements:
financial institutions, financial markets, and financial infrastructure. Financial institutions
include depository institutions, investment firms, insurance companies, and other entities that
provide financial services. They perform critical functions such as maturity transformation,
liquidity provision, and risk pooling. Financial markets—such as stock exchanges, bond
markets, and derivative markets—offer platforms for trading financial instruments, enabling
price discovery and liquidity. Financial infrastructure comprises payment systems, clearing
and settlement mechanisms, and regulatory frameworks that ensure the smooth and secure
operation of financial activities [12, 13].

Financial systems fulfill several key functions that are instrumental to economic develop-
ment. Firstly, they facilitate the efficient allocation of resources by channeling funds to their
most productive uses. This process is guided by the price signals from financial markets,
which reflect the collective assessment of investors regarding the value and risk of different
investment opportunities. Secondly, financial systems enable risk management through diver-
sification, hedging, and insurance mechanisms. By allowing individuals and firms to manage
and transfer risks, financial systems enhance economic resilience. Thirdly, they support
consumption smoothing by providing credit and savings instruments that help individuals
and businesses manage cash flow fluctuations over time [12, 13].

Recent trends in financial systems include the integration of environmental, social, and gov-
ernance (ESG) factors into investment decisions and the decentralization of financial markets
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2.1. FINANCIAL SYSTEMS

through blockchain networks. Investors are increasingly recognizing the impact of ESG issues
on financial performance and are allocating capital accordingly. Simultaneously, blockchain
technology is transforming financial markets by enabling decentralized, programmable sys-
tems that reduce intermediaries, enhance transparency, and increase accessibility. These shifts
are influencing the behavior of financial institutions, consumers, and investors, encouraging
more sustainable and innovative business practices [14, 15].

In conclusion, financial systems are integral to the functioning of modern economies,
influencing investment, consumption, and risk management decisions. A well-functioning
financial system promotes economic efficiency and stability, while weaknesses can lead
to significant disruptions. Ongoing developments in technology, regulation, and market
dynamics continue to shape financial systems, presenting both opportunities and challenges
for policymakers, industry professionals, and researchers.

2.1.1. Financial Markets

Financial markets are integral to the global economy, serving as platforms where individuals,
corporations, governments, and other entities trade financial securities, commodities, and
other assets. Financial markets perform several key functions that are vital to economic
development. One primary function is price discovery, where the interactions of buyers and
sellers in the market determine the prices of financial instruments. These prices reflect the
collective information, expectations, and risk assessments of market participants. Another
critical function is liquidity provision, which allows assets to be bought or sold quickly
without causing significant price changes. High liquidity is essential for investor confidence
and the efficient allocation of resources. In addition, financial markets provide mechanisms for
participants to transfer and diversify risks associated with interest rates, exchange rates, and
other financial variables. Through various financial instruments, investors can hedge against
potential losses, enhancing financial stability and encouraging investment in productive
ventures [16, 17].

Technological advancements have significantly transformed financial markets. The advent
of electronic trading platforms and high-frequency trading has increased the speed and
volume of transactions, reduced transaction costs, and broadened market access. These
technologies have improved market efficiency but also introduced new challenges, such as
increased volatility and the potential for systemic risks stemming from automated trading
systems. Another significant development is the rise of Fintech and the use of technology in
delivering financial services. Innovations such as blockchain-based digital assets, DEXs, and
peer-to-peer lending platforms are disrupting traditional financial markets by offering new
ways of transacting and accessing financial services. These technologies have the potential to
enhance efficiency, reduce costs, and increase financial inclusion but also pose regulatory and
security challenges [18, 19].
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2.1. FINANCIAL SYSTEMS

2.1.2. High-Frequency Trading

High-frequency trading (HFT) represents a significant evolution in financial markets, char-
acterized by the use of sophisticated algorithms and high-speed data networks to execute
a large number of trades at rapid speeds. HFT firms leverage cutting-edge technology to
capitalize on price discrepancies that exist for mere fractions of a second. The emergence
of HFT has profoundly impacted market dynamics, liquidity provision, and the strategies
employed by market participants, particularly in the realm of arbitrage [19, 20].

At its core, HFT involves the execution of automated trading strategies that rely on high-
speed access to market data and ultra-low latency trade execution. HFT firms often locate
their servers in close proximity to exchange data centers to minimize transmission delays.
This proximity allows them to receive and act upon market information more quickly than
competitors, providing a crucial advantage in executing time-sensitive trading strategies [20].

The proliferation of HFT has significant implications for market efficiency and liquidity.
Proponents argue that HFT contributes to market efficiency by narrowing bid-ask spreads,
increasing liquidity, and facilitating price discovery. The rapid execution of arbitrage trades
helps to eliminate pricing inefficiencies, ensuring that asset prices more accurately reflect
available information. However, HFT also raises concerns regarding market stability and
fairness. The speed and volume of HFT can contribute to increased volatility, as seen
during events like the 2010 Flash Crash, where rapid trading algorithms exacerbated market
fluctuations. Additionally, the advantage held by HFT firms in terms of technology and speed
has led to debates over the equity of market access, with some critics arguing that it creates
an uneven playing field favoring those with substantial resources to invest in technological
infrastructure [19, 20].

2.1.3. Arbitrage

Arbitrage is a cornerstone concept in finance, involving the simultaneous purchase and sale
of an asset or related assets to profit from price discrepancies across different markets or
platforms. By exploiting these inefficiencies, arbitrageurs play a critical role in enhancing
market efficiency and liquidity, ensuring that asset prices converge to their true values. HFT
firms use advanced algorithms to identify and execute arbitrage trades within milliseconds,
often restoring price equilibrium in the process [21, 20].

Cross-market arbitrage refers to the practice of capitalizing on price differences of identical
or similar financial instruments traded on different markets or exchanges. These price
discrepancies can arise due to a variety of factors, including differences in market liquidity,
transaction costs, regulatory environments, and time zones. Cross-market arbitrageurs seek
to buy the undervalued asset in one market and simultaneously sell it at a higher price
in another, locking in a risk-free profit before the price difference is eliminated by market
forces. However, cross-market arbitrage is not without challenges. Arbitrageurs must account
for transaction costs, taxes, and potential delays in trade execution that can erode profits.
Additionally, regulatory differences between jurisdictions can pose legal and operational
hurdles. For example, capital controls in certain countries may restrict the flow of funds
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necessary to conduct arbitrage, while differing settlement cycles can introduce timing risks
[22, 23].

The rise of blockchain technology and the proliferation of crypto markets have introduced
new frontiers for arbitrage. The decentralized and fragmented nature of these markets
presents abundant arbitrage opportunities due to price discrepancies across different ex-
changes and trading platforms. Market participants such as HFT firms are applying their
expertise and technological capabilities to navigate the unique challenges of these markets,
including higher volatility and different regulatory environments.

2.2. Blockchain Networks

Blockchains have emerged as a transformative technology with the potential to revolutionize
various sectors, including finance, supply chain, and healthcare. Blockchain technology
provides a decentralized, transparent, and tamper-proof method of recording transactions
and managing data without the need for a central authority. At its core, a blockchain is a
distributed ledger that records transactions across a network of computers, known as nodes.
Each (full) node maintains a copy of the entire ledger, ensuring transparency and resilience
against data manipulation or loss. Transactions are grouped into blocks, which are then
cryptographically linked to form a chain. This structure ensures that once data is recorded,
it becomes extremely difficult to alter retroactively without altering all subsequent blocks
and obtaining the consensus of the network majority. One of the defining characteristics of
blockchain networks is decentralization. Traditional databases rely on centralized servers
controlled by a single entity, which can be vulnerable to single points of failure and manipu-
lation. In contrast, blockchain’s decentralized nature distributes control across the network’s
participants, enhancing security and trust. This decentralization is achieved through consen-
sus mechanisms that allow nodes to agree on the validity of transactions and the state of the
ledger without central oversight [24, 25, 26].

Blockchain networks can be categorized into permissionless and permissioned blockchains.
Permissionless blockchains, such as Bitcoin and Ethereum, are open to anyone to participate,
read, and write transactions. They are highly decentralized and transparent but face scalability
and privacy challenges. Permissioned blockchains restrict access to authorized participants
and are often used by organizations that require greater control over the network, such as
in consortiums or enterprise applications. Hybrid models also exist, combining elements of
both to balance transparency with confidentiality [24, 25, 26].

In blockchain networks, achieving consensus among distributed participants is essential for
maintaining the integrity and security of the ledger. However, open and decentralized systems
are vulnerable to Sybil attacks, where a single adversary creates multiple pseudonymous
identities to gain disproportionate influence over the network. To mitigate this risk, blockchain
protocols employ Sybil deterrence mechanisms such as Proof of Work (PoW) and Proof
of Stake (PoS), which make it economically or computationally impractical for attackers
to manipulate the consensus process. These mechanisms not only secure the network
against malicious actors but also facilitate agreement among honest nodes on the state of the
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blockchain [27].
PoW was first introduced in 1993 through the Hashcash system [28, 29]. It gained

widespread recognition with its implementation in Bitcoin, which popularized the mechanism
and led to its adoption by numerous other cryptocurrencies. In PoW-based networks, nodes
known as miners compete to solve computationally intensive cryptographic puzzles. These
puzzles require miners to find a nonce—a number that, when combined with the data in
the block and passed through a hash function, produces a hash that meets specific difficulty
criteria (e.g., a hash with a specific number of leading zeros). The first miner to find a valid
solution broadcasts it to the network for verification. Once other nodes validate the solution,
the miner is granted the right to add the new block to the blockchain and is rewarded with
newly minted cryptocurrency and transaction fees. The difficulty of the puzzles adjusts
periodically to maintain a consistent block creation rate, regardless of the total computational
power of the network [24, 26].

PoS was proposed as an energy-efficient alternative to PoW [30]. In PoS-based networks,
the creator of a new block is chosen in a deterministic manner based on the amount of chain-
native tokens they hold and are willing to stake as collateral. The probability of being selected
as a validator is proportional to the stake they possess in the network. By requiring validators
to have a significant financial stake in the network, PoS deters Sybil attacks by making it
economically burdensome to acquire a large portion of the chain-native token supply. Unlike
PoW, where influence is determined by computational power, PoS ties influence directly to
ownership, aligning validators’ interests with the network’s well-being. If a validator acts
maliciously, they risk losing their staked assets through penalties or slashing, providing a
strong disincentive against dishonest behavior [31].

2.2.1. Ethereum

Ethereum is a decentralized blockchain platform that extends the foundational concepts intro-
duced by Bitcoin by enabling the creation and execution of smart contracts and decentralized
applications (dApps). Proposed in 2013 by Vitalik Buterin and launched in 2015, Ethereum
has become a pivotal platform in the blockchain ecosystem. At the heart of Ethereum’s
functionality is the Ethereum Virtual Machine (EVM), a Turing-complete virtual machine that
allows developers to create and deploy smart contracts written in programming languages
like Solidity and Vyper. The EVM executes smart contracts deterministically, ensuring that all
nodes in the network reach the same computational results for given inputs. This capability
extends the utility of the blockchain beyond simple value transfers, enabling complex pro-
grammable transactions and the automation of contractual agreements. Initially, Ethereum
employed a PoW Sybil deterrence mechanism similar to Bitcoin. However, recognizing
the scalability and energy efficiency limitations of PoW, Ethereum underwent a significant
upgrade known as "The Merge" in September 2022, transitioning to PoS [26, 32, 33].

Despite its success, Ethereum has faced challenges related to scalability and high gas
fees—the costs associated with executing transactions and smart contracts on the network.
During periods of high demand, network congestion leads to increased fees, making it
expensive for users to transact and interact with dApps. To address these issues, Ethereum’s
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development roadmap includes several scaling solutions. Layer 2 (L2) scaling solutions such
as Rollups (Optimistic Rollups and ZK-Rollups) process transactions off-chain and submit
summarized data to the main Ethereum chain (Layer 1), reducing congestion and lowering
fees while preserving its security guarantees. These solutions enable greater scalability
without compromising the decentralized nature of the network, making them a cornerstone
of Ethereum’s scalability roadmap [34].

2.2.2. Polygon

Polygon, previously known as Matic Network, is a Layer 2 scaling solution and framework
designed to address the scalability challenges of the Ethereum blockchain. Polygon offers
multiple solutions, including Polygon POS, Polygon zkEVM, and Polygon Miden. For the
scope of this work, we will refer to the Polygon POS, the EVM-compatible POS sidechain for
Ethereum [35].

At the core of Polygon’s stack is its PoS sidechain, which runs parallel to the Ethereum
mainnet. Validators on the Polygon network stake the native POL (previously MATIC) token
to participate in consensus and secure the network. This sidechain is fully compatible with
the EVM, allowing developers to seamlessly deploy smart contracts and dApps designed
for Ethereum onto Polygon with minimal adjustments. The PoS sidechain significantly
enhances transaction throughput compared to Ethereum’s current limitations. By offloading
transactions from the mainnet, Polygon reduces the load on Ethereum, leading to faster
confirmation times and lower gas fees for users. While the average block time on Ethereum is
approximately 12 seconds, the block time on Polygon POS is only 2 seconds [35].

While Polygon addresses many of Ethereum’s current limitations, it faces challenges
inherent to Layer 2 solutions. Ensuring a seamless user experience when moving assets
between the Ethereum mainnet and sidechains requires robust bridge technologies and user
education. Additionally, as Polygon’s ecosystem grows, maintaining decentralization and
security becomes increasingly important. The network must guard against centralization risks,
such as a concentration of staked tokens among a few validators, which could undermine the
consensus mechanism [36].

2.2.3. Cross-chain Interoperability

The crypto ecosystem is increasingly becoming multi-chain, with dApps distributed across
hundreds of distinct blockchains and L2s, each employing unique models for security and
trust. As blockchain scalability challenges persist and the demand for application-specific
blockchains gains traction, this multi-chain trend is expected to continue shaping the ecosys-
tem’s future. However, blockchains are not natively capable of communicating with each
other. This development could result in a fragmented ecosystem where assets and data are
siloed within distinct chains. Cross-chain interoperability protocols address this challenge by
enabling different blockchain networks to communicate and transfer assets seamlessly [37].

Cross-chain bridges are protocols designed to facilitate the transfer of assets and data
between different blockchain networks, e.g., by locking assets on the source chain and minting
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equivalent tokens on the destination chain. Bridges can be centralized, relying on a trusted
intermediary, or decentralized, using smart contracts and validators to enforce the correct
transfer of assets. Bridges are instrumental in facilitating liquidity and enabling cross-chain
functionalities in decentralized applications. However, they introduce risks such as smart
contract vulnerabilities, reliance on external validators, and potential security breaches, as
evidenced by several high-profile bridge exploits [38].

2.3. Decentralized Finance

DeFi represents a paradigm shift in the financial industry, leveraging blockchain technology to
recreate and enhance traditional financial systems in an open, permissionless, and transparent
manner. By eliminating intermediaries and centralized institutions, DeFi aims to democratize
access to financial services, including lending, borrowing, trading, and asset management,
thereby fostering financial inclusion and innovation [1, 39, 40].

At its core, DeFi utilizes smart contracts on blockchain platforms, predominantly Ethereum,
to automate and enforce financial agreements without the need for centralized control. This
automation reduces reliance on traditional intermediaries such as banks, brokers, and ex-
changes, lowering costs, increasing transaction speed, and mitigating counterparty risk. One
of the fundamental features of DeFi is its permissionless nature. Anyone with an internet con-
nection and a compatible wallet can access DeFi services, regardless of geographical location
or socio-economic status. This openness contrasts sharply with traditional finance, where
access is often restricted by regulatory requirements, capital thresholds, and institutional
gatekeeping. DeFi protocols operate transparently, with their code and transaction history
publicly accessible, fostering trust through verifiable operations [1, 39, 40].

DeFi encompasses a wide array of financial services, with DEXs, lending platforms, and
stablecoins being among the most prominent applications. The rapid growth of DeFi has
been fueled by several factors, including dissatisfaction with traditional financial systems,
the quest for higher yields and returns, and the allure of innovative financial instruments.
DeFi’s total value locked (TVL)—a metric representing the value of assets deposited in DeFi
protocols—has witnessed exponential growth, reflecting increasing user adoption and capital
inflows. This expansion underscores the potential of DeFi to disrupt conventional financial
services, but it also raises concerns about systemic risks and the sustainability of current
growth trajectories [1, 3].

Despite its transformative potential, DeFi faces significant challenges that must be addressed
to ensure its long-term viability. Security is a paramount concern, as the open-source nature
of smart contracts exposes them to exploits and vulnerabilities. Numerous high-profile hacks
and breaches have resulted in substantial financial losses, eroding user trust and highlighting
the need for rigorous code audits, formal verification, and robust security practices. Scalability
is another critical issue, particularly on the Ethereum network, where congestion and high
gas fees impede transaction efficiency and accessibility. While L2 solutions and alternative
blockchain platforms like Solana offer potential remedies, achieving seamless interoperability
and maintaining decentralization remain ongoing challenges. Regulatory uncertainty poses a
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significant hurdle for DeFi’s integration into the broader financial system. The decentralized
and pseudonymous nature of DeFi complicates compliance with existing financial regulations
related to anti-money laundering (AML) and know-your-customer (KYC) requirements.
Regulators worldwide are grappling with how to oversee DeFi activities without stifling
innovation, leading to a patchwork of approaches that create legal ambiguity for developers
and users alike. From an economic perspective, DeFi presents opportunities for increased
efficiency, competition, and inclusivity in financial services. By reducing barriers to entry and
lowering costs, DeFi can empower underserved populations and stimulate economic activity.
However, realizing these benefits requires addressing technical limitations, enhancing user
education, and fostering responsible innovation [40, 41, 42].

2.3.1. Automated Market Makers

AMMs have emerged as a fundamental innovation within the DeFi ecosystem, redefining the
mechanisms of trading and liquidity provision on blockchain networks. Unlike traditional
exchanges that rely on order books and intermediary market makers to facilitate trades,
AMMs utilize mathematical formulas and smart contracts to enable peer-to-peer trading in a
decentralized and automated manner [43].

At the core of an AMM is a liquidity pool, a smart contract-based reserve of two or more
tokens supplied by liquidity providers. Traders interact with these liquidity pools directly,
executing trades against the pool’s reserves rather than with other market participants.
The prices of assets within the pool are determined algorithmically by predefined pricing
functions, which adjust based on the ratio of the assets in the pool after each transaction. This
mechanism ensures continuous liquidity and allows for instantaneous trades without the
need for matching buyers and sellers [43].

One of the most prominent pricing functions is the constant product formula introduced
by Uniswap, the most widely adopted AMM platform on Ethereum. The formula is defined
as xy = k, where x and y represent the quantities of two tokens in the liquidity pool, and k is
a constant. This relationship ensures that the product of the quantities remains constant after
each trade, and the price of each token adjusts accordingly. However, a notable limitation
of this model is capital inefficiency. Liquidity providers (LPs) must supply assets across the
entire price spectrum from zero to infinity, even though actual trading activity tends to occur
within a narrower price range. This widespread allocation of capital results in lower fee
earnings for LPs and less optimal utilization of their assets [44].

To address the inefficiencies of the original AMM model, Uniswap introduced concentrated
liquidity in its third iteration, Uniswap v3. This enhancement allows liquidity providers to
concentrate their assets within specific price ranges, aligning their capital deployment with
expected market activity and improving capital efficiency. In Uniswap v3, LPs can define a
custom price interval [Plower, Pupper], within which they are willing to provide liquidity. This
approach transforms each LP’s contribution into a personalized pricing curve rather than
distributing liquidity uniformly across all prices. The aggregated liquidity from all LPs forms
a composite pool that traders interact with, ensuring sufficient liquidity across various price
levels. Concentrated liquidity significantly enhances capital efficiency by allowing LPs to earn
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fees on their assets more effectively. By focusing their capital where trading is most frequent,
LPs can achieve higher returns compared to the uniform distribution model of Uniswap v2.
This model also benefits traders by providing deeper liquidity and reduced slippage within
popular trading ranges. However, this innovation introduces additional complexity and risks.
LPs must actively manage their positions, adjusting their price ranges in response to market
movements to maintain active liquidity provision. Failure to do so can result in assets being
idle outside the active trading range, potentially leading to opportunity costs or increased
exposure to impermanent loss—the temporary loss of funds experienced when providing
liquidity due to price volatility of the pooled assets [45, 46].

Overall, AMMs offer continuous liquidity through their pools, enabling trades at any time,
regardless of market conditions. This accessibility lowers barriers to entry for both traders
and liquidity providers, fostering a more inclusive financial environment.

2.3.2. Maximal Extractable Value

MEV refers to the maximum value that can be extracted from block production in blockchain
networks through transaction ordering, insertion, and exclusion. It represents the profit a
validator can make through their ability to arbitrarily influence the content and order of
transactions [6].

In theory, MEV is fully captured by validators, as they control transaction ordering within
blocks and can thereby ensure the profitable execution of MEV strategies. In practice,
more than 90% of all produced blocks allocate the extracted value among validators, block
builders (responsible for constructing the blocks), and MEV searchers, who employ advanced
algorithms to identify MEV opportunities and bribe builders for prioritized inclusion in
the block. This division of roles in block production results from the Proposer-Builder
Separation (PBS) paradigm, a framework widely adopted in the Ethereum network following
the Merge. The implementation of PBS in Ethereum is facilitated by MEV-Boost. Within this
paradigm, validators—referred to as proposers—conduct auctions for their block-building
rights, awarding them to the highest-bidding builder. Once the auction is concluded, the
proposers submit the constructed blocks to the network. The separation of block construction
and block proposal is intended to mitigate the risk of validator centralization. However,
evidence suggests that the PBS can inadvertently result in builder centralization [9, 47, 48].

MEV searchers have emerged as specialized actors who develop and deploy algorithmic
strategies to identify and capitalize on MEV opportunities within blockchain networks. These
individuals or entities are adept at scanning the network’s transaction pool (mempool)
and leveraging sophisticated algorithms to detect profitable scenarios, such as arbitrage,
liquidation, and front-running opportunities. Searchers package their transactions into
bundles that specify the desired execution order and submit them directly to builders. This
approach often bypasses the public mempool, preventing other searchers from observing
and front-running their strategies. Platforms like Flashbots provide an MEV relay system, a
communication channel between searchers and builders, enabling the private submission of
transaction bundles. Searchers may offer higher fees or direct payments (known as bribes)
to builders to prioritize their transactions. Builders, motivated by increased revenue, are
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incentivized to include the most profitable bundles. This symbiotic relationship allows
searchers to execute their MEV strategies while providing builders and validators with
additional income beyond standard block rewards and gas fees. However, it also raises
concerns about fairness, as regular users may experience delayed or manipulated transaction
processing [9, 49].

Cross-domain MEV extends the concept of MEV beyond a single blockchain network to
encompass opportunities that arise from interactions across multiple blockchains (cross-chain)
or blockchains and CEXs. Searchers specializing in cross-chain MEV have adapted their
strategies to operate across multiple blockchain networks. By leveraging advanced algorithms
and cross-chain communication monitoring, searchers can identify opportunities that arise
from price discrepancies and timing differences between chains. Their interaction with
builders and validators becomes more complex in a cross-chain context, as it may involve
coordination with those parties on multiple networks. Overall, one distinguishes between
atomic and non-atomic MEV. For arbitrage activities, atomic arbitrage refers to arbitrage
transactions executed as a single transaction that are guaranteed to either completely succeed
or completely fail. In contrast, non-atomic arbitrage refers to arbitrage transactions that
are split across multiple operations or transactions that are not executed as a single unit.
This approach introduces a risk of partial execution or failure in between steps. Arbitrages
that happen on a single chain are typically atomic arbitrages since all operations occur
within a single blockchain environment. Cross-domain arbitrages are classified as non-atomic
arbitrages because they require operations to be executed across multiple asynchronous
domains [10].

14



3. Literature Review

This chapter reviews the existing literature relevant to the subject of this study. It begins by
examining research on MEV and arbitrage within single blockchain environments. The focus
then shifts to cross-domain arbitrage, exploring studies on arbitrage opportunities between
CEXs and DEXs, as well as those occurring exclusively between DEXs. This review provides
a comprehensive foundation for understanding the current state of research in these areas
and contextualizes the contributions of this work.

3.1. Single-Domain MEV

As previously discussed, MEV has profound implications for the blockchain ecosystem. To
examine the scale and impact of MEV-related activities, Qin et al. conducted a comprehensive
study to quantify Blockchain Extractable Value (BEV)—a concept synonymous with MEV [50].
Their research focuses on assessing the severity and real-world consequences of BEV through
an analysis of historical data on sandwich attacks, liquidations, and DEX arbitrage over a
32-month period. The study estimates that BEV-related activities generated profits exceeding
$540 million, distributed across 11,289 unique addresses, with the largest single BEV extraction
event yielding $4.1 million—616 times the Ethereum block reward. Additionally, the authors
introduce a generalized transaction replay attack algorithm that allows adversaries to replicate
and front-run victim transactions without requiring an understanding of their underlying
logic. The study further examines the emergence of BEV relay systems, which are intended
to democratize BEV extraction and reduce its negative externalities. However, the authors
postulate that these systems inadvertently exacerbate vulnerabilities at the consensus layer,
incentivizing miners to fork the blockchain and thus posing significant risks to its overall
security.

Öz et al. investigate the applicability of MEV extraction techniques on Algorand, a
blockchain that employs a First-Come-First-Served (FCFS) transaction ordering mechanism,
in contrast to fee-based blockchains like Ethereum, where transaction fees influence execution
order [51]. The authors demonstrate that traditional MEV strategies observed on Ethereum
do not directly apply to FCFS blockchains due to fundamental differences in transaction
ordering protocols. Their empirical study highlights a significant prevalence of network state
arbitrages executed through back-running on Algorand, as opposed to block state arbitrages
commonly achieved via front-running on Ethereum. This shift is attributed to the relative
simplicity of back-running in FCFS systems, where positioning a transaction immediately
after a target transaction is more feasible and does not require competing with higher fees
for priority inclusion. The study underscores the heterogeneity of MEV dynamics across
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blockchain ecosystems, emphasizing that FCFS systems such as Algorand introduce unique
challenges and opportunities for MEV searchers. These findings contribute to a deeper
understanding of how transaction ordering mechanisms influence MEV strategies and their
broader implications.

While the previous studies broadly explored the extraction of MEV, Wang et al. conducted a
systematic investigation of cyclic arbitrage opportunities within AMMs, with a particular focus
on Uniswap V2 [52]. The authors developed a theoretical framework to evaluate profitability
conditions and identify optimal strategies for executing cyclic arbitrage transactions. Their
empirical analysis reveals that over an 11-month period, traders executed 292,606 cyclic
arbitrages, collectively extracting over $138 million in revenue. Despite the high level of
activity, the study notes that the most profitable unexploited opportunities consistently
exceeded 1 ETH, highlighting persistent inefficiencies in DEXs. The authors emphasize
the role of dedicated smart contracts, which traders use to execute atomic transactions.
These contracts enable the seamless implementation of cyclic arbitrage strategies, mitigating
financial losses caused by price impact. By consolidating complex, multi-step arbitrage
operations into a single atomic transaction, traders can substantially reduce risks associated
with slippage and front-running by other market participants. Furthermore, the research
compares arbitrage dynamics in DEXs with those involving CEXs, identifying key differences
in trader behaviors. It also underscores the unique advantages provided by blockchain
technology in DEX environments, such as enhanced transparency and the ability to execute
secure, automated transactions.

Zhang et al. address the challenges in detecting arbitrage opportunities within DEXs
by introducing a novel method that combines line graphs with a modified Moore-Bellman-
Ford (MBF) algorithm [53]. Traditional MBF algorithms, commonly used for identifying
arbitrage loops in token graphs, are limited in that they recognize only a limited number
of arbitrage loops per run, cannot specify the starting token of detected loops, and are
incapable of detecting non-loop arbitrage paths between specified token pairs. By integrating
the line graph approach with a modified MBF algorithm, the proposed method overcomes
these limitations, enabling the identification of valid and shorter arbitrage paths for any
pair of tokens and detecting arbitrage loops originating from any source node. When
applied to historical data from Uniswap V2 spanning from September 2020 to October 2023,
their algorithm uncovered a significantly greater number of arbitrage loops and non-loops
compared to the traditional MBF algorithm, with some potential arbitrage profits exceeding
$1 million. Moreover, their method demonstrated practical efficiency, with detection times
suitable for real-world applications.

3.2. Cross-Domain MEV

The concept of cross-domain MEV was introduced and formalized by Obadia et al. in their
2021 study [10]. The authors highlight the growing significance of MEV within interconnected
blockchain ecosystems, particularly in the context of modular architectures such as Ethereum
and its Layer 2 (L2) solutions, including optimistic rollups, zk-rollups, and sidechains. By

16



3.2. CROSS-DOMAIN MEV

conceptualizing each interconnected blockchain as a distinct "domain," the study investigates
the existence of extractable value dependent on the coordinated ordering of transactions
across two or more domains. Formally, the authors define a domain as a self-contained
system with a globally shared state, explicitly including CEXs within this framework. This
formulation underscores a critical limitation: the introduction of additional domains disrupts
the atomicity of transactions as described in [6]. Specifically, in the context of arbitrage
strategies, this lack of atomicity across domains has led to the concept of non-atomic arbitrage,
where transactions spanning multiple domains cannot be executed atomically, introducing
additional complexity and risk.

McMenamin builds upon existing frameworks for analyzing MEV extraction by intro-
ducing a novel categorization of intrinsic-extractable value versus time-extractable value
[54]. This distinction provides a more nuanced understanding of MEV generation from
the extractor’s perspective in cross-domain settings. Leveraging this framework, the author
examines different classes of protocols enabling cross-domain MEV, analyzing each protocol
class individually and contrasting current implementations with their ideal functionalities.
The analysis places particular emphasis on the MEV mitigation strategies employed by these
protocols, both in their present form and as envisioned for future iterations. The study
identifies shared sequencers and generalized order-flow auctions as mechanisms with sub-
stantial potential to influence MEV dynamics in cross-domain environments. However, it also
highlights the considerable technical challenges these mechanisms face, underscoring that
the cross-domain ecosystem remains in a nascent stage and is likely to evolve significantly.
McMenamin emphasizes the importance of proactively understanding and addressing the
implications of cross-domain MEV, warning that as cross-domain platforms facilitate greater
value creation, opportunities for value extraction will increase correspondingly. Without
effective mitigation strategies, issues such as censorship and centralization could arise, posing
serious risks to fairness, security, and decentralization.

3.2.1. Cross-Chain Arbitrage

Mazor and Rottenstreich present an empirical framework for analyzing cross-chain arbitrage
opportunities in their study [55]. Focusing on PancakeSwap on the BNB Chain and QuickSwap
on Polygon, they investigate arbitrage possibilities that emerge from price discrepancies
between DEXs operating on different blockchains. By collecting and analyzing data over
a month-long period, the authors examine the number of arbitrage opportunities, their
potential revenues, and the durations for which these opportunities exist. Their findings
demonstrate that cross-chain arbitrage can offer profitable opportunities not necessarily
available within individual chains, effectively enhancing existing arbitrage strategies. The
study highlights the pivotal role of DEX-specific properties, arbitrage complexity, and network
states in establishing viable cross-chain arbitrage scenarios. This research provides valuable
insights into how cross-chain interactions expand the scope of arbitrage strategies and deepen
understanding of the interconnected blockchain ecosystem.

Gogol et al. present a comprehensive analysis of potential MEV on L2 solutions, with a
particular focus on arbitrage opportunities between cross-rollup DEXs and between DEXs
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and CEXs [56]. By examining the WETH-USDC trading pair across Ethereum and its L2
solutions—Arbitrum, Base, Optimism, and ZKsync Era—they identify over 500,000 unex-
ploited arbitrage opportunities. These opportunities persist on average for 10 to 20 blocks,
indicating significant inefficiencies in these ecosystems. The estimated Maximal Arbitrage
Value (MAV) ranges from 0.03% to 0.05% of trading volume on Arbitrum, Base, and Optimism,
and approximately 0.25% on ZKsync Era. The authors highlight that while swaps occur
two to three times more frequently on L2s compared to Ethereum, the trading volumes are
approximately five times lower. They discuss the challenges associated with non-atomic
arbitrage on L2s, such as state drift and price fluctuations prior to transaction finality, which
pose significant risks for arbitrageurs. The study explores potential strategies to mitigate
these risks, including partnering with centralized sequencers or submitting high volumes of
transactions to improve execution reliability. Furthermore, the paper delves into the potential
benefits of shared sequencers and zero-knowledge (ZK) bridging to facilitate safer and more
efficient cross-rollup arbitrage. This study contributes valuable insights into the dynamics
of MEV on L2s and underscores the need for optimized rollup designs and MEV auction
mechanisms to address the unique challenges posed by the evolving multi-chain ecosystem.

3.2.2. CEX-DEX Arbitrage

This final section will discuss literature addressing arbitrage opportunities between CEXs and
DEXs. Chan et al. perform an empirical analysis of these CEX-DEX arbitrages by examining
on-chain data to infer relationships between builders and searchers, estimate MEV profits, and
reverse-engineer the strategies used by arbitrageurs [57]. The authors highlight that despite
the opaque nature of off-chain activities on CEXs, cross-domain arbitrage opportunities are
becoming increasingly significant as the markets mature. Their findings shed light on the
patterns and dynamics of CEX-DEX arbitrage, revealing complex interactions between various
market participants. By contrasting estimated costs and potential revenues with theoretical
profits derived from pool reserves, the study offers valuable insights into the mechanics and
profitability of these arbitrage activities. The authors emphasize the need for further research
to include factors such as bidding data and long-term market analysis, aiming to develop a
more comprehensive understanding of the value flow between the Ethereum blockchain and
CEXs.

Heimbach et al. investigate the significant role of non-atomic CEX-DEX arbitrage related
to the Ethereum ecosystem and its implications [58]. Their study reveals that, between the
Ethereum Merge on September 15, 2022, and October 31, 2023, more than one-fourth of the
trading volume on Ethereum’s top five DEXs can likely be attributed to non-atomic arbitrage.
Remarkably, they identify that just eleven searchers are responsible for more than 80% of
this volume, totaling $132 billion, highlighting a significant centralization in MEV extraction
activities. The authors discuss the security and decentralization concerns arising from this
centralization, particularly in the context of the block construction market. They find that HFT
builders with integrated non-atomic arbitrage searchers gain a competitive advantage in the
PBS auction during periods of high price volatility. This dynamic results in block production
being dominated by a few entities, intensifying centralization risks. Furthermore, the study
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finds that the fees paid by non-atomic arbitrage transactions frequently exceed Ethereum’s
block rewards by more than a factor of ten. This disproportionate incentive structure creates
potential risks, such as validators engaging in harmful behaviors like reorganization attacks,
which threaten the network’s security. The authors also highlight how spikes in non-atomic
arbitrage activity exacerbate network congestion, leading to overfull blocks, higher transaction
fees, and longer confirmation times for regular users. These findings underscore the complex
interplay between MEV extraction, network security, and decentralization within blockchain
ecosystems. By shedding light on the scale and impact of non-atomic arbitrage, the study
emphasizes the pressing need for robust MEV mitigation strategies to safeguard the integrity
and usability of blockchain networks.

In their study on arbitrage opportunities, Chen et al. delve into the dynamics between two
distinct arbitrage strategies: atomic arbitrage and CEX-DEX arbitrage [59]. They discuss the
notion of risk in MEV extraction, highlighting that risk-taking traders can potentially extract
more value compared to those seeking risk-free opportunities. By analyzing data from the
first quarter of 2023, they find that CEX-DEX arbitrage—which involves arbitraging between
CEXs and DEXs and requires taking on inventory risk—accounted for 60% of arbitrage
revenue, amounting to $37.8 million. In contrast, atomic arbitrage, which is executed within a
single blockchain transaction without risk, generated $25 million in revenue during the same
period. The study reveals that CEX-DEX arbitrage dominates in high-liquidity tokens (top 100
by market capitalization), where the cost of risk-taking is lower due to ample liquidity and
tighter spreads in CEXs. Conversely, atomic arbitrage prevails in low-liquidity tokens, where
on-chain venues are the primary sources of price discovery, and the cost of hedging off-chain
positions is significantly higher. The authors note that during market anomalies, such as
the USDC depegging event, the risk associated with CEX-DEX arbitrage increases, leading
to a temporary shift in favor of atomic arbitrage strategies. Concluding their analysis, the
authors predict a future where CEX-DEX arbitrage becomes increasingly prevalent, especially
as off-chain liquidity continues to surpass on-chain liquidity. They argue that the advantages
of economically efficient statistical execution will outweigh the benefits of risk-free atomic
execution in many cases. Additionally, they anticipate that block builders will prioritize
low-latency connections to exchanges and develop advanced predictive models to enhance
their MEV extraction capabilities. Regarding cross-chain arbitrage, the authors suggest that
concerns over validators extracting MEV through atomic cross-chain transactions may be
overstated. They believe that well-capitalized actors will opt for statistical execution strategies,
leveraging liquidity across multiple chains without relying on atomicity.

In their analysis of statistical arbitrage (stat arb), broadly defined as non-atomic CEX-DEX
arbitrage, on the Ethereum blockchain post-merge, Rosenmayr and Dominiak reveal that
approximately $175 billion, or 28% of the total trading volume on Uniswap v2 and v3, is
attributed to stat arb transactions [60]. This significant volume is heavily concentrated, with
the top nine stat arb contracts accounting for over 77% of the stat arb volume. Among
these, three vertically integrated searcher-builder entities—beaverbuild, rsync, and manta-
builder—contribute more than 60% of this volume. These entities engage in trades with
mean swap sizes 2.2 times larger than those of other market participants, underscoring their
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dominant role in this space. The authors further investigate how traditional HFT firms, such
as Jane Street through its operation of manta-builder, outperform crypto-native entities in
capturing stat arb opportunities. Contrary to expectations of diminishing margins due to
increased market efficiency, they observe that profit margins for stat arb have been increasing
over time. This trend highlights the significant economies of scale leveraged by vertically
integrated builders, particularly during periods with high-value arbitrage opportunities.
The study also reveals that stat arb bribes account for an average of 18.72% of the total
MEV-Boost block value despite representing only 0.48% of all transactions by count. This
disproportionate influence underscores the outsized impact of stat arb on the broader MEV
landscape. Concluding their study, the authors argue that relying on perfect competition in
stat arb auctions is unrealistic due to inherent economies of scale that favor large, vertically
integrated players. They suggest that alternative mechanisms, such as ex-post or ex-ante
auctions and dynamic AMM fees, could help minimize arbitrage losses for liquidity providers
on AMMs. Furthermore, they propose exploring strategies to increase returns for liquidity
providers by enhancing the composability of LP positions and implementing credible signaling
methods for non-toxic order flow, akin to the use of limit orders in traditional order book
models.

Gogol et al. explore arbitrage opportunities between AMMs on Ethereum zk-rollups
and CEXs, focusing specifically on the zkSync Era network [61]. Recognizing that price
discrepancies between DEXs on L2s and CEXs can persist due to trader hesitancy and
inefficiencies in new blockchain environments, the authors introduce a theoretical framework
to assess these arbitrage opportunities. They develop the Maximal Arbitrage Value (MAV)
metric, which accounts for both price discrepancies and available liquidity, providing a refined
measure of potential arbitrage profits. Through an empirical analysis of the USDC-ETH
trading pair on SyncSwap (an AMM on zkSync Era) and Binance from July to September
2023, the study identifies a cumulative MAV of approximately $104,960, representing 0.24%
of the trading volume. The findings reveal that arbitrage opportunities on zk-rollups can last
several minutes before being resolved.
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4. Methodology

This chapter introduces our two-fold methodology to quantify cross-chain rebalancing ar-
bitrage opportunities and the arbitrages executed to exploit them. The methodology was
applied to the Ethereum-Polygon, Binance-Ethereum, and Binance-Polygon compositions
and can be extended to arbitrary EVM-based blockchains and CEXs. The objective is to
provide insights into the occurrence of cross-chain rebalancing arbitrage opportunities and to
analyze the arbitrages that exploited those opportunities. The opportunity analysis examines
the profitability and duration of the opportunities, explores their relationship with market
volatility, and compares them across DEX-DEX and CEX-DEX compositions. The analysis
of detected cross-chain rebalancing arbitrages focuses on identifying participating searchers,
quantifying realized profits, and evaluating execution dynamics and performance differences
among searchers. Finally, the findings from both studies are integrated, enabling a comparison
of potential opportunities with the arbitrages that were executed.

4.1. Cross-chain Rebalancing Arbitrage Opportunity Analysis

4.1.1. Opportunity Detection

This section outlines the methodology developed for identifying cross-chain rebalancing
arbitrage opportunities between Ethereum and Polygon. The proposed algorithms are
broadly applicable to EVM-based blockchains and AMM liquidity pools based on Uniswap
v2 and v3. To enhance the analysis and provide deeper insights, the methodology is extended
to identify rebalancing arbitrage opportunities between CEXs, such as Binance, and DEXs on
Ethereum and Polygon.

After determining a token pair of interest and identifying the most liquid liquidity pools
for this pair on their respective chains, the initial step of the opportunity analysis involves
identifying a profitable arbitrage path. For a given token pair (ta, tb) traded across DEXs on
two distinct chains, C1 and C2, four potential arbitrage paths can be considered:

1. ta
C1�! tb, tb

C2�! ta

2. tb
C1�! ta, ta

C2�! tb

3. ta
C2�! tb, tb

C1�! ta

4. tb
C2�! ta, ta

C1�! tb
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In order to identify a profitable arbitrage path, it is necessary to obtain the exchange rates
of the tokens under consideration, which are denoted as E(C1)

tatb
and E(C2)

tatb
, from both chains.

Arbitrage opportunities arise when there are discrepancies in the pricing of the same assets
across different markets. Accordingly, in the event of a discrepancy between the exchange
rates, a price disparity is evident, suggesting the potential for arbitrage. Paths 1 and 4, as
well as paths 2 and 3, share a key similarity: in both cases, the same assets are swapped in
the same direction across the liquidity pools. The choice of on which chain the initial swap is
executed has a negligible impact. For the sake of simplicity and without loss of generality, we
assume that all arbitrage paths begin on C1. This assumption narrows the analysis to two key
scenarios:

E(C1)
tatb
⇥ E(C2)

tbta
=

E(C1)
tatb

E(C2)
tatb

> 1 (4.1)

E(C1)
tatb
⇥ E(C2)

tbta
=

E(C1)
tatb

E(C2)
tatb

< 1 (4.2)

The ratio of the exchange rates
E(C1)

ta tb

E(C2)
ta tb

can be interpreted as the net gain factor of swapping

one unit of ta to tb on C1 and subsequently swapping the received E(C2)
tatb

units of tb back to ta

on C2. The arbitrage concludes with
E(C1)

ta tb

E(C2)
ta tb

units of ta on C2. If the net gain factor
E(C1)

ta tb

E(C2)
ta tb

is greater

than 1, a profitable arbitrage opportunity exists starting from C1, whereby ta is swapped to
tb on C1, and the received amount of tb is swapped back to ta on C2. This arbitrage path
produces the same outcome as beginning the trade on C2 with tb. Conversely, if the net
gain factor is less than 1, the arbitrage should begin with tb on C1. On the second leg of the
arbitrage, the arbitrageur has the option to determine the asset in which to realize the profit.
They could either (1) swap the entire amount of tb received in the first leg back to ta on the
second leg to profit in ta, or (2) swap only a portion of tb to ta on the second leg, leaving
them with an equal amount of ta but a surplus of tb. From the perspective of profitability
for the arbitrage trade alone, the choice of token for realizing profit does not impact the
overall profitability of the strategy. However, investors may have preferences regarding the
token in which profits are realized due to long-term considerations, such as anticipated price
developments of specific tokens.

For this analysis, we opted to start the arbitrage path on the Ethereum domain, except in
the Binance-Polygon composition, where the path begins on Polygon. In addition, we always
use the full amount of tokens received in the first leg as the input for the transaction in the
second leg. This approach does not limit the overall analysis, as there is always a potentially
profitable path that originates on either Ethereum or Polygon, and the choice of the token in
which profits are realized is independent of the profitability of the arbitrage itself. Ultimately,
the result of this first step of the analysis is to determine whether ta should be swapped to
tb on Ethereum or vice versa. The algorithm used to identify the profitable arbitrage path
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4.1. CROSS-CHAIN REBALANCING ARBITRAGE OPPORTUNITY ANALYSIS

is detailed in Algorithm 1. The analysis also incorporates CEXs as potential domains for
executing one side of the arbitrage trade.

Algorithm 1 Determine Profitable Arbitrage Path
1: procedure DetermineProfitablePath
2: Input: domainX, domainY, tokenA, tokenB, liquidityPoolX, liquidityPoolY, k-lines, time
3: Output: domainstart, tokenstart
4: if domainX 6= CEX and domainY 6= CEX then
5: exchangeRateX

AB  GetPrice(domainX, liquidityPoolX, tokenA, tokenB, time)
6: exchangeRateY

AB  GetPrice(domainY, liquidityPoolY, tokenA, tokenB, time)
7: else if domainX == CEX then
8: exchangeRateX

AB  GetPrice(domainX, k-lines, tokenA, tokenB, time)
9: exchangeRateY

AB  GetPrice(domainY, liquidityPoolY, tokenA, tokenB, time)
10: else if domainY == CEX then
11: exchangeRateX

AB  GetPrice(domainX, liquidityPoolX, tokenA, tokenB, time)
12: exchangeRateY

AB  GetPrice(domainY, k-lines, tokenA, tokenB, time)
13: end if
14: netGainPathX  exchangeRateX

AB
exchangeRateY

AB

15: netGainPathY  exchangeRateY
AB

exchangeRateX
AB

16: if netGainPathX > 1 and domainX == CEX then
17: domainstart  domainY
18: tokenstart  tokenB
19: else if netGainPathX > 1 and domainX 6= CEX then
20: domainstart  domainX
21: tokenstart  tokenA
22: else if netGainPathY > 1 and domainY == CEX then
23: domainstart  domainX
24: tokenstart  tokenA
25: else if netGainPathY > 1 and domainY 6= CEX then
26: domainstart  domainY
27: tokenstart  tokenB
28: end if
29: return domainstart, tokenstart
30: end procedure

Another fundamental component of the arbitrage opportunity analysis is an algorithm
designed to simulate rebalancing arbitrages and calculate the outcomes for given parameters.
Algorithm 2 returns the final output amount of the start token and the corresponding revenue
generated by the arbitrage. The simulation requires several input parameters, including the
liquidity pools on two specified chains, the starting token for the arbitrage, the number of
tokens swapped in the initial leg, and a specific timestamp. If one side of the arbitrage is
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executed on a CEX, the corresponding exchange rate of the assets involved is also provided
as input. Based on these inputs, the algorithm begins by simulating the swap on the starting
domain (lines 4-8). The output tokens obtained from this initial trade serve as the input
amount for the final swap on the second leg of the arbitrage (lines 9-14). The swap simulation
depends on the version of the AMM liquidity pool being used. For liquidity pools based on
Uniswap v2, the output token amount for a given input can be calculated by retrieving the
pool’s reserves for the specified block. These reserves serve as the basis for simulating the
trade under the constant product market maker model (considering the 0.3% swap fee) [62]:

amountOut =
� amountIn · 997 · reservesoutputTokens

reservesinputTokens · 1000 + amountIn · 997

⌫
(4.3)

For liquidity pools based on Uniswap v3, the number of output tokens can be determined
using the quoteExactInputSingle function provided by the Uniswap quoter contract [63].
After simulating the trades on both the starting and ending domains, the final amount of
output tokens is compared to the amount of initial input tokens. Specifically, the difference
between the output tokens from the final trade and the input tokens from the initial trade is
calculated. A positive result indicates the presence of a rebalancing arbitrage opportunity
that yields positive revenue. The algorithm for simulating a rebalancing arbitrage is detailed
in Algorithm 2.

Algorithm 2 Simulate Rebalancing Arbitrage
1: procedure simulateRebalancingArbitrage
2: Input: liquidityPoolX, liquidityPoolY, exchangeRateCEX

AB , domainstart, domainchange,
tokenstart, tokenchange, amountIn, time

3: Output: amountOut
domainchange
tokenstart

, revenue
4: if domainstart == CEX then
5: amountOutdomainstart

tokenchange
 simulateSwap(tokenstart, amountIn, exchangeRateCEX

AB , time)
6: else if domainstart 6= CEX then
7: amountOutdomainstart

tokenchange
 simulateSwap(tokenstart, amountIn, liquidityPoolstart, time)

8: end if
9: if domainchange == CEX then

10: amountOut
domainchange
tokenstart

 simulateSwap(tokenchange, amountOutdomainstart
tokenchange

,

exchangeRateCEX
AB , time)

11: else if domainchange 6= CEX then

12: amountOut
domainchange
tokenstart

 simulateSwap(tokenchange, amountOutdomainstart
tokenchange

,
liquidityPoolchange, time)

13: end if
14: revenue amountOut

domainchange
tokenstart

- amountIn

15: return amountOut
domainchange
tokenstart

, revenue
16: end procedure
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After determining the optimal arbitrage path and implementing the rebalancing arbitrage
simulation, it is essential to identify the optimal amount of input tokens to be swapped in the
initial leg of the arbitrage. This step is critical because the input token amount significantly
affects the strategy’s profitability and, if improperly managed, could lead to a loss. An
increase in the amount of input tokens can increase potential revenue in the presence of an
arbitrage opportunity. However, as the input token amount grows relative to the available
pool liquidity, the execution price becomes increasingly unfavorable due to the inherent
mechanics of the Uniswap model that determines exchange rates based on token reserves
(see Equation 4.3). This phenomenon, where the execution price of a trade differs from the
previously quoted price, is known as slippage. Generally, the optimal input amount is found
where the marginal profit—the additional profit from trading one more unit of the input
token—is zero. This is the point at which increasing the trade size further would not yield
additional profit but rather decrease the profit due to increased slippage.

The optimal input amount depends on the specific mechanics of the underlying AMM
liquidity pool. For constant product AMMs, such as Uniswap v2, the optimal input amount
can be derived analytically by computing the derivative of the unimodal revenue function with
respect to the input token amount. However, when liquidity pools with concentrated liquidity,
such as Uniswap v3, are involved, this approach is infeasible due to the discontinuities in
the revenue function caused by distinct liquidity price ranges. Given that the majority of
liquidity and trading volumes on Polygon are centered around Uniswap v3 liquidity pools,
an alternative method for determining the optimal input amount is required [64].

To address this, we propose a binary search algorithm to identify the optimal input amount
for the predetermined arbitrage path. The algorithm simulates the arbitrage for varying input
amounts, iteratively narrowing the range of potential values based on simulated revenues.
The search terminates when the gap between the upper and lower boundaries of the search
range is smaller than a predefined tolerance value, which was set at 2%. For the initial
boundaries, token amounts equivalent to approximately $30 as the lower boundary and
$300,000 as the upper boundary are selected. To minimize computational costs, an early
stopping criterion is introduced: if the arbitrage simulation for the initial lower boundary
yields a negative revenue, the binary search halts, as larger input amounts—subject to greater
slippage—would not result in profitability [65].

The binary search algorithm outputs the optimal input token amount and the overall
revenue from the rebalancing arbitrage trade and is specified in Algorithm 3.
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Algorithm 3 Binary Search: Determine optimal amount of input tokens
1: procedure binarySearchOptimalInput
2: Input: liquidityPoolX, liquidityPoolY, exchangeRateCEX

AB , domainstart, domainchange,
tokenstart, tokenchange, boundlow, boundhigh, amountIn, tolerance, time

3: Output: bestInput, bestRevenue
4: low boundlow
5: high boundhigh
6: bestInput 0
7: bestRevenue 0
8: while high�low

low > tolerance do
9: mid low+high

2
10: revenueLow SimulateRebalancingArbitrage(liquidityPoolX, liquidityPoolY,

exchangeRateCEX
AB , domainstart, domainchange, tokenstart, tokenchange, low, time)

11: revenueMid SimulateRebalancingArbitrage(liquidityPoolX, liquidityPoolY,
exchangeRateCEX

AB , domainstart, domainchange, tokenstart, tokenchange, mid, time)
12: revenueHigh SimulateRebalancingArbitrage(liquidityPoolX, liquidityPoolY,

exchangeRateCEX
AB , domainstart, domainchange, tokenstart, tokenchange, high, time)

13: if revenueLow < 0 then . Early stopping
14: return low, revenueLow
15: end if
16: if revenueLow > bestRevenue then
17: bestRevenue revenueLow
18: bestInput low
19: end if
20: if revenueMid > bestRevenue then
21: bestRevenue revenueMid
22: bestInput mid
23: end if
24: if revenueHigh > bestRevenue then
25: bestRevenue revenueHigh
26: bestInput high
27: end if
28: if revenueMid > revenueLow and revenueMid > revenueHigh then
29: low mid
30: else if revenueLow > revenueHigh then
31: high mid
32: else
33: low mid
34: end if
35: end while
36: return bestInput, bestRevenue
37: end procedure
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The rebalancing arbitrage opportunity analysis, as presented in Algorithm 4, integrates its
key building blocks as follows: For each Ethereum block and its preceding Polygon block
within the specified time period, the algorithm begins by determining the optimal arbitrage
path using the determineProfitablePath procedure. Once the starting token to be inputted
into the respective liquidity pool is identified, the algorithm invokes binarySearchOptima-
lInput to determine the optimal input token amount for the initial trade and compute the
overall revenue resulting from the arbitrage. The simulateRebalancingArbitrage algorithm
is used within the binary search process to evaluate potential outcomes iteratively.

Algorithm 4 Rebalancing Arbitrage Opportunity Analysis
1: procedure OpportunityAnalysis
2: Input: blocksEthereum, liquidityPoolEthereum, liquidityPoolPolygon, exchangeRateCEX

AB
3: Output: opportunities
4: opportunities [ ]
5: for all blockEthereum 2 blocksEthereum do
6: blockPolygon  GetPrecedingBlock(blockEthereum)
7: domainstart, tokenstart  determineProfitablePath(liquidityPoolEthereum,

liquidityPoolPolygon, exchangeRateCEX
AB , blockEthereum, blockPolygon)

8: optimalInput, revenue  binarySearchOptimalInput(liquidityPoolEthereum,
liquidityPoolPolygon, exchangeRateCEX

AB , domainstart, tokenstart, blockEthereum, blockPolygon)
9: opportunities  opportunities.append([domainstart, tokenstart, bestInput,

bestRevenue])
10: end for
11: return opportunities
12: end procedure

The binary search algorithm requires frequent retrieval of on-chain data for each Ethereum
block. Due to the limitations imposed by rate limits and the restricted accessibility of on-chain
data, the analysis is focused on a selection of token pairs. Initial experiments reveal that
BANANA-WETH and GENE-WETH are frequently arbitraged on the Ethereum-Polygon
composition, making them suitable candidates for the opportunity analysis. To gain further
insights into the token pairs listed on CEXs, we include WMATIC-WETH and WETH-USDC,
which are listed on Binance and have highly liquid pools on both Ethereum and Polygon.
In total, the opportunity analysis is conducted on four distinct token pairs: BANANA-
WETH, GENE-WETH, WMATIC-WETH, and WETH-USDC. The analysis of WMATIC-WETH
and WETH-USDC is extended beyond the Ethereum-Polygon composition to encompass
the Binance-Ethereum and Binance-Polygon compositions as well. The study spanned a
six-month period, from October 1, 2023, to March 31, 2024.
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4.1.2. Opportunity Analysis

Profits

After calculating the revenue opportunities for each Ethereum block, additional statistics about
these opportunities are computed. Transaction fees are subtracted from revenue opportunities
to determine the profit opportunities per block. This process involves fetching all transactions
within each Ethereum block, summing their respective gas prices, and dividing by the
total number of transactions in the block to compute the average gas price per block. The
transaction fee for a single swap is then estimated by multiplying the average gas price per
block by 130, 000 gas, which represents a conservative estimate of the gas required for a swap
on a Uniswap v3 pool.

Average Gas Price =
Âtransactions Gas Price

#Transactions
(4.4)

Transaction Cost = Average Gas Price ⇤ 130, 000 Gas (4.5)

Profit = Revenue� Transaction Cost (4.6)

In typical scenarios, searchers incentivize builders to include their transactions in the next
block by offering bribes or paying significant priority fees. However, for all detected cross-
chain rebalancing arbitrages involving the considered token pairs on the Ethereum-Polygon
composition, no coinbase transfers or notable priority fees are observed. This suggests that
arbitrage opportunities for these long-tail assets are not highly competitive, leading searchers
to forgo offering bribes to builders. Consequently, we do not include additional costs related
to bribes or priority fees in our profit calculations.

Maximal Arbitrage Value

The Maximal Arbitrage Value (MAV) represents the maximum profit that can be obtained
from a specific price discrepancy, given the available liquidity on the trading platforms [61].
The empirical MAV is a statistical measure that accounts for only the highest MAV within a
given interval characterized by a significant price discrepancy.

The empirical MAV is computed over the entire period of the analysis. Profit opportunities
arising in consecutive blocks are grouped, and only the highest profit opportunity from
each group is considered in the analysis. For this study, we consider only significant profit
opportunities where the potential profit is greater than or equal to $10.:

P = {o 2 Opportunities | oprofit � $10} (4.7)

After pre-filtering for significant profit opportunities P, we group opportunities that occur in
consecutive Ethereum blocks together:

diffi = Pi[blockNumber]� Pi�1[blockNumber] (4.8)

Gi =

(
Gi�1, if diffi = 1
Gi, otherwise

(4.9)
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After having determined groups of profit opportunities Gk, the maximum profit opportunity
per group is retrieved:

MaxProfit(Gk) = max
i2Gk

(Pi[profit]) (4.10)

Finally, the maximum profit opportunities from each identified group are summed to obtain
the empirical MAV for the entire considered time period:

MAV = Â
k

MaxProfit(Gk) (4.11)

Duration of Profit Opportunities

The duration of significant profit opportunities represents another crucial metric computed
in our opportunity analysis. Similar to the MAV calculation, only significant opportunities
with a profit value of at least $10 are considered. These significant opportunities are grouped
based on significant profit occurrences in consecutive Ethereum blocks. The duration of each
significant profit opportunity is determined by the number of blocks within each group. The
average duration of a significant profit opportunity for a given token pair with N identified
opportunity groups is then calculated as follows:

Avg Profit Duration =
ÂN

k | Gk |
N

(4.12)

The average profit opportunity duration, measured in Ethereum blocks, is converted to
seconds by assuming an average block time of 12 seconds per Ethereum block.

Required Capital

Another metric computed for the identified opportunities is the initial capital required to
execute the arbitrage. Unlike most other arbitrage strategies, this approach does not involve
transferring the same assets from one market to another. Instead, the arbitrageur maintains
a continuous holding of the respective assets in both markets. This approach is necessary
due to the significant time delays introduced by the bridging of assets between chains, which
significantly increase the risk of being unable to execute the arbitrage as planned. This is
due to the fact that price discrepancies may disappear before the funds arrive on the other
chain. As a result, this strategy requires approximately double the amount of funds compared
to traditional arbitrage strategies. A key limitation is that the arbitrageur can only execute
trades based on the minimum amount of tokens available on either chain. This constraint
necessitates ensuring that asset balances are evenly distributed across both chains. The initial
capital required for this strategy is computed as follows:

Required Capital = valueInstart + valueInchange (4.13)

valueInchange =

(
valueInstart � Revenue, if profit realized in tokenchange

valueInstart, if profit realized in tokenstart
(4.14)
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When the searcher realizes the profit on the second leg of the arbitrage, they can choose
to take the profit in either (1) tokenstart or (2) tokenchange. If the searcher opts for (2), they
will need to input a smaller amount of tokenchange than was retrieved during the first leg to
recover the original amount of tokenstart that was initially input. This effectively reduces the
capital required for the second leg compared to the first leg, specifically by the value of the
realized revenue. If the searcher opts for (1), the required capital will be equivalent to twice
the value of the inputted tokenstart. This is because, during the second leg, the full amount of
tokenchange obtained in the first leg is utilized.

Return on Invested Capital

Another key metric considered in this analysis is the Return on Invested Capital (ROIC),
which measures the profitability of the strategy relative to the amount of capital invested [66].
The ROIC is calculated as follows:

ROIC =
Profit

Capital Invested
(4.15)

Profit Margin

Another perspective on the realized profit is offered by the profit margin metric, which
evaluates the profit earned relative to the total revenue. It is calculated as follows:

Profit Margin =
Profit

Revenue
(4.16)

Volatility Index

To gain a deeper understanding of the market conditions under which arbitrage opportunities
are likely to arise, a volatility index is calculated for each considered asset pair. Time series
data for the asset pairs is collected from October 1, 2023, to March 31, 2024, with one data
point per Ethereum block. Based on this data, the log returns for each asset pair are computed
over the entire time period:

Log Returnt = ln(
Pricet

Pricet�1
) (4.17)

Given that price data is available for each Ethereum block, it must be aggregated into
larger timeframes to ensure that volatility calculations are computationally manageable and
comparable. For this analysis, an aggregation window of 7,200 Ethereum blocks is selected,
corresponding to approximately one day of price data. Within each aggregation window,
the standard deviation of logarithmic returns, commonly referred to as Rolling Volatility, is
computed [67]:

Rolling Volatilityt =

s
1

n� 1

n

Â
i=1

�
Log Returni � Log Return

�2 (4.18)
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Volatility, typically defined as the annualized standard deviation of returns, is subsequently
calculated as follows:

Annualized Rolling Volatilityt = Rolling Volatilityt ⇥
p

Blocks Per Year (4.19)

To calculate the Volatility Index for the considered asset pair, the following formula is applied:

Volatility Indext =

✓
Annualized Rolling Volatilityt
Annualized Rolling Volatility0

◆
⇥ 100 (4.20)

The resulting volatility index provides a quantitative measure of fluctuations in asset prices.

4.2. Cross-chain Rebalancing Arbitrage Quantification

This section outlines the methodology for quantifying executed cross-chain rebalancing
arbitrages between Ethereum and Polygon. The developed algorithms are broadly applicable
to arbitrary liquidity pools and blockchains.

The first step of the analysis involves identifying appropriate token pairs. A hypothesis
supported by the opportunity analysis is that for tokens listed on CEXs, one leg of the
arbitrage is typically executed on the CEX due to lower transaction costs and better liquidity
conditions, allowing arbitrage with larger capital amounts. Consequently, direct arbitrage
activities between Ethereum and Polygon for these token pairs are expected to be minimal.
Therefore, this analysis focuses on token pairs that are not listed on CEXs. In these cases, the
absence of a CEX alternative necessitates performing arbitrage cross-chain.

After selecting the token pairs of interest, all swap transactions involving these tokens
executed via liquidity pools on Ethereum and Polygon during the period from October 1,
2023, to March 31, 2024, are retrieved. These transactions form the basis for identifying
cross-chain rebalancing arbitrages. To identify swap transactions potentially involved in cross-
chain rebalancing arbitrage, dedicated heuristics are employed. The first heuristic matches
pairs of transactions, txPol(executed on Polygon) and txEth (executed on Ethereum), based
on their temporal proximity. Specifically, the time difference between the execution of both
transactions must be less than 60 seconds. This criterion is essential because the rebalancing
arbitrage strategy requires that trades on both domains are executed nearly simultaneously.
A larger time gap increases the risk of the arbitrage opportunity dissipating before the second
trade can be completed.

txTimePol � 60 sec  txTimeEth  txTimePol + 60 sec (4.21)

The next heuristic for transaction filtering ensures that the token sold in txPol matches the
token bought in txEth, and conversely, the token bought in txPol matches the token sold in
txEth. This requirement is derived directly from the logic of the rebalancing arbitrage strategy,
which mandates that this property is satisfied for the arbitrage to occur:

txTokenSoldPol = txTokenBoughtEth ^ txTokenSoldEth = txTokenBoughtPol (4.22)
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Another heuristic applied to the retrieved DEX trades ensures that either the amount of
tokens bought in txPol does not differ by more than 3% from the number of tokens sold in
txEth, or the number of tokens bought in txEth does not differ by more than 3% from the
number of tokens sold in txPol . This condition aligns with the rebalancing arbitrage strategy,
which implies that, after executing the arbitrage, the net change in reserves for at least one
asset should be close to zero, while the net delta for the other asset is positive. In theory, the
arbitrageur could choose to realize profits in both tokens by adjusting the input amount in
the second leg of the trade. In such cases, the net change in reserves for both assets would be
positive and not necessarily close to zero. To account for these scenarios while minimizing
the risk of including random matches unrelated to arbitrage, the 3% condition was selected
as a balanced compromise:

txAmountBoughtPol � txAmountSoldEth

txAmountBoughtPol
 0.03 _

txAmountBoughtEth � txAmountSoldPol

txAmountBoughtEth
 0.03

(4.23)

The final heuristic applied to transaction matching involves verifying whether the externally
owned account (EOA) address that signed the transaction is the same for both txEth and txPol ,
or whether the receiving address is identical for both txEth and txPol . In the first scenario, the
arbitrageur directly executes both trades from their EOA. In the second scenario, the arbitrage
is executed through a dedicated smart contract that acts on behalf of the arbitrageur:

txEOAPol = txEOAEth _ txToEth = txToPol (4.24)

These heuristics are applied in Algorithm 5 to all transactions involving trades of the
considered assets on any DEX on Ethereum and Polygon. If a txEth and a txPol satisfy all
matching heuristics, they are classified as a rebalancing arbitrage with high confidence.
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Algorithm 5 Cross-chain Rebalancing Arbitrage Matching Algorithm
1: procedure arbitrageMatchingAlgorithm
2: Input: dexTradestokenA , dexTradestokenB

3: Output: matchesArbitrage
4: matchesArbitrage [ ]
5: timeDelta 60 seconds
6: tradesEthereum  {trade 2 dexTradestokenA [ dexTradestokenB | trade.chain =

Ethereum}
7: tradesPolygon  {trade 2 dexTradestokenA [ dexTradestokenB | trade.chain = Polygon}
8: for each tradePol in tradesPolygon do
9: timeFilteredTrades {tradeEth 2 tradesEthereum |

10: tradePol.time� timeDelta  tradeEth.time  tradePol.time + timeDelta}
11: potentialMatches  {tradeEth 2 timeFilteredTrades | tradeEth.tokenSold =

tradePol.tokenBought and tradeEth.tokenBought = tradePol.tokenSold}
12: for each tradeEth in potentialMatches do
13: if tradePol.|tokenBought|�tradeEth.|tokenSold|

tradePol.|tokenBought|
 0.03 or tradeEth.|tokenBought|�tradePol.|tokenSold|

tradeEth.|tokenBought|


0.03 then
14: if tradeEth.EOA = tradePol.EOA or tradeEth.txTo = tradePol.txTo then
15: dtokenA  tradePol.|tokenBought|� tradeEth.|tokenSold|
16: dtokenB  tradeEth.|tokenBought|� tradePol.|tokenSold|
17: pricetokenA

 getPrice(Ethereum, tokenA, USDC, tradeEth.time)
18: pricetokenB

 getPrice(Ethereum, tokenB, USDC, tradeEth.time)
19: revenue dtokenA ⇤ pricetokenA

+ dtokenB ⇤ pricetokenB
20: match {tradeEth; tradePol; dtokenA; dtokenB; revenue}
21: matchesArbitrage matchesArbitrage.append(match)
22: end if
23: end if
24: end for
25: end for
26: return matchesArbitrage
27: end procedure

4.3. Data collection

For both the opportunity analysis and the transaction matching analysis, blockchain data
from Ethereum and Polygon is collected. The relevant data spans the period from October 1,
2023, to March 31, 2024, covering six months. The following section outlines the methodology
used to retrieve the required data for each analysis.
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4.3.1. Data collection for the Arbitrage Opportunity Analysis

In order to conduct the opportunity analysis, it is essential to retrieve the states of the Uniswap
pools and execute the functions of the smart contracts, such as the quoteExactInputSingle
function, which simulates smart contract transactions and provides crucial information,
including the resulting token amounts for swaps. Accessing this data requires connecting
to nodes on the Ethereum and Polygon networks. Since the analysis involves historical
blockchain states, archive nodes capable of storing and querying historical data is essential.

As we do not operate our own archive nodes for Ethereum and Polygon, we rely on third-
party providers offering access to archive nodes via RPC (Remote Procedure Call) endpoints.
The binary search process for determining optimal token input amounts for arbitrage involves
multiple calls per block for each considered token pair, resulting in a high volume of RPC
requests over the analysis period. RPC endpoint providers typically impose limits on the
number of requests per minute and often enforce monthly caps for free-tier usage. This
presents a significant challenge, as our goal of conducting a long-term analysis is constrained
by limited access to historical blockchain data.

To address this, we establish a sophisticated data collection pipeline capable of distributing
requests across approximately 10 RPC providers in a parallelized manner. This setup enables
us to analyze one month of arbitrage opportunities between Ethereum and Polygon for a
single token pair in roughly 10 hours. The pipeline is applied to the token pairs BANANA-
WETH, GENE-WETH, WMATIC-WETH, and WETH-USDC. Importantly, the pipeline is
blockchain-agnostic and can be adapted for other EVM-based blockchains with minimal
modifications, such as adjusting RPC endpoints and supplying the appropriate smart contract
and token addresses for the new chains.

To identify the corresponding block for a given timestamp, we utilize APIs from DefiLlama,
Etherscan, and Polygonscan [68, 69, 70]. This approach is particularly useful for mapping
Ethereum blocks to their corresponding Polygon blocks. For the opportunity analysis be-
tween a CEX and Ethereum/Polygon, CEX exchange rates corresponding to at least each
Ethereum/Polygon block are required. We retrieve k-line spot price data for MATIC-WETH
and WETH-USDC from the Binance API [71]. The k-line data is available at intervals as fine
as one second, providing high-resolution price information for our analysis.

4.3.2. Data collection for the Arbitrage Quantification

To match transactions constituting rebalancing arbitrages, we collect all transactions executed
on AMM liquidity pools for the considered token pairs on Ethereum and Polygon during
the specified time frame. This data is obtained using Dune Analytics, a platform that
enables access to a wide range of on-chain data [72]. Specifically, we retrieve all token swap
transactions for the pairs BANANA-WETH and GENE-WETH.

For MATIC-WETH and WETH-USDC, we limit the data retrieval to a smaller subset due to
constraints in Dune Analytics’ free-tier data access and the significantly higher volume of
transactions for these pairs. Consequently, we focus on fetching transaction data for selected
days where the arbitrage opportunity algorithm identifies significant opportunities.
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After filtering transactions to identify those corresponding to cross-chain rebalancing
arbitrages, we calculate arbitrage revenues based on token deltas. The relevant exchange rates
are retrieved from Uniswap smart contracts at the respective block heights using the same
RPC endpoints employed for the opportunity analysis.

4.4. Implementation

After presenting the methodology for the analysis and the approach to data collection, this
section outlines the key details of the implementation of the analysis framework.

4.4.1. Programming environment

The analysis framework is implemented in Python, which is widely used by developers
and researchers for large-scale data analysis. Python’s robust ecosystem, offering powerful
libraries for handling extensive datasets and interacting with blockchains, plays a key role
in its selection for this project. For interacting with EVM-based blockchains, the Python
ecosystem provides efficient tools such as the web3.py library [73]. This library enables
seamless connectivity between Python applications and Ethereum/Polygon archive nodes
via RPC endpoints. All essential blockchain interactions, including executing smart contract
function calls and retrieving gas fee information from transaction hashes, are facilitated using
web3.py.

4.4.2. Relevant functions

Retrieve Exchange Rates

The getPrice function retrieves the current exchange rate between tokenA and tokenB from
either an AMM liquidity pool or a CEX for a given timestamp. For AMM liquidity pools
based on the CPMM model, such as Uniswap v2, the function calculates the exchange rate
EAB using the token reserves of the pool and accounting for a 0.3% swap fee [44]:

EAB =
reservestokenA

reservestokenB

⇤ 0.997 (4.25)

For AMM liquidity pools based on the concentrated liquidity model, such as Uniswap v3,
the function retrieves the exchange rate using the slot0 function, which provides the current
state of the pool [74]. After obtaining the exchange rate, the function applies the respective
swap fee, which is not always 0.3% in Uniswap v3 pools. For the CEX domain, the function
retrieves the exchange rate from Binance K-line data corresponding to the given timestamp.
A swap fee of 0.1%, representing the typical fee for spot trades on Binance, is then applied.

Simulate Swaps

The getPrice function is specifically designed for use in the determineProfitablePath
algorithm, as it provides information about price discrepancies but cannot calculate the exact
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number of tokens returned for a specific input amount. In AMM liquidity pools, token swaps
modify the reserves of the pool and, in the case of concentrated liquidity pools (Uniswap v3),
consume liquidity within specific price ranges. Consequently, the number of tokens swapped
directly affects the exchange rate and the resulting token amounts, requiring a more precise
simulation for arbitrage calculations.

To address this, the simulateSwap function is used to simulate a swap between tokenA and
tokenB, leveraging either AMM liquidity pools or Binance K-line data when the CEX domain
is involved. The function distinguishes between pools based on the CPMM model (Uniswap
v2) and those using the concentrated liquidity model (Uniswap v3). For pools based on
the CPMM model, the simulateSwap function retrieves the token balances of the liquidity
pool. A swap fee of 0.3% is applied to all transactions using Uniswap v2 liquidity pools.
The amount of tokens received for a given input amount is calculated using the following
formula:

Amount Out =
Amount In ⇤ 0.997 ⇤ Reserve Token Out
Reserve Token In + Amount In ⇤ 0.997

(4.26)

If the considered pool is based on the concentrated liquidity model (Uniswap v3), the
function utilizes the corresponding Uniswap quoter contract. Specifically, it calls the quo-
teExactInputSingle function, which returns the output amount of the target token for a
given liquidity pair and input amount. For simulations involving the CEX domain, the
function retrieves the exchange rate from Binance K-line data and applies a swap fee of 0.1%
to calculate the resulting number of tokens.

4.5. Limitations

The following section outlines the limitations of our methodology concerning the opportunity
analysis and the quantification of arbitrages. The primary challenge encountered in this
research is the restricted access to blockchain data, which serves as the foundational cause for
most of the limitations in our study.

Opportunity Analysis

One limitation of our work is that the opportunity analysis is conducted for each Ethereum
block and its temporally closest Polygon block. Since the block time on Polygon is approxi-
mately 2 seconds, compared to around 12 seconds on Ethereum, the analysis only considers
the liquidity pool state of every 6th Polygon block. As a result, potential arbitrage opportuni-
ties arising between the creation of consecutive Ethereum blocks on Polygon may not be fully
captured or, in the worst case, may remain undetected. This limitation arises directly from
restricted access to blockchain data, necessitating a compromise in the scope of the analysis.

Another limitation relates to the upper bound on the revenue potential considered in the
detection of arbitrage opportunities. This constraint stems from the necessity of defining
an upper boundary for the search space of the optimal input amount in the binary search
algorithm. Based on initial experiments, we set this upper boundary (inputted capital) to
$300,000, striking a balance between capturing the majority of potential arbitrage opportunities
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and minimizing the number of binary search iterations to avoid rate-limiting issues. This
limitation does not impact the DEX-only pairs, such as BANANA-WETH and GENE-WETH,
as their limited liquidity inherently restricts the amount of input capital optimal for arbitrage.
Specifically, the largest observed opportunity for these pairs required input capital valued at
$29,264.34. However, for pairs listed on CEXs, such as MATIC-WETH and WETH-USDC, the
upper boundary of $300,000 proves more restrictive. In several instances, the required capital
for significant arbitrage opportunities approaches this upper limit, potentially capping the
detected revenue potential for these pairs.

A further limitation of the analysis is that it does not encompass all available liquidity pools
where the considered assets are traded on the respective chains. Including additional pools
would double the computational time for each added combination, significantly increasing
the overall runtime of the algorithm. To ensure computational feasibility, we focus on the
most liquid pools with the highest trading activity on each chain. Specifically, the selected
pools for BANANA-WETH account for 95.67% of all transactions over the 6-month analysis
period, while those chosen for GENE-WETH account for 88.49% of all transactions.

In our analysis of the CEX-DEX domain, we assume that the CEX possesses significantly
higher market depth than the DEX. Consequently, we consider that sufficient liquidity is
always available on the CEX to execute trades at the open prices obtained from the Binance
K-line data.

Arbitrage Quantification

A limitation of the arbitrage quantification is the inability to retrieve all on-chain transactions
performed on the MATIC-WETH and WETH-USDC liquidity pools. This limitation arises
due to the substantial volume of transactions over the six-month analysis period and strict
data-fetching limits imposed by the provider, Dune Analytics. To address this, we retrieve
transactions for selected dates where the opportunity analysis identifies the most significant
arbitrage opportunities and apply the arbitrage matching algorithm to this subset of data.
Our initial hypothesis that there is minimal or no arbitrage activity for established asset pairs
across chains is confirmed for the analyzed dates.

The heuristics we employ successfully identify a significant number of executed cross-
chain rebalancing arbitrages. However, some arbitrages may remain undetected due to the
limitations of these heuristics. For instance, searchers using distinct EOAs or contract accounts
on each chain to execute arbitrages may evade detection by our algorithm. In addition, it
cannot be stated with absolute certainty that none of the detected arbitrages involve bridging
assets between chains, as some bridging solutions may offer transfer times of less than one
minute, which was chosen as heuristic. Nevertheless, the arbitrages we detect are executed,
on average, within 10 seconds for GENE-WETH and 8 seconds for BANANA-WETH. This
rapid execution indicates that even if bridge-based arbitrages are included in the detected set,
their contribution relative to the total number of detected arbitrages is minimal.

Another limitation of the chosen heuristics is that we only select trades where either dtokenA

or dtokenB is smaller than or equal to 3%. This approach may exclude arbitrages where the
arbitrageur chooses to realize profits uniformly across both assets, resulting in d values for
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both assets exceeding 3% (ROIC > 3%). However, our research indicates that this scenario
is highly unlikely, as arbitrageurs typically prefer to realize profits in a single asset. In over
95% of cases, this preferred asset is WETH. Even when the d values for both assets are greater
than zero, it is generally expected that the d for one asset will be significantly larger than the
other, leading to a d for the smaller asset remaining below 3%.
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5. Results

This chapter first presents the results of our study on identifying cross-chain rebalancing
arbitrage opportunities across Ethereum-Polygon, Binance-Ethereum, and Binance-Polygon
compositions. Next, we show the results of the quantification of executed arbitrages between
Ethereum and Polygon. Finally, we integrate both studies to compare arbitrage opportunities
with detected executed arbitrages.

Table 5.1 provides an overview of the number of trades performed and additional volume
statistics for the Uniswap liquidity pools considered on Ethereum and Polygon. The data
highlights a significant difference in trade frequency and volume between tokens listed on
CEXs and those exclusive to DEXs.

Pair Trades Volume %Ethereum Volume

GENE-WETH 23,408 $23,894,265.48 77.87%
BANANA-WETH 15,971 $13,013,190.53 63.67%

WMATIC-WETH 1,336,794 $1,914,504,949.21 19.34%
USDC-WETH 1,461,405 $47,929,155,995.1 99.22%

Table 5.1.: Trading activity of the analyzed AMM liquidity pools from 01.10.2023 till 31.03.2024.

5.1. Opportunity Analysis

The following section focuses on the analysis of arbitrage opportunities. Arbitrage op-
portunities are computed for each Ethereum block over a six-month period for the pairs
BANANA-WETH, GENE-WETH, WMATIC-WETH, and WETH-USDC on the Ethereum-
Polygon composition. For WMATIC-WETH and WETH-USDC, which are listed on Binance,
opportunities are also computed for the Binance-Ethereum and Binance-Polygon composi-
tions. The results of the opportunity analysis are further complemented by a volatility index
for each considered asset pair. To facilitate better comparison and visualization, the charts
also include detected executed arbitrages for the respective pairs.

5.1.1. Ethereum-Polygon

We identify rebalancing arbitrage opportunities between Ethereum and Polygon amounting
to an MAV of $306,336.63 for the analyzed pairs over the six-month period. Table 5.2 shows
that the MAV is significantly higher for the pairs not traded on CEXs (GENE-WETH and
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BANANA-WETH) with an MAV equivalent to 0.71% of their trading volume. Among these,
the DEX-only pairs also exhibit the highest individual profit opportunities, reaching up to
$9,259.26 for BANANA-WETH. A likely explanation for this observation is that markets for
these long-tail assets are less efficient, and when price discrepancies arise, they tend to be
more significant compared to those of CEX-listed pairs.

The average profit opportunities, when they occur, for WMATIC-WETH and USDC-WETH
are higher than those for the DEX-only pairs. However, these arbitrage opportunities require
significantly more capital than the DEX-only pairs. To further compare the profitability of
the analyzed CEX-listed and DEX-only pairs, the average ROIC provides valuable insights.
As shown in Table 5.3, the average ROIC is substantially higher for the DEX-only pairs.
The profit margins for the analyzed pairs are generally comparable, with the exception of
WMATIC-WETH, which demonstrates a higher average profit margin. Examining the average

Pair MAV %Volume Max Profit Avg Profit Avg Profit Margin

GENE-WETH $170,830.40 0.71% $6,419.76 $42.85 65.26%
BANANA-WETH $92,764.20 0.71% $9,259.26 $28.60 61.14%

WMATIC-WETH $26,031.88 <0.01% $4,982.08 $518.81 78.57%
USDC-WETH $16,710.15 <0.01% $2,577.34 $136.95 64.39%

Table 5.2.: Profit metrics for arbitrage opportunities on the Ethereum-Polygon composition
with profits larger than $10.

duration of opportunities with profits exceeding $10 reveals a significant difference between
DEX-only pairs and pairs traded on centralized venues. While opportunities for DEX-only
pairs typically persist for several minutes, the opportunities for CEX-listed pairs usually
disappear in under a minute. Additionally, when analyzing the percentage of Ethereum
blocks where the algorithm identifies profit opportunities greater than $10, DEX-only pairs
exhibit substantially higher percentages. For instance, up to 7.68% of blocks for GENE-WETH
contain profit opportunities. Across nearly all metrics, significant differences are evident

Pair Avg Duration %Profit Blocks Avg Required Capital Avg ROIC

GENE-WETH 3:52 min 7.68% $3,577.23 0.90%
BANANA-WETH 2:40 min 2.78% $2,277.36 1.16%

WMATIC-WETH 0:47 min 0.03% $97,516.23 0.29%
USDC-WETH 0:21 min 0.02% $55,350.78 0.16%

Table 5.3.: Metrics for arbitrage opportunities on the Ethereum-Polygon composition with
profits larger than $10.

between the DEX-only pairs and the pairs listed on a CEX. In addition to the discussed profit
metrics and statistics, we create charts illustrating profit opportunities over time. To enhance
visual clarity, we exclude outlier profit opportunities exceeding $4,000 in all charts displaying
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opportunities (2 for BANANA-WETH and 7 for GENE-WETH). For better comparison and
additional insights, we incorporate detected arbitrages from the arbitrage quantification
analysis into the charts. To further explore the relationship between volatility and the price
discrepancies that lead to arbitrage opportunities, we include the volatility index for each
respective asset pair.

Figure 5.1.: Arbitrage opportunities and detected arbitrages for BANANA-WETH on the
Ethereum-Polygon composition.

Figure 5.1 illustrates the arbitrage profit opportunities and quantified arbitrages for
BANANA-WETH on the Ethereum-Polygon composition. While opportunities occur through-
out most of the time frame, their frequency and significance increase notably toward the
end of January 2024 and persist until mid-March 2024. During this same period, the volatil-
ity index exhibits comparatively high values, suggesting a correlation between increased
volatility and the occurrence of arbitrage opportunities. Additionally, arbitrage opportunities
often appear in clusters within consecutive blocks, which aligns with the observed average
duration of 2 minutes and 40 seconds for significant profit opportunities for this pair. This
clustering behavior underscores the temporal nature of arbitrage opportunities and their
rapid emergence during periods of favorable market conditions.

Figure 5.2 presents the arbitrage profit opportunities and quantified arbitrages for GENE-
WETH. Opportunities are observed throughout the majority of the analyzed time frame.
Compared to BANANA-WETH, the frequency and significance of opportunities are slightly
higher. Similar to BANANA-WETH, periods of low volatility, such as January 2024, show a
substantial decrease in both the frequency and significance of opportunities. This correlation
underscores the influence of market volatility on the occurrence and magnitude of arbitrage
opportunities.
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Figure 5.2.: Arbitrage opportunities and detected arbitrages for GENE-WETH on the
Ethereum-Polygon composition

Figure 5.3.: Arbitrage opportunities for WMATIC-WETH on the Ethereum-Polygon composi-
tion

Figure 5.3 and Figure 5.4 display the detected opportunities for WMATIC-WETH and
WETH-USDC. Compared to the DEX-only pairs, we observe significantly fewer opportunities
over time. However, when opportunities do arise, the potential profits are, on average, more
substantial than those for DEX-only pairs. Similar to the DEX-only pairs, profit opportunities
are more likely to occur during periods of high volatility. No detected arbitrages are included
in the charts because none are identified on the Ethereum-Polygon domain for either pair.
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This observation aligns with our hypothesis that for pairs traded on a CEX, arbitrageurs
execute one leg of the arbitrage on the CEX due to its favorable liquidity and fee structure. In
the following sections, we present the results of our analysis of arbitrage opportunities in the
CEX-DEX composition.

Figure 5.4.: Arbitrage opportunities for WETH-USDC on the Ethereum-Polygon composition

5.1.2. Binance-Ethereum

This section presents the results of the opportunity analysis for the Binance-Ethereum com-
position, which includes only the pairs listed on CEXs. We identify rebalancing arbitrage
opportunities between Binance and Ethereum for MATIC-WETH and WETH-USDC, resulting
in an MAV of $524,261.30 over the six-month period. Table Table 5.4 summarizes the relevant
profit metrics.

Compared to the Ethereum-Polygon composition, the MAV for both pairs is significantly
higher. Additionally, as shown in Table 5.5, the average required capital for these arbitrages
is considerably greater in this domain. This highlights that the improved liquidity conditions
on CEXs enable arbitrageurs to execute trades with larger capital investments. Across most
metrics, the USDC-WETH pair demonstrates more favorable performance, except for the Max
Profit metric. This difference is attributed to the higher liquidity and activity on Ethereum
for USDC-WETH, whereas WMATIC-WETH trading activity is concentrated primarily on
Polygon. The average duration of significant profit opportunities and the average ROIC are
both lower for MATIC-WETH and USDC-WETH in the Binance-Ethereum domain. However,
the percentage of blocks with significant profit opportunities for USDC-WETH is seven times
higher than in the cross-chain Ethereum-Polygon composition. Figure 5.5 shows the arbitrage
profit opportunities for WMATIC-WETH in the Binance-Ethereum composition. The chart
is very similar to the one from the Ethereum-Polygon composition. As outlined earlier, a
probable explanation for this result is that WMATIC-WETH is mostly traded on Polygon.
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Pair MAV Max Profit Avg Profit

WMATIC-WETH $53,509.96 $15,221.84 $371.65
USDC-WETH $470,751.34 $7,471.24 $506.54

Table 5.4.: Profit metrics for arbitrage opportunities on the Binance-Ethereum composition
with profits larger than $10.

Pair Avg Duration %Profit Blocks Avg Required Capital Avg ROIC

WMATIC-WETH 0:24 min 0.03% $100,102.44 0.10%
USDC-WETH 0:18 min 0.14% $463,026.64 0.10%

Table 5.5.: Metrics for arbitrage opportunities on the Binance-Ethereum composition with
profits larger than $10.

Figure 5.5.: Arbitrage opportunities for WMATIC-WETH on the Binance-Ethereum composi-
tion.

Figure 5.6 displays the arbitrage profit opportunities for WETH-USDC in the Binance-
Ethereum composition. Compared to the corresponding chart for the Ethereum-Polygon
composition, the frequency and significance of profit opportunities are substantially higher.
This difference is attributed to the higher trading activity for this pair on Ethereum.
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Figure 5.6.: Arbitrage opportunities for WETH-USDC on the Binance-Ethereum composition

5.1.3. Binance-Polygon

We identify rebalancing arbitrage opportunities between Binance and Polygon for MATIC-
WETH and USDC-WETH, resulting in an MAV of $384,094.32 over the six-month period.
Table 5.6 presents the relevant profit metrics. In contrast to the Binance-Ethereum composi-
tion, the MAV for the WMATIC-WETH pair is significantly higher in the Binance-Polygon
composition, as this pair is predominantly traded on Polygon. However, the average profit
opportunities and the average required capital are lower than in the Binance-Ethereum compo-
sition, indicating that lower liquidity and trading activity on Polygon compared to Ethereum
constrain the value that can be extracted through arbitrage. Additionally, the average duration
of significant profit opportunities is longer compared to Binance-Ethereum, suggesting that
reduced activity levels influence different profit metrics in varying ways.

Pair MAV Max Profit Avg Profit

WMATIC-WETH $366,378.76 $19,256.48 $170.61
USDC-WETH $17,715.56 $4,120.75 $174.46

Table 5.6.: Profit metrics for arbitrage opportunities on the Binance-Polygon composition with
profits larger than $10.

Figure 5.7 displays the arbitrage profit opportunities for WMATIC-WETH in the Binance-
Polygon composition. Compared to the corresponding chart for the Ethereum-Polygon
composition, the frequency and significance of profit opportunities are higher, particularly
during periods of increased volatility. This difference is attributed to WMATIC-WETH being
predominantly traded on Polygon, which results in more significant profit opportunities
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Pair Avg Duration %Profit Blocks Avg Required Capital Avg ROIC

WMATIC-WETH 0:44 min 0.44% $57,596.20 0.11%
USDC-WETH 0:22 min 0.03% $44,851.38 0.19%

Table 5.7.: Metrics for arbitrage opportunities on the Binance-Polygon composition with
profits larger than $10.

in this composition. This trend is further reflected in the percentage of blocks with profit
opportunities, which is more than ten times higher in this composition compared to the
Binance-Ethereum composition.

Figure 5.7.: Arbitrage opportunities for WMATIC-WETH on the Binance-Polygon composi-
tion.

Figure 5.8 illustrates the arbitrage profit opportunities for WETH-USDC in the Binance-
Polygon composition over the six-month analysis period. Compared to other compositions,
the frequency of profit opportunities in this domain is considerably lower. This difference is
attributed to WETH-USDC being predominantly traded on Ethereum.
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Figure 5.8.: Arbitrage opportunities for WETH-USDC on the Binance-Polygon composition.

5.2. Arbitrage Quantification

The following section presents our results for the detection and quantification of executed
arbitrages for BANANA-WETH and GENE-WETH between Ethereum and Polygon. This
analysis focuses on the searchers involved, the execution characteristics of the arbitrages, and
the relevant profit metrics.

5.2.1. Arbitrage Execution Analysis

During the analyzed period from October 1, 2023, to March 31, 2024, we successfully detect
808 executed arbitrages, of which 731 yield profits greater than $10. To maintain comparability
with the opportunity analysis, the subsequent results primarily focus on significant arbitrages
with profits exceeding $10. As shown in Table 5.8, the arbitrage leg where profits are realized
is evenly distributed between Ethereum and Polygon.

As outlined earlier, the arbitrageur can determine which token to profit in by adjusting the
token amounts in the final leg of the arbitrage. In over 95% of the arbitrages we identify, the
profit is realized in WETH. This preference suggests that arbitrageurs tend to hold WETH
over long-tail assets like GENE and BANANA. A likely explanation for this behavior is that
most market participants have more favorable medium- to long-term expectations regarding
the price development of WETH compared to long-tail assets like GENE and BANANA.

The total significant arbitrage profits realized for both pairs amount to $46,751.63, with
profits from BANANA-WETH being nearly double those of GENE-WETH. Comparing the
results in Table 5.9 with the opportunity analysis results in Table 5.2, we observe that the
average profit of executed arbitrages is higher than the average profit of the computed oppor-
tunities. This suggests that arbitrageurs selectively execute opportunities with substantial
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Pair Arbitrages %Profit Leg is Ethereum %Profit in WETH

GENE-WETH 289 58.48% 96.19%
BANANA-WETH 442 46.38% 95.70%

Table 5.8.: Statistics for quantified arbitrages on the Ethereum-Polygon composition with
profits larger than $10.

profits rather than exploiting every available opportunity.
Similarly, the average profit margins for the identified arbitrages exceed those of the

computed opportunities. Since profit margins are directly influenced by transaction fees,
this implies that arbitrageurs consider fees in their decisions and generally aim to execute
arbitrages when fees are low. Another notable observation is that searchers do not bribe
builders via coinbase transfers to facilitate the execution of these arbitrages. This has a
significant influence on the observed profit margins.

An additional noteworthy observation is that, despite GENE-WETH having a significantly
higher MAV and a higher percentage of Ethereum blocks with significant arbitrage profit
opportunities compared to BANANA-WETH, the number of realized arbitrages and total
profits for GENE-WETH are lower than for BANANA-WETH. This suggests that the GENE-
WETH pair received less attention and interest from arbitrageurs than the BANANA-WETH
pair.

Pair Total Profits Max Profit Avg Profit Avg Profit Margin

GENE-WETH $16,970.28 $788.45 $58.72 75.69%
BANANA-WETH $29,781.35 $1,281.75 $67.38 74.14%

Table 5.9.: Profit metrics for detected arbitrages on the Ethereum-Polygon composition with
profits larger than $10.

Table 5.10 provides additional insights into the average time required to execute arbitrages,
along with statistics on capital requirements. The average execution times of 8 to 10 seconds
highlight a significant advantage of this strategy compared to cross-chain arbitrages involving
bridges: the execution risk associated with the extended bridging times between chains is
eliminated in the rebalancing strategy under consideration. However, the capital required to
execute these arbitrages is approximately double that needed to profit from price discrepancies
in cross-chain strategies utilizing bridges.

5.2.2. Searcher Analysis

Searcher Distribution

A primary goal of our analysis is to identify and categorize entities executing cross-chain
rebalancing arbitrages. To match searchers across Ethereum and Polygon, we consider two
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Pair Avg Execution Time Avg Required Capital Avg ROIC

GENE-WETH 0:10 min $4,006.24 1.43%
BANANA-WETH 0:08 min $3,121.86 1.91%

Table 5.10.: Metrics for detected arbitrages on the Ethereum-Polygon composition with profits
larger than $10.

scenarios: (1) the EOA addresses signing transactions are identical on both chains or (2)
the receiving addresses of transactions match across chains. The second scenario involves
dedicated smart contracts specifically designed for arbitrage execution. Using these criteria,
we successfully match searchers across chains for both scenarios.

Among the identified entities, the addresses 0xca74f404e0c7bfa35b13b511097df966d5a65597
(0xca74) and 0xeb5cc391e8cae0d95160bf4b35896efcd19182da (0xeb5c) perform arbitrages
through their EOAs, while the address 0x882d04c3d8410ddf2061b3cba2c3522854316feb (0x882d)
corresponds to a smart contract executing arbitrages. Figure 5.9 displays the distribution of
searchers by the number of arbitrages executed on the BANANA-WETH and GENE-WETH
pairs. It is evident that the same searchers dominate the arbitrage activity on both pairs, with
the searcher 0xca74 being the most active on both.

Figure 5.9.: Searcher distribution by number of arbitrages on BANANA-WETH and GENE-
WETH on the Ethereum-Polygon composition.

Cumulative Profits, ROIC and Profit Margins

In Figure 5.10, we analyze the cumulative profits over time for each searcher arbitraging the
BANANA-WETH pair. The figure reveals that searcher 0xca74 engages in arbitrage activity
consistently throughout the observed period, gradually accumulating profits from October
2023 onward. In contrast, searcher 0x882d begins executing arbitrages much later, with their
first activity appearing at the end of January 2024. Starting in February 2024, a significant
increase in realized profits is observed for both searchers. Searcher 0x882d, while starting
later, shows rapid profit accumulation in February, suggesting a highly effective arbitrage
strategy.
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Figure 5.10.: Cumulative profits by searcher for BANANA-WETH on the Ethereum-Polygon
composition.

The associated figures, Figure 5.11 (Weekly Average ROIC) and Figure 5.12 (Weekly Average
Profit Margins) for searchers arbitraging the BANANA-WETH pair, offer complementary
perspectives on the efficiency and profitability of the searchers’ strategies. By examining both
figures together, several connections and insights can be drawn. Searcher 0xca74 maintains
relatively stable profit margins (Figure 5.12), albeit with some fluctuations and a sharp dip in
December 2023. In Figure 5.11, we see that the ROIC for this searcher experiences significant
variability over the same period. The December 2023 dip in profit margins coincides with a
significant drop in ROIC, suggesting that external market factors or inefficiencies negatively
impacted the profitability of the searcher’s strategy. Searcher 0x882d shows no arbitrage
activity early on but exhibits higher ROIC and profit margins starting in February 2024,
indicating that its strategy is both efficient and profitable. The correlation between high ROIC
and profit margins for this searcher reflects a highly efficient use of capital. This suggests
that 0x882d is potentially employing a strategy that targets highly profitable opportunities
selectively. While Searcher 0xca74 maintains steady profit margins, they show greater
variability in ROIC, indicating that its strategy may require higher capital investments to
sustain profitability. By connecting the insights from both figures, it is evident that 0xca74
employs a consistent but less efficient strategy, while 0x882d optimizes both profitability and
efficiency during a shorter active period. The synchronized fluctuations in ROIC and profit
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margins around December 2023 and February 2024 highlight how market dynamics influence
both metrics, offering valuable insights into the performance and adaptability of the searchers’
strategies.

Figure 5.11.: Weekly average ROIC by searcher for BANANA-WETH on the Ethereum-
Polygon composition.

Figure 5.12.: Weekly average profit margins by searcher for BANANA-WETH on the
Ethereum-Polygon composition.

51



5.2. ARBITRAGE QUANTIFICATION

Figure 5.13 illustrates the cumulative profits achieved by searchers performing arbitrages on
the GENE-WETH pair over time. The plot highlights the performance of the searchers 0xca74,
0x882d, and 0xeb5c. Searcher 0xca74 consistently engages in arbitrage activity throughout
the observed period, achieving steady profit accumulation starting from October 2023. The
most significant growth occurs between November and December 2023, after which no
arbitrages are executed for a month, indicating a decline in arbitrage opportunities or a shift
in execution strategy. Searcher 0x882d begins arbitrage activity in December 2023. Similar
to searcher 0xca74, they stop performing arbitrages in the second half of December 2023
and in January 2024. However, from February 2024 onward, this searcher shows rapid profit
growth, suggesting increased market volatility or more efficient arbitrage execution during
this time. In contrast, searcher 0xeb5c executes only a minimal number of arbitrages in the
beginning of October 2023. This figure demonstrates that while 0xca74 steadily accumulates
profits over the whole time period, 0x882d shows strong profit growth in February and March
of 2024, strengthening the argument from before that 0x882d employs a more efficient and
opportunistic strategy.

Figure 5.13.: Cumulative profits by searcher for GENE-WETH on the Ethereum-Polygon
composition.

The associated figures, Figure 5.14 (Weekly Average ROIC) and Figure 5.15 (Weekly
Average Profit Margins) for searchers conducting arbitrage on the GENE-WETH pair, provide
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two perspectives that highlight the efficiency and profitability of their strategies. As for
the BANANA-WETH pair, searcher 0xca74 maintains activity consistently throughout the
observation period. However, its profit margins (Figure 5.15) show considerable fluctuations,
including a sharp drop into negative values in November 2023. From late December 2023 till
February 2024, the searcher did not execute any arbitrages, which could indicate unfavorable
market conditions. Searcher 0x882d is active for two weeks in December 2023, then gets
inactive again till the end of January 2024. Beginning in February 2024, it is displaying strong
performance with a sharp peak in ROIC in March 2024 (Figure 5.14). This peak coincides
with consistently high profit margins (Figure 5.15) during the same period, highlighting an
efficient and well-timed strategy that maximizes returns. The alignment of these metrics
indicates a focus on capital efficiency while maintaining strong profitability. Searcher 0xeb5c
operates only briefly at the beginning of the observation period, achieving high ROIC and
profit margins in October 2023. This short-lived but highly effective performance suggests
a targeted strategy, exploiting favorable conditions before exiting the market. Combined
with the insights from the BANANA-WETH pair, we observe differences in strategy between
the searchers. 0xca74 employs a long-term approach that balances sustained activity with
periodic inefficiencies, as seen in the fluctuations in ROIC and profit margins. In contrast,
0x882d adopts a more focused and efficient strategy during its shorter engagement, achieving
both high ROIC and profit margins. Searcher 0xeb5c, while only active briefly at the start
of the period, records notably high profit margins, suggesting either a highly targeted or
opportunistic engagement with the market.

Figure 5.14.: Weekly average ROIC by searcher for GENE-WETH on the Ethereum-Polygon
composition.
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Figure 5.15.: Weekly average profit margins by searcher for GENE-WETH on the Ethereum-
Polygon composition.

Distribution of Profits

Figure 5.16.: Distribution of profit per arbitrage by searcher for BANANA-WETH on the
Ethereum-Polygon composition.

Figure 5.16 and Figure 5.17 illustrate the distribution of profit per arbitrage by searcher for
the BANANA-WETH and the GENE-WETH pair. The histogram charts with a bucket size of
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$25 are capped at $900 for improved visibility. Searcher 0xca74 demonstrates a high volume
of arbitrages concentrated in the $0–$100 range, indicating a strategy focused on frequent
execution of rather low-profit arbitrages. The steep decline in frequency as profits increase
beyond $100 suggests that this searcher prioritizes capturing small, readily available arbitrage
opportunities. A few outliers up to $900 reveal occasional large-profit arbitrages, though
these are rare in the searcher’s history. In contrast, searcher 0x882d exhibits a smaller number
of arbitrages overall but maintains a comparatively stronger presence in the higher-profit
ranges, particularly between $100–$400. This distribution suggests a selective approach,
where 0x882d targets arbitrage opportunities with higher profits rather than focusing on
volume. This aligns with observations in previous metrics such as ROIC and profit margins.
Conversely, 0xca74’s reliance on frequent small-profit arbitrages underscores its strategy of
sustained, high-volume engagement. These observations highlight the distinct strategies of
the two searchers. 0xca74 focuses on capitalizing on the abundance of low-value arbitrages to
achieve consistent profitability over time, while 0x882d emphasizes efficiency and profitability
by targeting fewer but more lucrative transactions.

Figure 5.17.: Distribution of profit per arbitrage by searcher for GENE-WETH on the
Ethereum-Polygon composition.

5.3. Linking Arbitrage Opportunities to Quantified Arbitrages

The following section establishes a connection between the two studies by comparing the
computed arbitrage opportunities with the detected arbitrage trades. Initially, we analyze
the relationship between revenue opportunities and the realized revenues from detected
arbitrages. Subsequently, we present the findings of a case study that examines arbitrage
opportunities and executed arbitrages within a narrow time frame of a few minutes.
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5.3.1. Arbitrage Revenue Opportunities and Quantified Arbitrage Revenues

Since we calculated arbitrage revenue opportunities for each Ethereum block (12 seconds),
and arbitrage opportunities can fluctuate within that period, there were occasional instances
where no significant arbitrage opportunity was detected despite identifying an executed
arbitrage within the same time frame. We considered an executed arbitrage as detected by our
opportunity analysis if the computed revenue opportunity exceeded the executed arbitrage
revenue (the vast majority of cases) or if the executed arbitrage revenue was no more than
30% higher than the computed opportunity (to allow for approximate detections). Based on
this approach, we successfully identified arbitrage revenue opportunities corresponding to
executed arbitrages for 95.27% of the cases quantified on BANANA-WETH and 88.10% of
those identified on GENE-WETH.

Figure 5.18.: Revenue opportunities compared to realized revenues for BANANA-WETH on
the Ethereum-Polygon composition.

Figure 5.18 and Figure 5.19 illustrate the relationship between theoretical revenue oppor-
tunities and the realized revenues from executed arbitrages. These charts provide insights
into the efficiency of arbitrageurs in profiting from available arbitrage opportunities. For the
BANANA-WETH pair, there is a close alignment between revenue opportunities and realized
revenues during periods of low activity, such as October–December 2023. This indicates
that searchers were generally effective at capturing available opportunities in a relatively
stable and less volatile market (compare Figure 5.1 for respective volatility index). However,
during February and March 2024, revenue opportunities spike significantly, exceeding $1,000.
While realized revenues also increase during this period, they fail to fully match the potential
opportunities, indicating inefficiencies in capturing larger arbitrage profits. We found that, on
average, arbitrageurs realize 88.79% of the potential revenue opportunity for this pair.
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In the GENE-WETH pair, revenue opportunities show a more sporadic pattern, with
notable spikes in November 2023 and March 2024. Similar to BANANA-WETH, the gap
between revenue opportunities and realized revenues becomes more pronounced during
high-opportunity periods. This indicates that searchers faced greater difficulties in fully
exploiting the available high-revenue opportunities, likely due to constraints such as limited
asset reserves, increased competition, or bigger execution risks in a volatile market. We found
that, on average, arbitrageurs realize 92.10% of the potential revenue opportunity for this pair.

Figure 5.19.: Revenue opportunities compared to realized revenues for GENE-WETH on the
Ethereum-Polygon composition.

Overall, both figures demonstrate that during periods of low market activity and reduced
volatility, realized revenues closely align with available opportunities, reflecting greater
efficiency in capturing profits. Conversely, in periods of heightened volatility and increased
revenue opportunities, searchers struggle to fully capitalize on the potential profits.

5.3.2. Case Study

Figure 5.20 illustrates the computed arbitrage profit opportunities (blue line) and the identified
arbitrage profits (red crosses) for the BANANA-WETH pair over a 3-minute and 48-second
time window on February 20, 2024, spanning from 02:13:47 to 02:17:35. The blue line
represents the theoretical maximum profit available through arbitrage transactions, while the
red crosses represent the profits captured by searchers within the observed timeframe.

During this interval, a significant spike in profit opportunities occurs, peaking at over
$8,000 shortly after 02:14:00. This spike results directly from a sequence of events:

First, an entity submits a transaction to swap 10.967043939196689018 ETH for BANANA on

57



5.3. LINKING ARBITRAGE OPPORTUNITIES TO QUANTIFIED ARBITRAGES

the considered BANANA-WETH Uniswap pool on Ethereum1. Anticipating this transaction,
a searcher executes a sandwich attack2. These events destabilize the pool reserves, enabling
another MEV searcher to execute an atomic arbitrage on Ethereum3. This searcher swaps
1.336756108425545046 ETH for 1,106.731527604342552183 BANANA on Sushiswap and then
swaps the entire amount of BANANA for 1.912967007060042576 ETH on Uniswap, the pool
analyzed in this study. To ensure the execution of this arbitrage, the searcher pays a bribe of
0.332421074300954939 ETH to the builder, resulting in a net profit of 0.243789824333542591
ETH.

This atomic arbitrage on the Ethereum network partially rebalances the Uniswap pool re-
serves. However, even after this transaction, the pool reserves remain significantly imbalanced.
This imbalance creates a pronounced price discrepancy between the BANANA-WETH pool
on Ethereum and the corresponding pool on Polygon, generating a substantial cross-chain
arbitrage opportunity.

Figure 5.20.: Quantified arbitrage profits and arbitrage profit opportunities for the pair
BANANA-WETH on the Ethereum-Polygon composition on 2024-02-20 from
02:13:47 to 02:17:35.

Next, we observe the first executed cross-chain arbitrage. Searcher 0xca74 swaps 1 WETH

1Transaction Hash: 0xe7055b7502e0f5edde1a8af66e3319db45ed05dcbd7ac002acef12bd9979991d
2https://www.zeromev.org/block?txh=0xe7055b7502e0f5edde1a8af66e3319db45ed05dcbd7ac002acef12bd9979991d
3Transaction Hash: 0xf81b11e897a8dbfdc2182f0e8677f9d32f5867e5a04581bd0d9da8ff29598628
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for 847.500766273986517129 BANANA on Polygon4 and simultaneously swaps 848.3467784528-
55805696 BANANA for 1.307431461563537344 WETH on Ethereum5. Searcher 0xca74 does
not pay any bribes to the block builder. This cross-chain rebalancing arbitrage results in a
dWETH of +0.307431461563537344 and a slightly negative dBANANA of -0.846012178869288567.
Valued at the time of the trade, the revenue from this arbitrage is $894.22, with a net profit
(after transaction fees) of $882.27, corresponding to a ROIC of 13.08%.

As shown in Figure 5.20, two additional cross-chain arbitrages are performed in the
subsequent minutes. Overall, the figure and the sequence of events emphasize the dynamic
and competitive nature of MEV in blockchain networks. While profit opportunities often arise
in short-lived spikes, their realization is constrained by execution risks, speed, and competition
with other (atomic) MEV strategies. Furthermore, the decline in profit opportunities following
executed arbitrages highlights the role of such activities in enhancing market efficiency by
rapidly re-aligning prices across markets within a short time frame.

4Transaction Hash: 0x6c5b0a0200939bb09ed8b7287002c7e6c6a644752ae523b9ed81b4157b0c249d
5Transaction Hash: 0x5270851cd1663070ef186ce5d02150bdef7553d86a44913536ee44d4a6689237
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6. Discussion

This chapter presents the key findings from our study on cross-chain rebalancing arbitrage
between Ethereum and Polygon. By analyzing computed arbitrage opportunities and quanti-
fying executed arbitrage for selected token pairs, we provide a comprehensive evaluation of
the primary drivers of arbitrage activity. Additionally, we extend our opportunity analysis to
include the Binance CEX, offering further insights into why certain arbitrages are more likely
to be executed in a CEX-DEX setting rather than cross-chain.

6.1. Key Findings

Our analysis identifies significant arbitrage opportunities between Uniswap liquidity pools
on Ethereum and Polygon, as well as between Binance and these liquidity pools. Over the
period from October 1, 2023, to March 31, 2024, we compute a total MAV of $306,336.63
for the studied pairs between Ethereum and Polygon. Notably, pairs not listed on CEXs
(GENE-WETH and BANANA-WETH) exhibit substantially higher MAV, both in absolute
terms and relative to their trading volumes. These pairs account for 0.71% of their total
trading volumes, underscoring their potential for profitable arbitrage.

DEX-only pairs exhibit longer-lasting arbitrage opportunities, often persisting for several
minutes, in contrast to CEX-listed pairs, where such opportunities typically vanish within
less than a minute. This observation suggests that market inefficiencies are more pronounced
and persistent for assets not traded on centralized platforms, likely due to lower liquidity
and reduced trading activity. Conversely, arbitrage opportunities involving CEX-listed pairs
(WMATIC-WETH and USDC-WETH) require significantly larger capital investments to
exploit, resulting in lower average ROIC. However, the average profit per opportunity for
CEX-listed pairs is higher than that for DEX-only pairs. This indicates that while these
opportunities are less frequent and short-lived, they can be more lucrative for arbitrageurs
with sufficient capital and execution speed. Our analysis also underscores the impact of
market volatility on arbitrage opportunities. Periods of heightened volatility correspond
with an increased frequency and magnitude of arbitrage opportunities across all pairs. This
finding aligns with the expectation that price discrepancies are more likely to emerge during
volatile market conditions, creating additional opportunities for arbitrageurs to profit.

In our analysis of cross-domain arbitrage opportunities for CEX-listed pairs involving
Binance, we observe that the MAV between Binance and Ethereum is significantly higher
($524,261.30) compared to the MAV for these pairs between Ethereum and Polygon. The
USDC-WETH pair accounts for the majority of this value. These findings can be attributed
to the higher liquidity and trading volumes on Binance, which facilitate larger arbitrage
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trades. However, these opportunities require substantially more capital, and the average
duration of opportunities is shorter, highlighting the critical role of both speed and capital for
successful exploitation. Overall, this indicates that cross-chain arbitrage with DEX-only pairs
is more attractive to arbitrageurs with limited capital, while those with greater resources are
incentivized to target arbitrage opportunities involving CEXs.

Our arbitrage quantification for the DEX-only pairs identifies a total of 808 executed
arbitrages, with 731 yielding profits exceeding $10 and resulting in total realized profits of
$46,751.63. The average profit from executed arbitrages is higher than the average profit from
computed opportunities, indicating that arbitrageurs are selective, prioritizing more profitable
opportunities while likely accounting for transaction costs and execution risks. The execution
times for these arbitrages average 8 to 10 seconds, demonstrating a significant advantage of
rebalancing strategies over cross-chain arbitrages involving bridges, which are constrained by
longer bridging times and the associated risks. However, the capital required to execute these
arbitrages is approximately twice as high as that required to execute cross-chain arbitrages
via bridges, reflecting a trade-off between execution speed and capital efficiency.

Our searcher analysis identifies key entities dominating arbitrage activities on the DEX-only
pairs. One searcher (0xca74) consistently engages in arbitrages throughout the analyzed
period, while another (0x882d) participates selectively but rapidly accumulates profits during
periods of activity. The strategies employed by these searchers differ significantly: 0xca74
focuses on frequent, lower-profit arbitrages, whereas 0x882d targets higher-profit opportuni-
ties more selectively. This reflects varying risk appetites and operational strategies among
arbitrageurs. The cumulative profits and ROIC for these searchers reveal that while both
are profitable, the more selective approach of 0x882d results in greater efficiency in capital
utilization. This finding suggests that in volatile and competitive markets, selectively target-
ing larger arbitrage opportunities may provide better returns than pursuing a high-volume,
low-margin strategy.

Our analysis of revenue opportunities versus realized revenues reveals that during periods
of low market activity, arbitrageurs effectively capture available opportunities, with realized
revenues closely aligning with potential revenues. However, during periods of high volatility
and increased arbitrage opportunities, realized profits do not fully match the potential, indi-
cating inefficiencies in capturing larger arbitrage profits. These inefficiencies may result from
factors such as execution risks, heightened competition, capital constraints, or technological
limitations in responding to rapidly changing market conditions.

6.2. Future Work

Building upon our findings, several avenues for future research emerge:

• Expansion to Further Asset Pairs and Blockchain Networks: Expanding the analysis
to encompass a broader range of asset pairs and additional blockchain networks would
deepen insights into cross-chain arbitrage dynamics within the wider DeFi ecosystem.
Moreover, it would offer further validation and support for the findings of this study.
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• More Frequent Opportunity Computation: In this study, we computed arbitrage
opportunities for each Ethereum block, which occurs approximately every 12 seconds.
However, this approach limits the granularity of insights, as arbitrage opportunities
can fluctuate within this 12-second interval. For more fine-grained results, one could
compute arbitrage opportunities for each Polygon block, which occurs roughly every 2
seconds.

• Further Refinements for Arbitrage Detection: While the heuristics applied to the
transaction data retrieved from Dune were effective in identifying executed arbitrages
and detecting searchers, further refinement of these heuristics and the incorporation of
data from additional sources could enhance the detection process, potentially uncovering
even more arbitrages.

• Analysis of Inventory Rebalancing: Assets are swapped on their respective chains
for the rebalancing arbitrage strategy under consideration. Investigating whether
arbitrageurs rebalance assets between chains—such as transferring assets from one
chain to another (e.g., to restore a balanced inventory)—could offer valuable insights.
Furthermore, analyzing the timing of these transfers, specifically, whether they occur
immediately before or after the arbitrage, could provide a deeper understanding of the
operational strategies employed by arbitrageurs.

• Impact of Technological Advancements: Investigating the impact of emerging tech-
nologies, such as cross-chain interoperability protocols and advancements in cross-chain
bridge technologies, could offer valuable insights into how these innovations influence
market dynamics and shape arbitrage strategies.
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7. Conclusion

This thesis presents a comprehensive analysis of cross-chain rebalancing arbitrage between
Ethereum and Polygon, thereby contributing to the understanding of cross-domain MEV.
By developing robust methodologies to identify arbitrage opportunities, quantify executed
arbitrages, and connect the findings of both studies, we have illuminated the dynamics of
cross-chain arbitrage in an increasingly multi-chain DeFi ecosystem.

Our analysis identifies significant arbitrage opportunities between Uniswap liquidity pools
on Ethereum and Polygon, particularly for token pairs not listed on CEXs, such as GENE-
WETH and BANANA-WETH. From October 2023 to March 2024, the total MAV for the
studied pairs between Ethereum and Polygon was found to be $306,336.63. These DEX-
only pairs exhibit higher MAV both in absolute terms and relative to their trading volumes,
accounting for 0.71% of their total trading volumes. The extended duration of arbitrage
opportunities for the DEX-only pairs, often lasting several minutes, highlights the pronounced
market inefficiencies associated with assets not traded on CEXs.

In contrast, arbitrage opportunities involving CEX-listed pairs, such as WMATIC-WETH
and USDC-WETH, require considerably larger capital investments and are distinguished by
shorter durations, frequently dissipating in less than a minute. Although these opportunities
are less prevalent, the average profit per opportunity is greater than that of DEX-only pairs.
This indicates that these opportunities are more profitable for arbitrageurs with substantial
resources and advanced execution capabilities. The significant MAV of $524,261.30 between
Binance and Ethereum for these pairs further underscores the pivotal role of CEXs in cross-
domain arbitrage, particularly for those engaged in large-scale arbitrage.

Our study demonstrates the considerable influence of market volatility on arbitrage op-
portunities. Periods of heightened volatility correspond with an increased frequency and
magnitude of arbitrage opportunities across all pairs. However, during these periods, realized
revenues often fall short of the potential revenues, indicating inefficiencies in capturing larger
arbitrage profits. Factors such as execution risks, intensified competition, capital constraints,
and technological limitations are likely to contribute to these inefficiencies. This finding
suggests that while volatile market conditions generate more frequent opportunities, they
also introduce challenges that restrict arbitrageurs from fully capitalizing on them.

The analysis of executed arbitrages identifies key searchers dominating activity on DEX-
only pairs. One searcher consistently engages in frequent, lower-profit arbitrages throughout
the analyzed period, while another searcher participates selectively, accumulating profits
during periods of high volatility by focusing on higher-profit opportunities. These contrasting
strategies illustrate the diversity of approaches within the arbitrage landscape. The more
selective approach demonstrates greater efficiency in the utilization of capital, suggesting that
targeted strategies may yield superior returns in competitive markets.

63



Nevertheless, it should be acknowledged that this study is not without its own set of
limitations. Matching transactions across distinct blockchains, each with unique characteristics,
presents a considerable challenge. While the heuristics employed successfully identify a
substantial number of arbitrages, it cannot be guaranteed that all executed rebalancing
arbitrages are detected. Furthermore, the restricted accessibility of historical blockchain data
compelled us to focus on a limited selection of token pairs, which may limit the generalisability
of the results.

Further research could extend the analysis to include a broader range of asset pairs and
additional blockchains, thereby enhancing the understanding of cross-chain arbitrage dynam-
ics and validating our findings to a greater extent. Increasing the frequency of opportunity
computation may offer more granular insights into the fluctuations and temporal patterns of
arbitrage opportunities. Additionally, examining the impact of emerging technologies, such
as cross-chain interoperability protocols and advancements in bridge technologies, could
yield valuable insights into how these innovations influence market dynamics and reshape
arbitrage strategies.

In conclusion, this thesis makes a significant contribution to the understanding of cross-
domain MEV by providing a detailed analysis of cross-chain rebalancing arbitrage between
Ethereum and Polygon. We highlight the diverse strategies employed by arbitrageurs and
provide valuable insights through a comparison of arbitrage opportunities in DEX-DEX and
CEX-DEX compositions. By elucidating the mechanisms underlying cross-domain arbitrage,
this work lays a robust foundation for future research into the intricate dynamics of cross-
domain MEV.
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A. Appendix

A.1. Liquidity Pool Documentation

This section presents the details of the AMM liquidity pools analyzed in this study. The
information includes pool addresses, versions (Uniswap v2 or v3), fees, and token details for
each pool on Ethereum and Polygon.

A.1.1. ETH-USDC

Ethereum Address 0x88e6A0c2dDD26FEEb64F039a2c41296FcB3f5640
Ethereum Version v3
Ethereum Fee 500
Ethereum Token 0 0xA0b86991c6218b36c1d19D4a2e9Eb0cE3606eB48
Ethereum Token 1 0xC02aaA39b223FE8D0A0e5C4F27eAD9083C756Cc2
Polygon Address 0xA4D8c89f0c20efbe54cBa9e7e7a7E509056228D9
Polygon Version v3
Polygon Fee 500
Polygon Token 0 0x3c499c542cEF5E3811e1192ce70d8cC03d5c3359
Polygon Token 1 0x7ceB23fD6bC0adD59E62ac25578270cFf1b9f619

Table A.1.: Pool Details for ETH-USDC

A.1.2. MATIC-ETH

Ethereum Address 0x290A6a7460B308ee3F19023D2D00dE604bcf5B42
Ethereum Version v3
Ethereum Fee 3000
Ethereum Token 0 0x7D1AfA7B718fb893dB30A3aBc0Cfc608AaCfeBB0
Ethereum Token 1 0xC02aaA39b223FE8D0A0e5C4F27eAD9083C756Cc2
Polygon Address 0x86f1d8390222A3691C28938eC7404A1661E618e0
Polygon Version v3
Polygon Fee 500
Polygon Token 0 0x0d500B1d8E8eF31E21C99d1Db9A6444d3ADf1270
Polygon Token 1 0x7ceB23fD6bC0adD59E62ac25578270cFf1b9f619

Table A.2.: Pool Details for MATIC-ETH
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A.1.3. BANANA-ETH

Ethereum Address 0xa961bA3daA48376D3f6d7D6420BE34c3a11d232e
Ethereum Version v3
Ethereum Fee 10000
Ethereum Token 0 0x94e496474F1725f1c1824cB5BDb92d7691A4F03a
Ethereum Token 1 0xC02aaA39b223FE8D0A0e5C4F27eAD9083C756Cc2
Polygon Address 0xDEe9DC02C517866D33a9db1453B3867D61a24F3F
Polygon Version v2
Polygon Fee 3000
Polygon Token 0 0x7ceB23fD6bC0adD59E62ac25578270cFf1b9f619
Polygon Token 1 0xbC91347e80886453F3f8bBd6d7aC07C122D87735

Table A.3.: Pool Details for BANANA-ETH

A.1.4. GENE-ETH

Ethereum Address 0xa9966025816C490dfFE18B5c58818EC14E0ce5Da
Ethereum Version v3
Ethereum Fee 3000
Ethereum Token 0 0x21413c119b0C11C5d96aE1bD328917bC5C8ED67E
Ethereum Token 1 0xC02aaA39b223FE8D0A0e5C4F27eAD9083C756Cc2
Polygon Address 0x3d4219987fBb25C3DcF73FbD9AA85FbE3C7411D9
Polygon Version v2
Polygon Fee 3000
Polygon Token 0 0x34667ED7C36cBBbF2d5d5c5c8d6Eb76a094EDb9F
Polygon Token 1 0x7ceB23fD6bC0adD59E62ac25578270cFf1b9f619

Table A.4.: Pool Details for GENE-ETH

A.2. Transaction Retrieval via Dune

This section outlines the retrieval of transactions required for the quantification of executed
arbitrages. The results from the Dune query are subsequently processed using the heuristics
described in the methodology.

Figure A.1 illustrates the Dune query used to retrieve transactions for GENE during the
period October 01, 2023, to March 31, 2024. To retrieve transactions for a different token, the
values for token_bought_symbol and token_sold_symbol need to be adjusted accordingly.
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WITH filtered_trades AS (
SELECT
*

FROM dex.trades
WHERE
(
(blockchain = ’ethereum’ AND (token_bought_symbol = ’GENE’
OR token_sold_symbol = ’GENE’)
AND block_time BETWEEN TIMESTAMP ’2023-10-01�00:00:00’
AND TIMESTAMP ’2024-04-01�00:00:00’)
OR (blockchain = ’polygon’ AND
(token_bought_symbol = ’GENE’ OR
token_sold_symbol = ’GENE’)
AND block_time BETWEEN TIMESTAMP ’2023-10-01�00:00:00’
AND TIMESTAMP ’2024-04-01�00:00:00’)

)
),
unique_trades AS (
SELECT
*

FROM (
SELECT *,

COUNT(*) OVER (PARTITION BY tx_hash) AS tx_count
FROM filtered_trades

) AS counted_trades
WHERE tx_count = 1

)
SELECT *
FROM unique_trades
ORDER BY block_time DESC;

Figure A.1.: The Dune query to retrieve on-chain swap data from AMM liquidity pools for
the GENE token on Ethereum and Polygon during the period from October 01,
2023 to March 31, 2024.
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