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Abstract

For the past few decades, relational databases have been the default choice for data
storage, especially for enterprise applications. Currently, many other database tech-
nologies are grabbing more attention due to their high performance, scalability, and
availability options, such as Not Only SQL (NoSQL) technologies. Choosing the
right database technology for applications among a plethora of database options is a
challenging task.

This research aims to provide a systematic and experimental evaluation of four
NoSQL databases across the spectrum of different NoSQL categories. The investigated
databases are Redis, MongoDB, Neo4j, and Cassandra. We study multiple aspects
such as the database transaction support, query options, data layout, scalability,
availability, security, and durability. Besides, we analyze the data modelling of each
database using a data model from the Transaction Processing Council Ad-hoc (TPC-
H) benchmark. Furthermore, we evaluate the query capabilities of each database
using three complex queries from the same benchmark. Based on the examination,
we capture the strengths and weaknesses each database has. Finally, we present a
set of factors that influence the adoption of a NoSQL solution. These factors assist
software architects and developers to choose the proper database technology for their
specific application needs.
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1 Introduction

Since Codd [10] proposed the relational database model in 1970 and until a few years
later, relational databases have been widely used for nearly everything. This is because
of their powerful features including their transaction support, rich query capabilities,
maturity, and broad community support. However, many types of databases have
emerged lately to solve different problems and limitations in the relational model
related to performance and scalability [27] such as the NoSQL, NewSQL, and Big
Data databases.

Relational databases are a very mature technology that has been improving for the last
30 years. Many relational databases have come and gone, and currently, there are only
a few popular options to choose from. On the other hand, new database technologies
such as NoSQL databases offer dozens of options across various categories including
key-value, document-oriented, wide-column and graph databases. Each database is
designed for particular use cases and has its own strengths and weaknesses.

Choosing the right database for applications is a very long-term decision that can
have serious consequences if the business use cases can not be supported easily by
the chosen database technology. Changing the database when the application is being
used widely is an expensive and challenging proposition. Therefore, it is important
for IT managers, software architects, and developers to think wisely before choosing
a database system.

In this research, we explore a few database options from different database categories
to investigate their features, benefits, and shortcomings. Furthermore, we analyze the
data modelling and query capabilities of each database system using a pre-defined
data model and queries. Based on the results of the analysis, we present a set of
factors that influence the database selection process.

1.1 Research Objectives

We plan to achieve the following objectives at the end of this research:

e To analyse and compare a set of chosen constructs for each of the investigated
databases.

e To explore the data modelling capabilities of each database by modeling a real
data model taken from the B2C application domain.

e To study the query capabilities of each database by writing complex queries
that reflect the activities of a real B2C application.
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e To determine the strengths, weaknesses, and the suitable use cases for each of
the investigated databases based on the results of the comparison.

e To identify the most important factors influencing the adoption of a NoSQL
solution.

1.2 Research Scope

This research defines the main factors that need to be considered by IT managers
and engineers while selecting a database sytem for their applications. These factors
will be determined based on the results of the analysis of the main features of the
investigated databases as well as their benefits and shortcomings. Additionally, the
data modeling and query capabilities of each database will be examined using a data
model and queries that are usually employed in B2C applications. However, due to
the time limitation of this research, the focus will be mainly on NoSQL databases.

In chapter 3, the selected databases, the investigated features, the applied data model
and queries are explained in more detail.

1.3 Related Work

Many works have been done to compare and evaluate existing NoSQL solutions
focusing on a variety of aspects such as performance, scalability, consistency, and
query support. Performance is one of the most significant features to adopt a NoSQL
solution. Therefore, it has been covered thoroughly in many research works [22, 26,
21, 36, 1].

Indrawan-Santiago evaluated ten NoSQL databases by their transaction model, in-
dexing, sharding, ad-hoc queries support, data modelling and license type [20]. She
also compared NoSQL implementations to relational databases and concluded that
NoSQL databases can be used to complement relational databases and enhance the
data management capability within organizations.

Similarly, Leavitt examined NoSQL databases and came up with limitations when
compared to relational databases [25]. He noted that NoSQL solutions have different
weaknesses such as overhead and complexity, reliability, management tools support
and consistency.

Another similar research was performed by Hecht and Jablonski to provide a use-
case-based survey of NoSQL databases [18]. They used a use case to test fourteen
different NoSQL databases concerning their query support, data modelling, partition-
ing, concurrency controls and replication. Based on this evaluation, they defined the
advantages and disadvantages of these examined databases.

Hamzeh and Purwa have done a very similar research [23]. In their study, they com-
pared many commonly used NoSQL technologies regarding multiple characteristics
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but the primary focus was performance. In the end, they noted the main concerns
that need to be considered to select the right NoSQL technology.

1.4 Reader’s Guide

The first part of this work gives an introductory overview for the motive behind the
research, the followed research methodologies, and includes basic concepts utilized
in this research.

The second part of this work describes the main features and capabilities of the inves-
tigated databases and explains the implementation that was performed to examine
the data modelling and query capabilities of each database.

Finally, an evaluation and conclusion are supplied to summarise the results of this
work.The chapters within this thesis report are organised as follows:

e Chapter 2 : Gives an introduction to some important concepts in database
systems such as the CAP theorem, the ACID properties, Replication, and
Sharding.

e Chapter 3 : Defines the research methodologies used to accomplish this research
such as the databases selection, the key construct identification, the data model
and queries selection.

e Chapter 4 : Explores the main features of each database related to its underlying
structure, data model, query model, and database administration.

e Chapter 5 : Explains the implementation used to test the data modeling and
query capabilities for each database.

e Chapter 6 : Evaluates and discusses the strengths and weaknesses of each
database and defining the main factors influencing the database selection.

e Chapter 7 : Concludes the work and summarizes the results.




2 Basics

This chapter presents some of the essential concepts in database systems such as the
CAP theorem and the ACID properties. Moreover, it describes some commonly used
database technologies such as replication and sharding. Finally, it introduces the
TPC-H benchmark.

2.1 The CAP Theorem

The CAP theorem is one of the most important principles for distributed databases
which was proposed by Dr. Brewer in 2000 [5] and was proven later by Seth Gilbert
and Nancy Lynch [15]. The CAP theorem stands for three properties, the consistency,
availability, and partition tolerance. The theorem states that in any distributed system,
only two of these properties can be achieved as shown in Figure 2.1. The three
properties are explained in more detail below:

CA
Consistency Availability

CAP Theorem:

Pick Only Two

cP AP

Partition Tolerance

Figure 2.1: The Cap Theorem.

e Consistency: A database system is consistent if all the users see the same data
at all times. Additionally, consistency means that each server in a distributed
system should return the correct, up-to-date response to any client requests.

e Availability: Each client request should receive a response in a given period-
ofOtime from the database system. In the CAP theorem, availability has andif-
ferentr meaning. It implies that every request received by a non-failing node
should result in response. However, failing nodes usually indicate the lack of
availability but not in the CAP theorem.
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e Partition Tolerance: Is the ability of a distributed system to continue serving
client requests even if there is a failure between the system’s partitions. For
example, if the communication channels between the different servers in the
system are not reliable or are faulty, the system as a whole should still be
operational and accept requests.

A single server system that has no partition tolerance is a CA system. However, the
CAP theorem is typically used to describe distributed systems with internal networks
that are subject to communication failures. The CAP theorem does not indicate a
binary decision between the three properties. It states that in order to achieve two of
the properties, it is likely that the third property will be traded off. For example, it
might be necessary to trade off consistency to get better availability.

2.2 The ACID Properties

A crucial property in Relational Database Management Systems (RDBMS) is their
ability to support the ACID properties. ACID stands for Atomicity, Consistency,
Isolation, and Durability. These properties are used by some database systems to
guarantee reliable transactions. These properties were first defined by Jim Gray [16]
and later Andreas Reuter and Theo Harder introduced the ACID acronym to describe
these properties [17]. The meaning of the ACID properties is given below:

e Atomicity: This property means that for any transaction, either the entire
transaction or none is executed. It guarantees the "all or nothing" rule. Hence,
if the transaction fails for any reason such as hardware, software or network
failure., then a rollback mechanism will be executed to ensure that the state of
the system is left unchanged.

e Consistency: This property ensures that the system will always be up-to-date
and in a valid state after a transaction. This valid state is called the consistent
state and is defined based on some rules. If the transaction results are in an
inconsistent state, then the transaction must be roll backed to ensure that there
is always only valid data stored in the database. Some distributed databases use
an eventual consistency instead to achieve high availability. Eventual consistency
is a weaker consistency where the system will be in a consistent state eventually.

e Isolation: This property ensures that each transaction does not see uncommitted
changes from other concurrent transactions. This guarantees that all transactions
are isolated from each other, and they would be executed as if they were
executed serially. Enforcing this property might lead to some performance
issues or deadlocks.

e Durability: ensures that committed transactions are written to a persistence
store and won’t be lost in case of a power failure. This property guarantees
that the written data are always permanently stored and can be retrieved at any
time.
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2.3 Replication

Replication is a conventional technique usually used by database systems to solve
scalability issues such as scaling read requests. Besides, it can provide a way to recover
data in case of catastrophic events since the same data is replicated across different
machines. A load balancer is used with replication to ensure that the application read
load is distributed equally among all replicas which provide better read performance
and allows for more read throughput. Figure 2.2 shows how replication usually
works. It is always encouraged to replicate the data among replicas that span multiple
data centres located in different geographical locations to provide resistance against
disastrous events.

When it comes to the write operations, replication can be disadvantageous since the
written data needs to be written to all the replicas containing this data. When the data
is written in a system with replication enabled, the configured consistency plays an
important role. If the system has strong consistency configured, the write operation
is considered as successful only when most of the replicas return an acknowledgment
which can impact the overall availability of the system. A weak consistency can be
used where only a limited number of the replicas need to return an acknowledgment
to consider the write operation successful. Weaker consistency can provide better
availability but will trade off some of the system consistency.

L ] ]

Write reguests
“ PN Replica 1 Replica 2 Replica 3

Figure 2.2: How Replication Usually Works.

Read reugels

Replication

2.4 Sharding

As the data grows in any database system, it will not be able to handle the high rate
of queries, and the large data will exceed the server’s storage capacity. To overcome
these challenges, the system requires to either perform a vertical or horizontal scaling.
Vertical scaling is accomplished by adding more CPUs and storage resources to the
system. However, there is always a limit on what can be included in a single server
machine. On the other hand, horizontal scaling is possible by distributing the data
across multiple servers.

Database systems use a technique called sharding to divide the data across multiple
machines that are called shards to be able to scale out its storage, performance, or
throughput. Each shard will act as a separate database, and all the shards make up
the complete logical database. Sharding the data into multiple shards is necessary for
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horizontally scaling out vast database systems as shown in Figure 2.3. This makes
the database system more manageable and cost-effective since the shards can be
distributed across less expensive servers.

Sharding the data is usually a non-trivial process and can introduce complexity to the
system. For example, sharding the data stored in a relational database across multiple
servers can present challenges when a join query is executed since the data will be
retrieved from all the different shards. Moreover, sharding the data introduces a single
point of failure when one of the shards experience failure of some sort. Therefore,
replication is usually used with sharding to ensure that the database system is more

robust against failure.
‘ 1TB \

250 GB 250 GB 250 GB 250 GB

Figure 2.3: A Sharding Example.

2.5 The TPC-H Benchmark

The TPC-H benchmark is a decision support benchmark provided by a non-profit
corporation called TPC to measure the performance of various relational databases.
The benchmark consists of a set of business SQL ad-hoc queries that were chosen to
have a broad industry-wide relevance. The queries are intended to give a realistic
context for a wholesale supplier system and have a high degree of complexity [35].

In this research, the TPC-H data model and some of its queries are used as a reference
to test the data modelling and query capabilities of the examined databases. This
benchmark is chosen since it provides a real-life data model for a B2C application. It
also provides complex queries portraying the activity of a business analysis B2C ap-
plication including queries related to pricing, promotion, profit, customer satisfaction,
market share, and shipping management.
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This chapter explains the steps pursued to achieve this work. The first step is to select
the databases that will be examined during this research. Then the key constructs
that will be used to explore each database are identified. Finally, a data model and
some queries from the B2C domain are chosen to be employed for testing the data
modeling and query capabilities of each database.

3.1 Databases Selection

There are multiple approaches to classify NoSQL databases. A basic classification is
based on the database data model as explained below:

e Document-based databases : store the data in a document-oriented structures.
Examples are MongoDB, and CouchDB.

e Key-value databases : store the data as data structures that are retrieved by a
key. Examples are Redis, Dynamo, and MemcacheDB.

e Column-based databases : store the data in tables but grouped as columns
instead of rows. Examples are Cassandra and HBase.

e Graph-based databases : store the data in a graph structure. Examples are
Neo4j and OrientDB.

In this research, a database from each category is chosen based on many criteria such
as the database maturity, popularity, availability, performance, reliability, scalability,
community strength, and open source support. The database popularity is deter-
mined based on the results of the DB-Engines Ranking, which ranks databases based
on different metrics such as Google trends, the frequency of technical discussions,
the number of job offers, and the relevance in social networks [12]. For example,
Figure 3.1 shows the top 10 most popular databases as per DB-Engines Ranking based
on the data taken on September 2015. A growing interest in the NoSQL databases is
indicated.

Furthermore, the Magic Quadrant for Operational DBMS 2015, published by Gartner
Inc., is used as another metric to select the databases. It consists of a series of market
research that provides qualitative analysis of the operation DBMS market and its
direction [14]. This result of the Magic Quadrant for Operational DBMS 2015 is shown
in Figure 3.2. Based on the mentioned criteria, the below NoSQL databases have been
selected.
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Figure 3.1: Top Ten Most Popular Databases. [12]
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Figure 3.2: The Magic Quadrant for Operational DBMS 2015 [14]
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3.1.1 Redis

Redis is a NoSQL key-value in-memory database which stores data in various useful
data structures such as strings, list, sets and sorted sets. Redis supports many
powerful features like built-in persistency, pub/sub, limited transaction support with
optimistic locking and Lua Scripting. It is ranked as the most popular key-value
database as per the DB-Engines Ranking as shown in Figure 3.3. It is also in the
leaders quadrant of the Magic Quadrant for Operational DBMS 2015 as shown in
Figure 3.2.

2%
&_\%a [ ” & Redis
o & Memcached
Amazon DynamoDB
\ H Riak
& Ehcache

Hazelcast

OrientDB

Berkeley DB

Figure 3.3: Top Ten Most Popular Key-Value Databases. [12]

3.1.2 MongoDB

MongoDB is an open source document-oriented database that stores data in doc-
uments and provides flexible data modeling support. MongoDB allows for better
performance, availability, and scalability by using features such as sharding, replica-
tion, embedded documents, indexing, aggregation support and automatic fail-over.
MongoDB is the most popular database based on the DB-Engines Ranking as shown
in Figure 3.4. MongoDB comes also in the leaders quadrant based on the Magic
Quadrant for Operational DBMS 2015 as shown in Figure 3.2.

3.1.3 Cassandra

Cassandra is a distributed database that can handle a large amount of data and
provides high performance, scalability, and availability because of its decentralized
architecture. Cassandra is also the most popular column-based database based on
the DB-Engines Ranking as seen in Figure 3.5. DataStax comes also in the leaders
quadrant based on the Magic Quadrant for Operational DBMS 2015 as shown in
Figure 3.2.

10
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Figure 3.4: Top Ten Most Popular Document-Based Databases. [12]
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Figure 3.5: Top Five Most Popular Column-Based Databases. [12]
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3.1.4 Neo4j

Neo4j is an open-source graph-based database that is built on the property graph
model. Neo4j is compliant with the ACID properties and supports non-functional
requirements such as scalability, availability, and fault-tolerance. It is also the most
popular graph database based on the DB-Engines Ranking as seen in Figure 3.6.
Although it falls in the niche player’s quadrant of the Magic Quadrant for Operational
DBMS 2015 as shown in Figure 3.2, it is one of the few graph databases that made it
to the Gartner Magic Quadrants.

4% 2%

H Neodj

& OrientDB
Titan

& ArangoDB

& Giraph

Figure 3.6: Top Five Most Popular Graph-Based Databases. [12]

3.2 Key Constructs Identification

In this research, a set of constructs were chosen to go through the primary database
features starting from the database’s underlying architecture to its non-functional
traits such as availability, security, scalability, and others. As mentioned previously
in chapter 1, performance was not considered because it is well covered in other
research works. A more focus is given to the constructs related to the data and query
model of each database since they are the center of this research. We describe below
these chosen key constructs:

¢ Underlying Structure: What are the main components of the database and how
the data is stored.

Possible Use Cases: For which case is the database suitable?

Query Language: What are the possibilities to query the data?

Transaction Support: Whether the database supports ACID transactions or not
and how?

Data Import and Export: How to load or extract data from the database?

12
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e Data Modeling: What are the best practices to model the data using this
database?

¢ Relational Data Support: Whether the database supports modeling relational
data and how?

o Text Search Support: Whether the database supports full-text search and regu-
lar expressions?

e Aggregation and Filtering: How data aggregation and filtering is supported?
e Indexing: What type of indexes are supported?

e Sorting : How to sort the retrieved data?

e Query Options : How to run parametrized or range queries?

e Configuration : How to configure the database?

e Scalability: Whether scalability is supported and how?

e Persistency: What are the durability options?

e Backup : How to take backups?

e Security: What are the supported security methods?

e Availability : How availability is guaranteed?

3.3 The Data Model and Queries Selection

The data model and the database queries are chosen from the TPC-H benchmark.
This section illustrates the data model and the queries used to examine the data
modelling and query capabilities of the investigated databases.

3.3.1 Data Model

As shown in Figure 3.7, the TPC-H database consists of eight individual tables
and relationships between them. The one-direction arrow indicates one-to-many
relationships between the tables. The order table can contain one or more lineitems
but only one customer. Similarly, each lineitem can have one partsupp and the
partsupp should have a single supplier and a part details. Furthermore, each customer
or supplier should have a nation and the nation must be in a region. The data model
is a relational database model since this benchmark is intended to measure the
performance of relational databases.

13
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Figure 3.7: The TPC-H Data Model. [35]
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3.3.2 Queries

Although there are twenty-two Structured Query Language (SQL) queries in the TPC-
H benchmark, only three queries are chosen due to the time limitation of this research.
These queries are chosen to test the query capabilities of each of the investigated
databases. The queries are selected because they cover essential query aspects such as
aggregation, joins, subquery, sorting, filtering and the use of mathematical operations
with aggregation.

Pricing Summary Report Query (Q1)

This SQL query is used to report the amount of billed, shipped and returned items.
This query is selected to show how aggregation with mathematical operations, sort-
ing and filtering is supported in the investigated databases. The query is shown
in Figure 3.8. This query will group and sort the data in the lineitem table by the
returnflag and the linestatus columns and the data will be filtered out by the ship-
date. Furthermore, the sum of the quantity, price, discount charge, average quantity,
average price, average discount, and the count will be returned.

select

1_returnflag,

1_linestatus,

sum(1l_quantity) as sum_qty,

sum(1l_extendedprice) as sum_base_price,
sum(1l_extendedpricex(1-1_discount)) as sum_disc_price,
sum(1l_extendedprice*(1-1_discount)*(1+1_tax)) as sum_charge,
avg(l_quantity) as avg_qty,

avg(l_extendedprice) as avg_price,

avg(l_discount) as avg_disc,

count (*) as count_order

m

lineitem

re

1_shipdate <= date ’1998-12-01’ - interval ’[DELTA]’ day (3)
up by

1_returnflag,

1_linestatus

er by

1_returnflag,

1_linestatus;

Figure 3.8: TPC-H Pricing Summary Report Query Q1. [35]

15
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Shipping Priority Query (Q3)

This query is used to get the 10 unshipped orders with the highest value. In order to
do that, the query joins different three different tables (customer, order and lineitem).
This query is selected to investigate how querying related data is supported in the
investigated databases. The query is shown in Figure 3.9. The query will filter the
data based on the customer segment, order date, and shipdate. Then it will group the
data by the orderkey, orderdate, and shippriority. Finally, it will sort the data using
the revenue and the orderdate columns.

select

1_orderkey,
sum(1l_extendedprice*(1-1_discount)) as revenue,
o_orderdate,

o_shippriority

from

customer,

orders,

lineitem
where

c_mktsegment = ’ [SEGMENT]’

and c_custkey = o_custkey

and 1_orderkey = o_orderkey
and o_orderdate < date ’[DATE]’
and 1_shipdate > date ’[DATE]’
group by

1_orderkey,

o_orderdate,

o_shippriority

order by

revenue desc,

o_orderdate;

Figure 3.9: TPC-H Shipping Priority Query Q3. [35]

Order Priority Checking Query (Q4)

This query is used to see how well the order priority system is working and gives
an indication of the customer satisfaction. This query is selected to check how sub-
queries are supported in the investigated databases. The query is shown in Figure 3.10.
It will filter the data based on the orderdate column of the orders table as well as
based on the results of a subquery in the lineitem table. Then it will group and sort
the data by the orderpriority.
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select

o_orderpriority,

count (*) as order_count
from

orders

where

o_orderdate >= date ’[DATE]’
and o_orderdate < date ’[DATE]’ + interval ’3’ month
and exists (

select

*

from

lineitem

where

1_orderkey = o_orderkey

and 1_commitdate < l_receiptdate
)

group by

o_orderpriority

order by

o_orderpriority;

Figure 3.10: TPC-H Order Priority Checking Query Q4. [35]
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In this chapter, we analyze all the selected key constructs that we chose to compare
the investigated databases as explained in section 3.2. We provide a summary for
each construct. For a detailed explanation, we created a website.[31].

4.1 Redis

Redis is a key-value in-memory database which stores data in different useful data
structures such as strings, list, sets and sorted sets. Redis has a built-in persistence
and supports many powerful features like built-in pub/sub, transaction, and Lua
Scripting support [30].

4.1.1 Basics

In the following subsections, we explain the main basic key constructs of Redis:

Underline Structure

Redis supports multiple useful data structures such as strings, lists, hashes, sets and
sorted sets [30].

Strings can also be integers, floating points or even binary data such as an image.
However, the size of the stored value should not exceed a maximum of 512MB of
data [30].

Lists store a sequence of ordered elements that follows the well-known linked list
structure. The elements are added only to the head or the tail of the list which is a
highly fast operation that takes a constant time. However accessing the elements by
index is not as quick and requires an amount of work proportional to the accessed
index [30].

The hash data type is used to store complete complex objects and is compared to the
documents in a document-based database or as a row in a relational database [30].

Sets are used to store the unordered sequence of strings that are unique. On the other
hand, sorted sets are a special case of the Set implementation where it defines a score
for each string. The score is used to get the elements of the sorted sets by a particular
order or by score range [30].

18



4 Investigated Databases Comparison

Possible Use Cases

Redis is a fast database that is scaled easily to hundreds of gigabytes of data and
millions of requests per second [7]. Furthermore, it supports on-disk persistence and
a unique data structures which makes it suitable for a variety of applications. Redis
is employed in many use cases. For instance, caching, as a message broker, as a chat
server, session management, as a distributed lock system, to implement queues, as a
logging system, in any counting related applications, in simple real-time analytics, to
implement leaderboards, as a voting system and many other applications.

Query Language

Redis supports a set of commands for each data type to run CRUD operations such
as add, update, get or remove. Those commands are executed one-by-one or in bulk.
Executing these commands can be done using the built-in client command-line or
by utilizing one of the supported driver clients. Redis has a relatively short list of
commands that can be easily learned in a few hours [30].

Transaction Support

Redis is a single threaded application where only one command can be executed
at a time. Therefore, the idea behind transaction support in Redis is to wrap the
transaction commands and execute them all as a single command. This is done with
the help of the MULTI/EXEC commands. The transaction is started with the MULTI
command, and then all the commands are queued. Finally, all queued commands will
be executed as a single command using the EXEC command. To avoid race conditions
optimistic locking is supported using the WATCH/UNWATCH commands.

The transaction commands are atomically executed (all or nothing). However, the
problem occurs when any one of the commands is mistakenly executed (not a syntax
error) due to some programming glitch. In this case, unfortunately, Redis does not
provide a way to rollback as in relational databases. Rollback is not supported due to
reasons related to performance.

Redis also supports LUA scripting which is transactional by definition since the script
is executed as a single command [30, 7].

Data Import and Export

Redis supports a pipe mode to perform mass insertion. The command "redis-cli
—pipe" can be used to insert data from a file. Furthermore, pipelining is supported
which is used to batch multiple commands and send them at once to the server
without waiting for their replies. Pipelining can improve system performance because
the round-trips between the client and the server are reduced [30].
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4.1.2 Data Model

In the following subsections, we present the key constructs related to Redis data
modeling:

Data Layout

As a schema-less database, data model design is not necessary. It is required only to
choose the appropriate data structures based on the nature of the data. For example
to model an article voting system, the article data can be stored using the Hash data
structure. Then a list of articles ordered by votes are stored inside a Sorted Set. Finally,
a normal Set can store the name of the users who have voted for a particular article
as shown in Figure 4.1.

Title: <title= Article1:5
Author: <Author= Article2-3
Text: <text=

Figure 4.1: Article Voting System Example.

Relational Data Support

As most key-value databases, Redis is not recommended for modelling complex
relational data. Nevertheless, Redis supports a way for modelling data relationships
using Sets and Sorted Sets. A one-to-one and one-to-many relationships can be
modelled using a single Set, but many-to-many relationships require two sets. Join-
like operations are possible using Set’s commands such as SDIFF, SINTER, SUNION,
ZINTERSTORE, and ZUNIONSTORE [30]. We provided an example in section 5.1,
which shows how to model and run queries on relational data using Redis.

4.1.3 Query Model

In the following subsections, we explain all the key construct related to Redis query
model:

Query Options

Redis is a key-value database which means it is expected to query the data using the
key. Therefore, parametrized queries can be accomplished using the data-structure’s
key which acts as the primary index. Range queries can be achieved using Sorted
Sets. However, these sets should be maintained manually. [30].

Text Search Support

Although Redis does not support full-text search internally; some external search
engines can be integrated with Redis. Besides, Redis supports some search commands

20



4 Investigated Databases Comparison

such as the KEYS command which searches all the keys in a Redis instance or the
SCAN command that searches and iterates through all keys and values. The KEYS
and the SCAN commands use global-style regular expression patterns which can be
beneficial for better searching [30].

Aggregation and Filtering

In general, aggregation is not supported by Redis, but there is a workaround to group
data in Redis using the Sets and the Sorted Sets. The Set data structure can be utilized
to group members with the same type. Then filtering the data is achieved using the
intersection, union, and difference operations supported by the Set data structure
[30].

Indexing

As a key-value data store, the key in Redis acts like the primary index in all the sup-
ported data structures. Redis does not support internally other types of indexes such
as the secondary and compound indexes. Nevertheless, secondary and compound
indexes can be implemented and using Sets and Sorted Sets, but they should be
maintained manually [30].

Sorting

Redis supports a sort command that can be employed to sort most Redis data
structures such as the Lists, the Sets, and the Sorted Sets. Furthermore, it is possible
to sort data by a specific pattern, limit the returned data, or sort by external keys [30].

4.1.4 Administration and Maintenance

In the following subsections, we give the constructs related to Redis administration
and maintenance:

Configuration

Redis stores its configurations inside a file called redis.config. It is also possible to
pass configuration parameters via the command line. Redis can be started without
a configuration file and then it will take its built-in default settings. Moreover,
configuring Redis while the server is running is possible without the need to stop or
restart the server using CONFIG GET, and CONFIG SET [30].

Scalability

Scaling reads in Redis is possible using replication where slave instances can share
the read load. The slaves can also have other slaves connected to them in a graph-like
structure as seen in Figure 4.2. Only the master will accept write operations, and
other slaves will be used as read-only servers [30].
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On the other hand, scaling writes in Redis is supported using sharding. The important
question about sharding is who will shard the data. Redis supports the Redis cluster
to provide automatic partitioning and high availability [30].

Figure 4.2: Replication in Redis.

Persistency

Redis supports two options to persist data on disk. The first option is called snap-
shotting or RDB which takes a snapshot of the current data periodically based on a
pre-configured value and stores it on disk. The second alternative is called append-
only file or AOF which simply works by logging the write operations into a log file.
Processing this log file later will produce the same dataset that was in memory [30].
Additionally depending on the durability requirements, it is possible to set the fsync
options as explained below:

e fsync every: Write to disk when a new command is logged to the AOF. Guar-
antees full durability but very slow [30].

e fsync every second: This is the default configuration which will provide a
good durability option with one-second data loss possibility. This option is fast
enough [30].

e Never fsync: This option lets the operating system handle the fsync operation
which can be very unsafe in terms of durability. On the other hand, this option
is very fast [30].

Backup

Backup in Redis is the snapshots that were taken for the dataset assuming the snapshot
option is enabled. The data is stored in an RDB file called dump.rdb. Restoring
the data is accomplished by simply moving this dump file to Redis directory and
then restarting the server. For better backups, snapshotting can be combined with
replication to have the same snapshot replicated across the database instances [30].
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Security

Redis does not provide any access control or encryption mechanisms. Usually, the
access control and encryption mechanisms are provided by a separate layer. However,
Redis supports an authentication mechanism that is optional and can be turned on
from Redis configuration file. Furthermore, Redis supports a BIND command to
allow only specific IP addresses to access the Redis server. Additionally, a rename
command can be utilized to rename the original commands which reduce the risk
that might happen if unauthorised clients access the server. Lastly, NoSQL injection
attacks are impossible since Redis protocol has no concept of string escaping [30].

Availability

Redis provides a distributed system called Redis Sentinel that guarantees high
availability. Redis Sentinel can resist certain types of failures automatically without
any human intervention. Furthermore, Redis Sentinel can be used for other tasks
such as for monitoring all the instances, as a configuration provider for clients and
as a notification system. Redis Sentinel monitors the master and slave instances and
checks if they are working as expected. It also sends notifications to the admin in case
anything went wrong. Clients can contact the Redis Sentinel to get any configurations
parameters for a certain Redis instance such as the address or the port. Finally, Redis
Sentinel starts a failover process in case the master is not working. It promotes one
of the slaves and reconfigure the other slaves to contact the new master as shown
in Figure 4.3. To guarantee robustness out of Redis Sentinel, Redis Sentinel should
be configured in such a way that it will not be a single point of failure. This is
achieved by using multiple instances in separate machines that fail independently
and cooperate to handle Redis failure detection and recovery. It is recommended to
have at least three Redis Sentinel instances are needed to guarantee its Robustness
[30].

4.2 MongoDB

MongoDB is an open-source document-oriented database. The data is stored as
documents that consist of a set of key-value pairs. Documents are grouped into
collections which are similar to the tables in relational databases. The documents are
saved using a rich format called Binary-Encoded JSON (BSON). MongoDB utilizes
the document data model which is more flexible than the relational data model since
it allows for a more flexible representation of complex hierarchical relationships by
using embedded documents. MongoDB is also designed to scale easily by supporting
automatic sharding and balancing. Furthermore, MongoDB supports powerful query
features such as indexes, full-text search, and aggregation support [19].

4.2.1 Basics

We explain the main basic key constructs of MongoDB in the following subsections:
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Figure 4.3: Redis Sentinel.
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Underlyne Structure

MongoDB stores the data in documents using the BSON data format and group the
documents inside collections. We explained the documents, collections and the BSON
data format below:

e Documents : MongoDB stores the data as documents which contains key-value
pairs and have a structure similar to a map. The documents can grow in size up
to 16MB and each document should have an _id field which will be indexed
automatically. The _id field is generated automatically if not specified and is
used as a unique identifier for the document. The data inside the document is
stored in a format similar to JavaScript Object Notation (JSON) called BSON
[19].

e Collections : Are used to group multiple documents and are comparable to
tables in RDBMS. Collections can contain documents with different schema
structure. However, it is always encouraged to store documents with similar
schema inside each collection [19].

e BSON : MongoDB uses a BSON format to represent its documents. BSON is a
lightweight efficient binary encoded format that extends the well-known JSON
model to provide more data type support [6].

Possible Use Cases

MongoDB is based on a flexible document model and uses the rich BSON format
representation. Additionally, it can provide high performance, horizontal scalability,
high availability, and fault tolerance. This makes it suitable for many use cases such
as event logging, content management, blogging platforms, real time analytics, or
web and e-commerce applications [19].

Query Language

MongoDB supports normal CRUD operations to interact with the stored data.

These operations can run only at the collection level. To query the data, the
db.products.find() is used. To insert the data, different commands are supported such

as db.collection.insertOne(), db.collection.insertMany(), and db.collection.insert(). Sim-

ilarly, to update the data, multiple commands are supported such as db.collection.updateOne(),
db.collection.updateMany(), db.collection.update(). Finally, to remove the data, com-

mands such as db.collection.deleteOne(), db.collection.deleteMany() and db.collection.remove()
can be used [19].

Transaction Support

On the level of a single document, MongoDB guarantees that the write operation
is atomic. This means any write operation for a single document is applied in the
form of "all or nothing". However write operations across multiple documents are not
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atomic. Therefore, transactions are possible only if the data is modelled in a single
document. Furthermore, isolation is supported across multiple documents using the
$isolated option. [19].

Data Import and Export

MongoDB supports the db.collection.bulkWrite() method that can be used to execute
a batch of write operations at the same time. Additionally, MongoDB supports two
useful tools (mongoexport and mongoimport) that can be employed to migrate data
between different mongodb instances in Comma Separated Values (CSV) or BSON
format [19].

4.2.2 Data Model

We explain the main key constructs related to MongoDB’s data model in the following
subsections:

Data Layout

MongoDB is schema-less and doesn’t enforce documents structure. Therefore, data
modelling is more flexible. Coming up with a good data model design requires
answering the below questions:

e What are the data access patterns?
e How are we planning to query and update the data?

What the data looks like?

What are the application requirements?

What are the relationships between the data?

Based on the answers to the above question, we can decide if the data fits the
document data model or not. If the data fits the document model, then the data can
be represented using a normalized or a denormalized approach. In the normalized
approach, the data relationships are defined using references as shown in the example
in Figure 4.4. However in the denormalized approach, the data relationships are
represented by embedding documents inside each other as shown in Figure 4.5.
The normalized approach provides more data modeling flexibility and prevents
data duplication, but it might result in many follow-up queries that impact the
performance. The denormalized approach provides beneficial read performance and
better support for transactions. However, if not modelled correctly, the document
size can increase to an unbound limit due to data redundancy [19, 3]. We gave a
complete example in section 5.2 to show how to model more complex data model
using MongoDB.
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user document

contact document

{
_1d: <ObjectIdi1>,
username: "123xyz"

b

\

_id: <ObjectlId2>,
user_id: <ObjectIdil>,
phone: "123-456-7890",
email: "xyz@example.com”

el

3

access document

{
_id: <ObjectId3>,
user_id: <ObjectIdl>,
level: 5,
group: "dev”

}

Figure 4.4: MongoDB Normalized Approach Example [19].
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Figure 4.5: MongoDB Denormalized Approach Example [19].
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Relational Data Support

Relationships can be either modeled using the normalized or the denormalized
approaches. However, it is recommended to model the one-to-one relationships using
the denormalized approach by embedding documents to provide better performance.
One-to-many relationships can be modeled using the denormalized approach if
this will not result in documents growing to an unbound size which might cause
performance-related issues. Finally, many-to-many relationships are encouraged to
be modeled using the normalized approach to prevent extensive data redundancy
that can result in enormous documents [19, 3].

4.2.3 Query Model

We explain the key constructs related to MongoDB’s query model in the following
subsections:

Query Options

MongoDB supports a simple method called db.collection.find() to search for docu-
ments inside a certain collection. This method accepts two inputs. The first input
is the selection criteria or what is called the query statement. The second input is
called the projections. It is optional and used to specify the fields to be returned.
This method returns a cursor that can be used to iterator through all the returned
documents. MongoDB supports parametrized and range queries using many query
selectors such as $in, $eq, $gt, $lt, Sgte, $lte, $ne and $nin. Furthermore, it supports a
selector to query inside arrays called $elemMatch keyword. Finally, it is possible to
query embedded documents using the dot notation [19].

Text Search Support

MongoDB supports full-text search using text indexes. Text indexes can be defined
on any string value that required being fully searched inside a document. By setting
a text index in any field, MongoDB tokenises and stems the field’s text content and
creates the index accordingly. Only one text index per collection can be created, but
it is possible to create a compound text index or even to index the whole document
[19].

Aggregation and Filtering

MongoDB supports three ways to aggregate and filter the data. It supports the
Pipeline Aggregation Framework, the Map Reduce data processing paradigm, and
through some aggregation functions such as distinct, group and count. In the Pipeline
Aggregation Framework, the data is processed through multiple stages before results
are returned. Many stages are supported such as $project, $match, $group, $sort and
$sample stages. The aggregation is done using the db.collection.aggregate() method
that operates on the collection-level. In general, using the pipeline aggregation
framework is the more preferred way since it is simpler and more efficient than the

28



4 Investigated Databases Comparison

map-reduce. However, map-reduce provides more flexibility since it is using custom
javascript functions to do the map and reduce operations [19].

Indexing

MongoDB indexes are created using the efficient B-tree data structure to store a
small portion of information used to speed up queries by limiting the number of
documents to be searched. This information will be stored using the B-tree structure
in order useful to perform range queries or sorting. MongoDB supports a variety of
index types that are defined on the collection level and can be applied to any field or
subfield in the document such as the single, compound, Multikey, Geospatial, Text,
and Hash index. The index can have many properties such as Unique, Partial, Sparse
and TTL [19].

Sorting

MongoDB supports a sort() method that allows for sorting the data by some sorting
fields either ascendingly or descendingly. It is recommended to create indexes on the
tields that are used for sorting [19].

4.2.4 Administration and Maintenance

In the following subsections, we explain the key construct related to MongoDB'’s
administration and maintenance:

Configuration

MongoDB uses a Yet Another Markup Language (YAML) configuration file for each
mongod or mongos instance. This file contains all the settings and command options
that will be used by this instance. It is not possible to change the configurations on
the fly and a restart for the instance is required to pick up the new changes [19].

Scalability

MongoDB supports sharding using a Sharded Cluster, which is composed of three
components: the query routers, the configuration servers and the shards as shown
in Figure 4.6. The query routers are mongos instances which are used by the client
applications to interact with the sharded data. Client applications cannot access the
shards directly and can only submit read and write requests to mongos instances.
Mongos instances are the ones responsible for routing these reads and writes requests
to the respective shards. The config servers hold the metadata of the sharded cluster
such as the shards locations of each sharded data. Config servers contain valuable
information for the sharded cluster to work properly. If these servers are down for
any reason, the sharded cluster becomes inoperable. For this reason, it is a good idea
to replicate the data of the config server using a replica set configuration. This allows
the sharded cluster to have more than three config servers and up to fifty servers to
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ensure availability [19].

The shards are a replica set or a single server that holds part of the sharded data.
Usually, each shard is configured as a replica set to provide high availability and
disaster recovery mechanisms. MongoDB partition and distribute the data evenly
based on the sharded key. To partition the data using the sharded key, MongoDB
either use range based partitioning or hash based partitioning. In the range based
sharding, MongoDB divides the data into ranges based on the sharded key values as
shown in Figure 4.8. This provides efficient range queries but uneven distribution
of the data. On the other hand, the hash based partitioning divides the data based
on the value of a hash function as shown in Figure 4.7. This provides random even
distribution of the data but not efficient range queries [19].

Application -

3
\ ’ /
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Figure 4.6: MongoDB Sharded Cluster [19].
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Figure 4.7: MongoDB Hash Based Sharding [19].
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Figure 4.8: MongoDB Range Based Sharding [19].
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Persistency

MongoDB supports two persistent storage engines: the WiredTiger storage engine
or the MMAPV1 storage engine. Usually, persistency is supported by flushing the
data from the memory to disk periodically (default is each 60 seconds). Also, a
mechanism called journalling is used to provide a more durable solution in the event
of failure. MonogoDB uses journal files to store the in-memory changes and can
be used later to recover the data when the server crashes before flushing data to
disk. The write operations in MongoDB are durable when journalling is enabled.
Otherwise, write operations could be lost between checkpoints that are defined each
time data is flushed to disk. Therefore, the write operation is considered durable
whenever it has been written to the journal files in case of a single server. In the case
of a replica set, the write operation is durable if it has been written to the journal files
of the majority voting nodes [19].

Backup

MongoDB provides a tool called mongodump that can read data from the database
and creates a backup BSON files. To restore the backup, the mongorestore tool can be
used to populate the MongoDB database with the backup BSON files. After restoring
the data, the mongod instances must rebuild all indexes. The mongodump tool can
impact the mongod instance performance, so it is usually recommended to run this
tool against a secondary member in a replica set [19].

Security

MongoDB offers many security options such as authentication, Role-Based access
control, and communication encryption. Authentication is used to verify the clients
who are trying to connect to the database. Role-Based Access Control (RBAC) is
used to control the access to certain resources by granting a set of permissions to
the user. A resource is either a database, a collection, set of collections or a cluster.
Finally, MongoDB supports the use of acrfulltls/acrfullssl protocols for encrypting
the connections to mongod or mongos instances [19].

Availability

MongoDB supports data redundancy through replication. It provides a configuration
called a replica set which is a group of mongod instances that use the same data set.
Each replica set has only one primary node, and the rest are all secondaries as seen
in Figure 4.9. MongoDB also supports a special type of nodes called arbiters which
only are used when there are an even number of nodes in the replica set as shown in
Figure 4.10. Arbiters can be used during the voting process [19].

The primary node is the node responsible for all write operations, and it records
all of its operations to a transaction log called oplog. The oplog is then used by
secondary nodes to replicate the primary data set. The primary node is also the one
responsible for read operations. Applications can choose a different read concern if it
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needs to read data from secondary nodes. However it is not recommended since the
data in secondary nodes might be stale.To scale reads, sharding can be used and not
replication. Replication in MongoDB is mainly provided for availability [19].

Secondary nodes first do an initial sync when the member is new. During the initial
sync, the secondary node will clone all the databases and build all indexes on all
collections. After that, the secondary nodes will just do a simple sync operation to
replicate the primary node’s data asynchronously using the oplog. Furthermore,
MongoDB supports configuring a secondary node with zero priority to prevent it
from being promoted to a primary node. It is also possible to configure a secondary
node to act as a delayed replica that contains an earlier version of the dataset. This is
useful to be used for rollbacks or running historical snapshots [19].

MongoDB supports an automatic failover process that takes place when the primary
node in a replica set is not accessible for some reasons as seen in Figure 4.11. If the
other replica set members are not able to communicate with the primary node for
more than ten seconds, an eligible secondary member will automatically be promoted
to act as a primary node. The selection of the secondary node that will replace the
failed primary node is based on a majority voting of the replica set members [19].
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Figure 4.9: MongoDB Replica Set [19].
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Figure 4.10: MongoDB Replica Set Arbiter [19].
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Figure 4.11: MongoDB Replica Set Fail-Over Process [19].

4.3 Cassandra

Apache Cassandra is a distributed database that is built above the Amazon Dynamo
[32] data distribution design and the Google Bigtable [9] data model. It is intended to
manage and handle a vast amount of data that can be deployed across many servers
and still provide high availability and performance. Cassandra has a master-less peer-
to-peer decentralised ring architecture with no single point of failure. All nodes are
equally important which allows for better scalability, high availability, and operations
simplicity. Additionally, Cassandra supports a acrshortsql-like query language called
acrfullcql that can be easily learned [13, 4].

4.3.1 Basics

In the following subsections, we explain the key basic constructs of Cassandra :

Underlyne Structure
The main concepts in Cassandra are explained below:
e Node: The basic infrastructure component where the data is stored [13].
e Data Center: A group of related nodes [13].
e Cluster: The outermost container which can contain multiple data centres [13].

e Gossip Protocol: A protocol used by a node to discover the information and
the state of all other nodes in the cluster [13].

e A Partitioner: Is a hash function used to hash the partition key. This hash is
used to distribute the data evenly across all the nodes in the cluster. [13].

e The Replication Factor: Used to determine how many copies of the written
data should be kept inside a cluster [13].

e The Replication Placement Strategy: Is a strategy used by the node to deter-
mine where to replicate the data when a write request is received [13].
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e A Snitch: Is used to monitor all the nodes to come up with performance and
state information. This information can be employed by the replication strategy
to decide where to replicate the data [13].

e A Keyspace: Is a container that is used to group the different CQL tables of a
particular application [13].

e A CQL Table: Collection of multiple ordered columns with a primary row key
[13].

e Primary Key: Each CQL table should have a primary key which is used to
ensure that the data is unique and won’t be overwritten inside each partition.
The primary key contains the partition key and any clustering columns. The
primary key can be a single key, a composite or a compound key. [13].

e Partition Key: This is the key used to divide the data into different partitions
before distributing them across the nodes for scalability [13].

e Clustering Columns: Columns used to group and sort the data inside each
partition [13].

e Data Types: Many common data types are supported such as numeric, text, col-
lection, and many other data types such as UUID, counter, boolean, timestamp,
and custom-defined data types [13].

e Compaction: Is a process that frequently runs to merge all the various versions
of the data to create a final version having the latest written data. It is needed
since the written data in Cassandra is immutable and can’t be overwritten
during data update or deletion [13].

Possible Use Cases

Cassandra is currently used by many large companies such as eBay, Apple, and
Netflix because of its scalability, high performance, and availability. The main use
case for Cassandra is to scale large time series data (data stored so frequently such as
events). Storing and efficiently scaling this type of data is so useful in many use cases
such as to build a recommendation system, storing Internet of Things (IoT) or sensor
events, logging and messaging, fraud detection and many other use cases [13].

Query Language
Cassandra supports a query language called CQL which has a SQL-similar easy-to-
learn syntax [13].

Transaction Support

Below we explain how the ACID properties and transactions are supported in Cas-
sandra:
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e Consistency: Cassandra supports configurable consistency levels or what is
called a tunable consistency. Furthermore, it supports a linearizable consistency
that can be used in transactions [13].

e Atomicity: At the row level or the partition-level, the insert, update, and delete
operations are all executed atomically depending on the configured consistency
level. [13].

e Isolation: Cassandra provides full isolation at the low-level which means that
any write request from a client application will not be visible to others until it
is completed [13].

e Durability: Cassandra is fully durable, and all written data will be persisted
on disk. First, it will be persisted to a commit log for disaster recovery. Then it
will be persisted permanently on-disk [13].

e Transaction Support: Cassandra supports a transaction mechanism called
lightweight transactions which are implemented using the Paxos protocol [37].
The Paxos protocol is used to make all nodes agree on proposals based on the
majority voting. It will ensure that there exist only one agreed values between
all the nodes [13].

Data Import and Export

CQL supports a statement called COPY to either export data from a table into a CSV
file or import data from a CSV file and into a table. Additionally, it is possible to
execute multiple CQL statement from a file in a batch using the SOURCE command
[13].

4.3.2 Data Model

In the following subsections, we will present the key constructs related to Cassandra’s
data model :

Data Layout

The data in Cassandra is modelled around the query patterns instead of the data
entities and relationships. Furthermore, it is acceptable to duplicate data in differ-
ent tables to achieve higher-performance [13, 4]. We gave a complete example in
section 5.3 to show how to model a complex data model using Cassandra.

Relational Data Support

Since Cassandra does not support joins, relationships are modelled by copying the
data in separate CQL tables to answer relationship-based queries. It is important to
choose a correct primary key to be able to retrieve the related data efficiently [13, 4].

35



4 Investigated Databases Comparison

4.3.3 Query Model

In the following subsection, we will present the key constructs related to Cassandra’s
query model:

Query Options

CQL supports a SELECT statement similar to SQL that can be used to run parametrised
or range queries. The SELECT statement is usually used in the WHERE clause for
filtering and can return either all fields or just some chosen fields. Additionally,
Cassandra supports querying some system tables to get information about available
tables, columns, keyspaces, user-defined functions and data types or cluster related
info [13].

Text Search Support

Cassandra does not support full-text search internally. However, it supports creating
a custom index, and there are some external plugins available for full-text search such
as the Stratio’s Cassandra Lucene Index [8]. Furthermore, Cassandra has no built-in
support for regular expressions [13].

Aggregation and Filtering

Cassandra has built-in support for common aggregate functions such as min, max,
avg, sum, and count. Aggregation is done in the partition-level in Cassandra, there-
fore choosing the appropriate partition key is necessary for a successful aggregation.
Additionally, Cassandra supports user defined functions that can be used to create a
custom aggregate function based on some requirements [13].

Cassandra supports the CQL WHERE clause to filter data. Unlike SQL, only columns
that are part of the primary key or the secondary indexed columns can be filtered
using the WHERE clause. Operators such as =, >, >=, <, and <= can also be used
with the WHERE clause to filter the data. Furthermore, the IN or CONTAINS clauses
can be used to filter the data based on certain values inside a collection [13].

Indexing

Cassandra supports creating secondary indexes on any columns other than the
primary key columns. The indexes are built in the background without blocking
writes or reads and are maintained automatically by Cassandra [13].

Sorting

Cassandra supports sorting using the clustering columns that should be defined
during the table creation. The clustering columns can be later used to sort the data
inside each partition in either ascending or descending orders. Sorting is achieved
using the CQL ORDER BY clause with the ASC or DESC options [13].
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4.3.4 Administration and Maintenance

In the following subsections, we explain the key constructs related to Cassandra’s
administration and maintenance:

Configuration

Cassandra uses a YAML configuration file called cassandra.yaml to store all configuration-
related parameters. Cassandra does not support changing the configurations on the
fly, and a node restart has to be performed for the new configurations to take effect
[13].

Scalability

The client can read or write to any node in the cluster since Cassandra treats all nodes
equally. This makes Cassandra a highly scalable solution since scaling the system is
as simple as adding or removing nodes or data centres. Figure 4.12 and Figure 4.13
shows examples of scaling Cassandra in a single data center or across multiple data
centers [33]. Additionally, the data in Cassandra is partitioned across all the nodes
based on the partition key. This allows even distribution of the data as well as the
read /write throughputs. The client can read or write from any node, and the request
will be forwarded smoothly to the node having that portion of data. Adding and
removing the nodes to the cluster is easily done by using the virtual nodes paradigm
[13].

1000 transaction/second O ; O O O
| || | | ||| | = transaction/second =1 = transaction/second [~
I /| I". N ._." I". \ ;.' _.'I

A y YooY y YN o
— i — _____/" ) o _ 0 =

2 Nodes 4 Nodes 8 Nodes

> | Linear Scaling of Cassandra Cluster in a Single Datacenter | | >

Figure 4.12: Cassandra Single Data Center Scalability. [33].

Persistency

Cassandra is a fully durable data store since the data will be written directly to
a commit log once received. The commit log is then persisted to disk and can be
used later as a crash recovery mechanism. The write operation will be considered
successful only once it has been written to the commit log. After the write operation
is written to the commit log, it will be written to the MemTable where it will be kept
until a configurable size threshold is reached. Once this threshold is reached, the
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> | Scaling of Cassandra Cluster into Muliple Datacenter | | >

Figure 4.13: Cassandra Data Center Scalability [33].

data will be flushed to disk or what is called the SSTable files and permanently be
persisted as shown in Figure 4.14 [13].

L 4

IMDEX

Commit log WS Tahle

Figure 4.14: Cassandra Persistency. [13].

Backup

Cassandra supports taking backups through snapshots and by enabling the incre-
mental backup feature. The snapshot is taken for the SSTable files in a node either
for a single Keyspace or all Keyspaces or even for the whole cluster. A system-wide
snapshot is taken at the beginning. Then the incremental backup feature is enabled in
each node to backup only the delta data that has been changed since the last snapshot
[13].

Security

Cassandra supports some security mechanisms such as the ability to use SSL en-
cryption for all the communications between the client and the nodes. Furthermore,
Cassandra supports an authentication-based control to allow creating users and roles
using SQL-similar statements such as CREATE USER and CREATE ROLE. Finally,
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Cassandra allows granting or revoking permissions from users on specific objects
using CQL GRANT or REVOKE statements [13].

Availability

Cassandra is a highly available distributed system since it replicate the data across
multiple nodes or even data centres that span multiple locations. Additionally,
Cassandra is a decentralised system that doesn’t have a single point of failure.
Cassandra is based on a distributed design where all nodes are equally important
and any node can receive read /write requests from the client application as shown in
Figure 4.15. When creating a Keyspace, the replication factor and replication strategy
needs to be configured. The replication factor determines how many copies are
required for each written data. The replication strategy decides where to replicate the
data based on information provided by a snitch that continuously monitor the nodes
performance and status. The replication strategy must be selected thoughtfully since
it will directly impact the availability[13].
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Figure 4.15: Cassandra Replication. [13].

4.4 Neodj

Neo4j is an open-source database that was implemented using Java and Scala pro-
gramming languages. It is built completely based on the property graph model
from the ground up. Neo4j is compliance with the database ACID properties and
supports limited scalability, availability and fault-tolerance options. Furthermore,
Neo4j supports an easy-to-use declarative, pattern matching query language called
Cypher [34].
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4.4.1 Basics

In the following subsection, we explain Noe4j’s basic key constructs:

Underlyne Structure

Main concepts in Neo4j are given below:

e Nodes: Are the fundamental units used in Neo4;j to represent objects or entities
that need to be stored in the database [34].

¢ Relationships: Represents the relationships between the different nodes [34].

e Properties: Are used to store the data related to the nodes or the relationships.
Each node or relationship can have one or more properties [34].

e Labels: Are markers used to group a set of similar nodes [34].

o Relationship Types: Are a markers used to group a set of similar relationships
[34].

e A Traversal: Is how the database searches the graph to find results for queries
[34].

e Paths: Are the traversal result. It contains one or more nodes connected with
some relationships [34].

Possible Use Cases

Neo4j is based on the property graph model and can handle complex queries very
efficiently. Therefore, it is used in many use cases such as analytics applications,
scientific research, pathfinding problems, recommendation system, social networks,
network management, business intelligence or warehouses and many more [34].

Query Language

Neo4j uses a declarative query language called Cypher which has a user-friendly
language inspired by SQL and has a pattern matching expressions similar to Protocol
and RDF Query Language (SPARQL). The Cypher language can be used to create
nodes and relationships and to run simple or complex queries [34].

Transaction Support

Neo4j is compliant with the ACID properties and provides full transaction support.
All operations in Neo4j that change the graph will be executed in a transaction. It is
also possible to execute multiple update statement in one transaction. The transaction
can be committed or rolled back. Usually, a try-catch block is used where a commit
is performed at the end of the try block or a rollback is executed inside the catch
block. Transactions in Neo4j have read-committed isolation level which means that it
is possible to read only the committed changes. Default write locks are used in Neo4;
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whenever a create, update or delete operation is performed. The locks are added
to the transaction and released whenever the transaction completes. Additionally,
explicit write locks for nodes and relationships can also be enabled to provide higher
serialisation isolation level [34].

Data Import and Export

The data can be imported as JSON data pulled from some API or as CSV files using
the LOAD CSV Cypher command. Neo4j supports also exporting the data easily in
JSON format. Finally, Neo4j supports loading the data as parameters that can be
either scalar values, maps, lists or lists of maps. The UNWIND clause can be used to
expand and insert the imported data one by one to create the graph [34].

4.4.2 Data Model

In the following subsections, we explain the key constructs related to Neo4j’s data
model:

Data Layout

Modelling the data in Neo4j requires converting the data to nodes and relationships
to build the graph model. For example to convert the data from a relational model
as shown in Figure 4.16 to the graph model, node labels should be created first
that correspond to table names. Then each row in the relational data model will
correspond to a node in the graph model and will be tagged with the appropriate
label. The columns in the relational tables can be stored as properties in each node
ignoring any columns having null values. Finally, primary keys are enforced using
unique constraints, and foreign keys are replaced with relationships as shown in
Figure 4.17 [34].

Relational Data Support

In Neo4j, all relationships regardless of whether they are one-to-one, one-to-many or
many-to-many are represented in the same way through one relationship. Although
relationships in Neo4j are directed, they can be traversed in both directions which
means that only one relationship needs to be created between different nodes regard-
less of the direction. It makes sense to create more than one relationship between
two different nodes if they are of a different type or meaning since later it is likely to
use these different relationships to answer different queries [34]. We explained an
example in section 5.4 to show how to use Neo4j to model more complex relational
model.

4.4.3 Query Model

This subsection explores the query capabilities of Neo4j.
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Project

title

startDate

endDate
departmentID (FK)

v

Department

Project_Members

Department_Members

projectID (FK)
personiD (FK)
role

departmentID (FK)
personiD (FK)

—

ID (PK)

name
parentDepartmentID (FK)
leadPersonID (FK)

Person Organization
ID (PK) o ID (PK)
entitylD (FK) iy entityID (FK)
dayOfBirth ID (PK) [ departmentID (FK)
name taxld
Figure 4.16: Relational Data Model Example [28].
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Figure 4.17: Modelling Relational Model Using Neo4j [28].
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Query Options

Neo4j supports parameterized or range queries by using the MATCH and WHERE
clauses. Querying the graph model is based on the matching patterns provided in the
MATCH clause. This could mean searching the whole graph or just a subgraph based
on the node’s labels or the relationship’s types. Neo4j Cypher language allows for
writing simple or complex queries and traversing the graph is usually efficient [34].

Text Search Support

Neo4j does not provide any internal full-text indexes that can be used to implement a
full-text search. However, the use of an external index engine such as Apache Lucene
full-text index engine [2] is supported. Furthermore, Neo4j supports Java regular
expressions which include some flags to specify how strings are matched such as
"?m" for multiline, "?i" for case-insensitive, and "?s" for dotall [34].

Aggregation and Filtering

Aggregation in Neo4;j is easily supported using Cypher language by using many func-
tions such as min, max, avg, sum, count, stdev, stdevp and collect. The aggregation is
done using the RETURN clause, and the grouping key(s) is automatically figured out
and doesn’t need to be specified manually. Additionally, Grouping the data in Neo4;
is supported using the node’s labels and relationship’s types. A node can have one
or more labels which can be used to query only a particular group of nodes in the
graph that results in faster queries [34].

Filtering the data in Noe4j is done by providing a specific match pattern that would
be the input for a Cypher MATCH clause. The pattern can handle very complex
queries. It is also possible to use multiple matching stages by either using more than
one MATCH clause or by combining results from different MATCH clause using the
WITH clause. Moreover, the results of the MATCH clause can still be filtered out
using the WHERE clause [34].

Indexing

Neo4j supports the creation of indexes on any property of a node if the node is
already tagged with a label. Indexes will be managed automatically by Neo4j and
always kept up to date whenever graph data is updated. Other types of indexes such
as full-text, spatial, and range indexes are not supported [34].

Sorting

Neo4j supports SQL-like clause called ORDER BY which is used at the end of the
query to sort the results by one of the returned properties. It is only possible to
sort by a property that has been projected by the RETURN or the WITH clauses.
Additionally, it is feasible to specify the sort order using either DESC or ASC [34].
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4.4.4 Administration and Maintenance

In the following subsections, we explain the key constructs related to Neo4j’s admin-
istration and maintenance:

Configuration

A Neo4j database server instance can start without any configuration, and the default
settings are used. The configurations are stored in a configuration file called neo4j-
server.properties. Many configuration parameters can be set such as configuration
related to security, performance, and many other operating features [34].

Scalability

Neo4j supports HA master-slave clusters that can be used to scale reads where slaves
can share the read load. As for the write load, only the master instance in the cluster
can handle it. Other slave instances can still receive the write requests from clients,
but these requests will be forwarded to the master node. This means that Neo4j does
not scale the write load very well and in the case of exceptionally high write loads,
only vertical scaling of the master instance is possible. Although it is likely to build
some sharding logic in the client application to distribute the data across the servers,
however, the sharding logic still not natively supported by Neo4j. This is because
sharding the graph is an NP-hard problem. In general, sharding the data on the client
side depends on the graph structure. If the graph has clear boundaries, then it can be
sharded easily. Otherwise, it might be tough to shard the graph [34].

Persistency

Neo4j is fully durable, and all the written data are persisted on disk. Once transactions
are marked as committed, it will be written directly to disk [34].

Backup

Neo4j supports an on-line backup tool called neo4j-backup that is enabled by default
and will take a local copy of the database automatically. First, it takes a full backup
then it takes an incremental backup. Restoring the backup is as easy as replacing the
database folder with the backed up folder [34].

Security

Neo4j supports different security options on the data level as well as on the server
level. At the data level, it is possible to use the same security methods available in the
Java programming language. At the server level, the server replies only to requests
that are coming from a configurable address and port. Additionally, clients should
supply credentials to call the Representational State Transfer (REST) API. Finally,
the SSL secured communication over Hypertext Transfer Protocol Secure (HTTPS) is
supported [34].
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Availability

High availability features are supported using the HA cluster which is based on
a master-slave configuration architecture as shown in Figure 4.18. The slaves can
be used to handle some of the read load and can accept write requests from the
clients. However, the slaves will synchronise the write with the master to maintain
consistency. Once the master receives a write request from the slave, it propagates
the change to all other slaves. The instances in an HA cluster will monitor each other
for availability and monitor if any new instance has joined the cluster or any existing
instance has left the cluster. The automatic election would take place if the master
instance left the cluster for any reason. During master fail-over process, a new master
is automatically elected and during this time, the writes are blocked until the new
master is available. It is also possible to use arbiter instances to help in the election
process. Arbiters are instances that have only one role which is to participate in the
election in case there is no odd number of instances, and an instance is needed to
break the tie [34].
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Propagation Propagation
Database Database
Neodj HA MNeodj HA
Instance 1 Instance 3

Cluster
Management
Transaction
Propagation

Database
Meodj HA

instance2 | Current '\
\ Master /

Figure 4.18: Neo4j HA Cluster Architecture [34].

4.5 Summary

In this section, we give a quick comparison to all the selected databases regarding all
the key constructs. Table 4.1 compares the basic key constructs. Table 4.2 compares the
data model related constructs. Table 4.3 compares the query model related constructs.
Lastly, Table 4.4 compares the constructs related to database administration and
maintenance.

45



4 Investigated Databases Comparison

‘yewn1oj NOS[ ut eyep Sunzodxyg

‘eyep yodwr 0y puewrwod Yyd4) ASD AVO1

JewIoy AGD ut
ejep jrodwr 10 310dxd 0 pasn st spuewod X JOD

‘payroddns are sjooy yroduroSuowr pue jrodxaoSuow
‘suonjerado LM Jo yojeq
© 91109X3 03 ()IILIA [N UORIS[[0D° P

,2did- 1d-stpaz, Sursn uonasur sseur

‘uordesueI) € uo uni suonerado ajum Jre ‘sak

‘[ooojoxd soxeJ ursn suondesuer) JyIromiySi

‘sjuaundop ssoxde 1roddns uonoesuen) euraiur ou
‘Juawmndop d[3urs e ur a[qrssod uonoesuen

"SpUBWIWOd [IDIVMNQ pue
‘HOLIVM “DEXd/LLINA Sutsn ‘sak

odxg pue prodwy ejeq

j10ddng uonpesuery,

-1oyd£> payres adenSuey L1anb aanerepsp

10D pared adenduey Aranb axI-10S

*[9A3] UONIN0d Je suonerado qNID

‘Spuewuiod Jo jos

a8enSue A1)

‘Juowaeurw yIomjou
"SI0MIDU [E1D0S

“wdISAS UOHEPUSUILIODT
‘swd[qoxd Surpury yyed

SurSessaw pue Surd8og
*SJUdAD J0SUDS 10 JO] SuLI0)s
‘ejep saLIds awp a31e] Surpeds

‘surtogjerd Sur88orq
JuawSeurw JUSIU0D
-Burd8oy yuana

‘sonA[eue awn [ear
‘sananb

‘JUSIdS LU UOISSS
“TOAIDS e

1)01q dessawr
Bunyoed

sase)) asN)

‘sad Ay aaey ued sdnysuone[ay
‘S[oqe[ dARY Ued SOPON
‘sdiysuone[ar pue sapou se ejep paioig

'sad Ay eyep Auepy

-ooedsAay e apIsur pa1oys sa[qe} TOD
*s3[qe} TOD) © SPISUI PaI0IS SUWN(0)
Ay mox Arewrid e Suraey

SUWIN[OD PAIIPIO Sk BIep PIIo)g

‘syuawumndop dnoid o) pasn axe suondAO)

'NOS4 polfes yeurioy
AI[-UOs( € Ul SJUWNIOP Se PaIos ere(]

‘eyep Areurq e uaad 10 sanfea jurod Suneory

‘s198ajur os[e aq ued surng
'S19S PIYIOS PUE $19S ‘Saysey ‘Sisi|
‘s3uLns se yons sarnjPnys eje(|

3INMONIG SUIIIPUN

poaN

eIpuesse)

qaoSuon

*91qe], uostredwo)) s3onisuo)) drseq ' d[qel,

SIpaY

46



4 I