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Outline UM

Current Research Landscape
= What Does Relevant Literature Provide?
= Building on Existing Benchmark Taxonomies
= Gaps in Current Medical IR/RAG Evaluation Literature

Updated Methodology and Intellectual Contribution

= Data Collection Pipeline
= |ntellectual / Research Work
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What Does Relevant Literature Provide?

Relevant Literature
Streams

! I

Dataset Mention Benchmark
Extraction Taxonomies

* (LLM-based) = Benchmark
dataset mention classification
extraction’ dimensions?:3:4

[1] Datta et al. (2025). RAGing Against the Literature: LLM-Powered Dataset Mention Extraction. JCDL.
[2] Lee et al. (2026). Structured taxonomy and framework for developing medical benchmark in LLMs derived from scoping review.

}

Related Scoping
Reviews

= Evidence of
dataset reuse
patterns in specific
subfields®

[3] Blagec et al. (2022). Benchmark datasets driving artificial intelligence development fail to capture the needs of medical professionals. JBI.

[4] Lawrence et al. (2024). Large Language Model Benchmarks in Medical Tasks.
[5] Bardhan et al. (2024). Question Answering for Electronic Health Records: Scoping Review of Datasets and Models. JMIR.

260529 Amar Ribic Bachelor's Thesis Kickoff Follow-Up

}

Medical IR/RAG
Evaluation

Individual evidence
on datasets,
benchmarks, and
metrics
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Building on Existing Benchmark Taxonomies TUTI

RQ2: How can these datasets be taxonomized with respect to task type, medical domain, data source, and
availability?

RQ2 dimension Existing taxonomy coverage m

Task type Existing work classifies benchmarks by = Reuse/adapt existing task categories
task categories

Medical domain Existing work includes domain-oriented  Use as starting point for domain
classifications, e.g. radiology, pathology, classification
clinical medicine

Data source Commonly covered, e.g. EHR, Reuse and standardize source
biomedical literature, exams, consumer  categories
health questions

Availability Sometimes treated as dataset metadata Code systematically for each unique
or accessibility information dataset
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Gaps in Current Medical IR/RAG Evaluation Literature TUT

Existing reviews already tell us:

» What types of benchmarks and datasets exist

= How benchmarks can be classified

» What kinds of metrics appear in specific subfields

» That benchmark use may be uneven in some related areas

But they do not systematically answer:

= Which datasets are actually used in Medical IR / Medical RAG evaluation papers?
» Are most datasets used only rarely, with a few dominant exceptions?

= Which metrics are used with which tasks, datasets, and evaluation setups?

= How comparable are evaluation practices across papers?

= Which domains and data sources are overrepresented or underrepresented?

The missing piece is not another benchmark taxonomy, but a systematic analysis of
evaluation practice in Medical IR/RAG literature.
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Outline UM

Current Research Landscape
= What Does Relevant Literature Provide?
= Building on Existing Benchmark Taxonomies
= Gaps in Current Medical IR/RAG Evaluation Literature

Updated Methodology and Intellectual Contribution

= Data Collection Pipeline
= |ntellectual / Research Work
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Data Collection Pipeline

STEP 1 STEP 2 STEP 3
PDFs Section Filter
OA full-text papers PDF — Markdown Evaluation - Results
from OA acquisition pipeline, structured Markdown, heading match,
~90% expected coverage tables preserved drop intro/methods

Important Clarification
=  Automation supports the analysis
= Human validation and interpretation remain essential

STEP 4

LLM

Extraction
datasets - metrics

structured JSON
(dataset, metric, score)

» The research contribution is not the extraction itself, but the analysis of the evaluation landscape
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https://www.docling.ai/

Intellectual / Research Work

Contribution

» Systematic landscape analysis of Medical IR/RAG evaluation practices

Full-corpus analysis

= Dataset reuse and metric usage patterns

» Dataset-metric-task relationships

» Gaps, imbalances, and comparability issues

Deeper benchmark analysis
= Review original papers for frequently reused benchmarks
= Analyze intended use, limitations, and reasons for adoption

Beyond automation

= Validate and normalize extracted mentions

= Build and refine the dataset classification schema
» Interpret trends and open gaps
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Backup: Research Questions TUT

RQ1: Which datasets are used to evaluate Medical IR and Medical RAG systems, and does a long tail of rarely-
reused datasets characterize current evaluation practices?

RQ2: How can these datasets be taxonomized with respect to task type, medical domain, data source, and
availability?

RQ3: Does a small subset of evaluation metrics dominate current practice, or is metric usage more broadly
distributed across studies?
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Backup: Dataset Mention Extraction as a Research Field TUT

Priyangshu Datta, Suchana Datta, and Dwaipayan Roy. 2025. RAGing Against the Literature: LLM-Powered
Dataset Mention Extraction. JCDL '24, Article 29, 1-12.

= Dataset Mention Extraction (DME) is an established subfield of scientific information extraction — with
dedicated benchmarks, shared tasks, and tooling

» Datasets are often mentioned informally or without citation — hindering discovery, usage tracking, and proper
attribution

» LLMs and RAG have pushed DME from rule-based / sequence-labeling approaches toward generative,
context-aware extraction

Datta et al. propose two approaches for full-text DME:

» LLM-DME - each paper chunk is processed with an in-context learning prompt
= RAG-DME - known dataset patterns are retrieved to guide extraction
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https://doi.org/10.1145/3677389.3702523

Backup: Existing Taxonomies in Medical Al / Clinical IR Evaluation TUT

ey
=

- -

Exam

Multi-source Yes

Literature

French
- FrBMedQA (Literature)
- FrenchMCQA (Exam)

— Yoo ' - MedQA-SWE (Exam)
Vietnamese
= ViMedQA (Literature)
Arab

Ic
- AraMed (CHQ)
M-QALM MuitiMedQA MedMCQA MedQA emrKBQA emrQA MedicationQA || MEQSUM CIliCR HealthQA CBLUE MLEC-QA NLPEC webMedQA cMedQA-v2.0 Korean
Dr. bench MedExQA MedExpQA CLIFT CLIP MedQuAD MEDIQA MedREQAL PubMedQA Huatuo-26M ExplainCPE MedQA CMID ChiMed - KorMedMCQA (Exam)
DrugEHRQA RadQA Chg-summ MASH-QA BioRead PromptCBLUE CMExam Russian
Benchmark ClinicalkBQA || DiSCQ MedRedQA cpgQA MedBench - RuMedBench (Multi)
Medalign MedEval K-QA CMB Multi-language
EHRNoteQA - HeadQA (Exam)
RareBench - MedExpQA (Exam)

Example taxonomy of benchmark datasets

Structured taxonomy and framework for developing medical benchmark in large lanquage models derived from scoping review
Lee et al. (2026)
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https://doi.org/10.1038/s41746-026-02567-9

Backup: Evidence of Skewed Dataset Reuse in Related Subfields

Example from EHR QA literature:

Reuse is concentrated around a small number
of datasets

emrQA is clearly dominant

Several other datasets are cited or reused
much less frequently

Many reviewed datasets are used in O or only 1
study

Interpretation:

This suggests a possible head-and-long-tail
structure

But this evidence comes from one related
subfield only

It does not yet tell us whether the same holds
across Medical IR / Medical RAG evaluation
more broadly
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Datasets

Number of citations

Number of studies on EHR QA using the
datasets

emrQA [26]

151

11

MIMICSQL [5]

Yue et al [46]

MIMICSPARQL*® [41]

Yue et al [42]

Roberts and Demner-Fushman [23]
emrKBQA [8]

Raghavan et al [34]

Roberts and Demner-Fushman [24]
Soni et al [44]

Fan [35]

DrugEHRQA [25]

DiscqP [43]

Oliveira et al [38]

RadQA® [37]

EHRSQL [36]

Kim et al [39]

ClinicalkBQA® [40]

51
40

27

18
s18
15
13

—
(=]

Hamidi and Roberts [48]
MedAlign [49]
RxWhyQA [27]

Mishra et al [45]
CLIFT® [47]

Mahbub et al [50]

Dada et al [511
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Question Answering for Electronic Health Records:

Scoping Review of Datasets and Models

Bardhan et al. (2024)
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https://www.jmir.org/2024/1/e53636
https://www.jmir.org/2024/1/e53636
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