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Introduction

Performing work or conducting research at the Chair of Software Engineering for
Business Information Systems (sebis) at TUM often entails dynamic and multi-faceted
tasks. At sebis, we promote the responsible use of AI Assistants in the effective and
efficient completion of such work. However, in the spirit of ethical and transparent
research, we require all student researchers working with sebis to disclose their usage
of such assistants.

For examples of correct and incorrect AI Assistant usage, please refer to the original,
unabridged version of this form, located at this link.

Use of AI Assistants for Research Purposes

I have used AI Assistant(s) for the purposes of my research as part of this thesis.

Yes 2� No ⃝
Explanation:

• Claude Code to suggest improvements to code, reorganize code structure, enhance
documentation and provide general programming assistance.

• ChatGPT to learn LaTeX syntax and commands to format the thesis document.

• Claude (accessed via the GitHub Copilot) to proofread sections of the thesis,
check for grammatical errors, and suggest improvements in clarity and coherence.

I confirm in signing below, that I have reported all usage of AI Assistants for my
research, and that the report is truthful and complete.

Munich, 28.01.2026 Emanuele Salonico

https://code.claude.com/docs/en/overview
https://chat.openai.com/
https://github.com/features/copilot
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Abstract

Systematic reviews are fundamental to evidence-based research, yet the process of
screening thousands of publications to include in a study remains a major bottleneck.
Title and abstract (TIAB) screening, the process where reviewers decide whether or not
to include a paper based on some predefined criteria, often requires months of manual
effort and is prone to human error. This thesis investigates how machine learning (ML)
and large language models (LLMs) can reduce this workload while maintaining the
high recall levels required for proper systematic reviews.

Three distinct approaches are compared using a dataset of 5,747 papers from a
schizophrenia systematic review. The first approach combines transformer-based text
embeddings with traditional ML classifiers. The second approach uses LLMs directly
for classification through zero-shot and few-shot prompting strategies, enhanced with
semantic retrieval. The third approach introduces a hybrid pipeline where an Large
Language Model (LLM) extracts binary features from titles and abstracts, which are
then used as input for a Random Forest classifier.

Results show that all 3 approaches can substantially reduce screening workload. The
embedding-based approach achieves 95% recall with 85% specificity using OpenAI’s
text-embedding-3-large model combined with a Linear SVM classifier. Direct LLM
classification with MedGemma 27B reaches 91% recall and 96% specificity in zero-shot
settings, though no configuration reliably meets the 95% recall target. The hybrid
approach, enhanced with SMOTE oversampling to address class imbalance, achieves
the best overall performance with 95.3% recall and 95% specificity, corresponding to an
86% workload reduction.

These findings demonstrate the potential of ML and LLMs to automate the TIAB
screening process in systematic reviews, significantly reducing human effort while
maintaining high recall standards. Future work should explore further optimization of
these models and their integration into systematic review workflows.

Keywords: Systematic Review Automation, TIAB Screening, Text Classification,
LLMs, Workload Reduction, Evidence-Based Medicine, Machine Learning, NLP.
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1. Introduction

1.1. Motivation: The Challenge of Systematic Reviews

Systematic reviews represent the basics of evidence-based medicine and scientific
research. Unlike traditional narrative reviews (which may be subject to author bias in
study selection) systematic reviews follow a strong, predefined methodology to identify,
evaluate, and synthesize all available evidence on a specific research question [9]. They
are considered the highest level of evidence for answering research questions and are
the basis for clinical practice guidelines, health policy decisions, and the allocation of
research funding [30].

The process of conducting a systematic review follows a rigid, structured workflow
that typically includes several phases: formulating a research question, developing
a search strategy, searching across multiple databases, screening all the retrieved
records, extracting data from included studies, assessing the risk of bias, and finally,
synthesizing the findings [32]. Each of these steps requires careful documentation to
ensure reproducibility and minimize bias.

Among all phases, the screening of the retrieved publications is one of the most
labor-intensive tasks. This process is divided into two stages: Title and Abstract (TIAB)
screening and full-text screening. The TIAB screening stage is particularly demanding,
as initial database searches often return thousands of records, and a vast majority of
them will ultimately be excluded [2].

The time investment for completing a systematic review is also considerable. Research
show that the average systematic review takes approximately 67 weeks from inception
to publication [20]. A significant portion of this time (often several months) is dedicated
to the screening process alone. Clark et al. [9] found that manual screening and related
tasks can consume dozens of hours of a researcher’s time, representing an enormous
investment of skilled human resources that could otherwise be employed for higher
level analytical work.

Beyond this massive volume of work, manual screening is also exposed to human
error. Fatigue, inconsistent application of inclusion criteria, and lapses in concentration
can lead to relevant studies being incorrectly excluded or irrelevant studies being
incorrectly included [2]. Bannach-Brown et al. demonstrated that Machine Learning
(ML) approaches could identify errors in human screening decisions, highlighting the

1



1. Introduction

unreliability of purely manual processes. Such errors can have significant consequences:
missing relevant studies may bias review conclusions, while including irrelevant studies
wastes precious resources during the full-text review and data extraction.

The challenge is further made harder by the exponential growth of scientific literature.
The volume of biomedical publications present in databases such as PubMed continues
to increase year over year, making the task of comprehensive literature identification
increasingly difficult [30]. This growth means that systematic reviews become outdated
more quickly, and updating them requires repeating much of the labor-intensive
screening process [25]. The need to keep systematic reviews up to date while managing
limited resources creates an evident demand for more efficient approaches.

These challenges (the enormous volume of records to screen, the time-intensive
nature of manual review, the potential for human error, and the continuously growing
size of the literature) all motivate the exploration of automated and semi-automated
solutions. By leveraging the latest advances in Natural Language Processing (NLP),
machine learning, and LLMs, there is potential to reduce the workload for human
reviewers while maintaining (or even improving) the quality and reliability of the
screening process. This Master’s thesis investigates and compares different approaches
to address this challenge.

1.2. Title and Abstract (TIAB) Screening

TIAB screening is the first filtering stage in a systematic review, where reviewers
evaluate records based exclusively on their title and abstract to determine their eligibility
for a full-text review [13]. During this phase, each record is assessed against predefined
inclusion and exclusion criteria, typically derived from the research question using
frameworks such as Population, Intervention, Comparison, Outcome (PICO) [1]. A
reviewer has to decide whether a study is clearly relevant (include), clearly irrelevant
(exclude), or uncertain (often included for safety).

The scale of TIAB screening is substantial. A typical systematic review may require
screening anywhere from a few hundred to over 10,000 titles and abstracts, yet only
a small fraction (often less than 5%) ultimately meet the inclusion criteria [30]. This
creates a highly imbalanced classification problem where reviewers must identify
rare positive instances among thousands of negative ones. To ensure precision and
minimize individual bias, best practices recommend that at least two independent
reviewers screen each record, with disagreements resolved through a discussion or by
a third reviewer [31]. This dual-screening approach, while essential to ensure quality,
effectively doubles the human effort required.

Given the characteristics of this task, evaluation metrics play a rather critical role.

2



1. Introduction

In TIAB screening, recall (also called sensitivity) is the most important metric: it
measures the proportion of truly relevant studies that are correctly identified for
inclusion. Missing a relevant study at this stage means it will never be considered for
the final review, potentially biasing the conclusions. For this reason, systematic review
guidelines (as well as this thesis) typically demand near-perfect recall, often targeting
95% or higher [30]. At the same time, specificity (the proportion of irrelevant studies
correctly excluded) determines the workload reduction: higher specificity means fewer
irrelevant records are passed to the more costly full-text screening stage.

The fundamental challenge is achieving high recall while maintaining acceptable
specificity, as the two metrics often trade off against each other.

1.3. The Promise of Automation: NLP, ML, and LLMs in
Systematic Reviews

The challenges described above have motivated researchers to explore new approaches
for automating or semi-automating the screening process. Over the past decade, an
increasing number of studies has investigated how NLP and ML techniques can assist
reviewers in identifying relevant studies more efficiently [30].

Early approaches focused on text mining and traditional ML classifiers. These
methods typically represent titles and abstracts as numerical feature vectors and train
supervised classifiers to predict inclusion decisions based on a set of manually labeled
examples [2]. Studies have shown that such approaches can reduce screening workload
by 30% to 70% while maintaining acceptable recall levels [30]. More recent work has
used text embeddings from transformer-based language models, which are able to
capture richer semantic representations of text and have shown improved performance
in various NLP tasks [32].

The popularity of LLMs has opened new possibilities for automation. Unlike tradi-
tional ML approaches that require labeled training data, LLMs can perform classifica-
tion tasks through prompting alone, using their pre-trained knowledge to understand
inclusion criteria and make screening decisions in zero-shot or few-shot settings [13].
This capability is particularly interesting for systematic reviews, where obtaining large
amounts of labeled training data is often unrealistic. Recent studies have begun ex-
ploring how LLMs can be applied to TIAB screening, with promising initial results
[20].

However, automation also brings challenges: achieving consistently high recall re-
mains difficult, and the performance of automated systems can vary significantly across
different review topics and domains [22]. Questions about transparency, reproducibility,
and the appropriate role of human intervention continue to be discussed in the research

3



1. Introduction

community. A deeper insight of these methods, their technical foundations, and the
current state of the art is provided in Chapter 2.

1.4. Research Questions

Based on the challenges and opportunities outlined above, this thesis addresses the
following research questions:

RQ1: What is the current state of the art in existing literature for using ML and NLP
techniques in TIAB screening?

RQ2: Can embedding-based representations combined with traditional ML classifiers
achieve reliable include/exclude decisions in systematic reviews?

RQ3: How do LLM-based classification approaches (zero-shot, few-shot, and semantic
retrieval-enhanced) perform compared to traditional methods?

RQ4: Does a hybrid approach (using LLM-extracted features with a random forest
classifier) offer a favorable trade-off between performance and computational
cost?

1.5. Structure of the Thesis

This thesis is organized as follows:
Chapter 2 provides the theoretical background and fundamentals necessary to un-

derstand all approaches explored in this thesis. It covers the systematic review process,
text representation techniques, classical ML classifiers, LLMs with their prompting
strategies, and the evaluation metrics relevant to screening tasks.

Chapter 3 addresses RQ1 by reviewing the current state of the art in using ML
and NLP techniques for TIAB screening. It examines existing ML approaches, LLM
applications in systematic reviews, available tools and platforms, and identifies gaps
and open challenges in this field.

Chapter 4 describes the dataset used for evaluation and the experimental method-
ology common to all approaches, including data preprocessing, train/validation/test
splits, cross-validation strategy, and the "fixed-recall evaluation framework".

Chapter 5 addresses RQ2 by investigating embedding-based classification with
traditional ML classifiers. It explores different embedding models (general-purpose vs.
biomedical), classifier configurations, and analyzes performance when fixing the recall
at 95%.
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Chapter 6 addresses RQ3 by evaluating direct LLM classification approaches. It
examines zero-shot and few-shot prompting strategies, a semantic retrieval-enhanced
classification pipeline, and compares the performance of the different LLM providers
used.

Chapter 7 addresses RQ4 by presenting a hybrid approach that combines LLM-
based feature extraction with random forest classification. It also digs deeper into
feature quality, explores strategies for handling class imbalance, and evaluates the
cost-performance trade-off.

Chapter 8 provides a comparative evaluation of all 3 approaches, benchmarking their
performance in terms of recall, specificity, computational costs, and scalability.

Chapter 9 discusses the findings, summarizes the key results, and acknowledges the
limitations of this work. It also highlights the main contributions, discusses practical
implications for the world of systematic review automation, and outlines directions for
future research.
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2.1. Systematic Reviews in Medical Research

Systematic reviews are an organized form of research synthesis with the goal of
identifying, evaluating, and integrating all available evidence on a specific research
question [21]. Unlike narrative reviews, which may selectively cite studies, systematic
reviews follow a transparent, reproducible methodology designed to minimize the bias
[18]. In health sciences, they are considered the highest level of evidence, making them
the foundation for clinical guidelines and healthcare policy decisions [6].

The systematic review process follows a structured workflow: formulating a research
question (often using frameworks such as PICO), developing and executing a search
strategy across databases, screening the retrieved records, extracting data, assessing the
risk of bias, and synthesizing the findings [21]. Reporting standards such as PRISMA1

provide guidelines for documenting each step of this process.

2.1.1. Title and Abstract (TIAB) Screening

Among all phases, the screening stages represent the main bottleneck. This screening
process is divided into two sequential stages: TIAB screening, where reviewers evaluate
records based only on their title and abstract, and full-text screening, where the
complete publications are assessed in detail. Only studies passing both stages proceed
to the data extraction step.

TIAB screening serves as the first filter, where reviewers must make quick inclusion or
exclusion decisions based on limited information. The decision tends to be conservative:
if there is any doubt about relevance, the record should be included for full-text review
[30]. A systematic review may retrieve thousands of records, yet typically less than 5%
will be included in the final review [30], creating a highly imbalanced classification
scenario. The screening of titles and abstracts alone can take on average 33 days [6],
and best practice guidelines recommend independent screening done by 2 different
researchers [31], thus doubling this effort.

1PRISMA: Preferred Reporting Items for Systematic reviews and Meta-Analyses.
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2.1.2. The Manual Screening Workflow

In practice, the manual screening workflow begins with exporting search results
from bibliographic databases into reference management software such as EndNote,
RefWorks, or Zotero [9].

Reviewers then evaluate each record individually, typically spending 30 to 60 sec-
onds per title-abstract combination [6]. This evaluation is performed using specialized
screening tools such as Covidence or Rayyan, which provide interfaces for recording
inclusion decisions and tracking progress [9]. When dual screening is used, disagree-
ments between the reviewers are flagged and resolved either through discussion or by
consulting a third reviewer.

2.2. Text Representations for Classification

For any ML or NLP approach to text classification, the fundamental challenge is
converting raw text into a numerical representation that algorithms can process. The
quality of this representation directly impacts classification performance: a good
representation captures the semantic meaning of the words relevant to the task, while
a poor one may lose critical information or even introduce noise [11]. This section is
about the evolution of text representation techniques, from early statistical methods to
modern neural approaches.

2.2.1. From Bag-of-Words to Embeddings

The earliest approaches to text representation treated documents as “unordered collec-
tions of words”, ignoring grammar and word order entirely. The Bag-of-Words (BoW)
model represents each document as a vector where each dimension corresponds to
a word in the vocabulary, and the value indicates the word’s presence or frequency
[11]. While simple and interpretable, this approach has huge limitations: it produces
extremely high-dimensional sparse vectors (one dimension per word), cannot capture
semantic relationships between words, and treats synonyms as completely unrelated
features.

A simple example illustrates this approach: consider the two documents “the cat sat
on the mat” and “the dog sat on the log”. The vocabulary contains the unique words
{the, cat, sat, on, mat, dog, log}, and each document is represented as a frequency vector:
[2, 1, 1, 1, 1, 0, 0] for the first document and [2, 0, 1, 1, 0, 1, 1] for the second. Note that
despite their similar meaning and structure, these representations share no information
about the semantic similarity between “cat” and “dog”, or “mat” and “log”.
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Term Frequency-Inverse Document Frequency (TF-IDF) improved raw frequency
counts by weighting all terms according to their discriminative power. The TF-IDF
weight for a term t in document2 d within a corpus D is computed as:

TF−IDF(t, d, D) = TF(t, d)× IDF(t, D) (2.1)

where TF(t, d) is the frequency of term t in document d, and IDF(t, D) = log |D|
|{d∈D:t∈d}|

measures how rare the term is across the corpus. This weighting approach reduces
the influence of common words while highlighting the distinctive terms, improving
classification performance in many applications [31].

A major breakthrough came with the introduction of word embeddings, which
represent words as dense, low-dimensional vectors learned from large collections of
text. Models such as Word2Vec [27] learn these representations by predicting the
words from their context (or viceversa), resulting in vectors where semantically similar
words are put close together in the embedding space. Unlike BoW representations,
word embeddings capture semantic relationships: for example, the vector relationship
between “king” and “queen” mirrors that between “man” and “woman”.

2.2.2. Transformer-Based Embedding Models

The transformer architecture [41] revolutionized NLP by enabling models to process text
with great effectiveness. At the core of transformers is the self-attention mechanism,
which allows the model to weight the importance of different words in a sequence when
computing the representation of each word. Unlike previous sequential models (such
as recurrent neural networks), transformers process all positions in parallel, making
them highly efficient for training on large datasets.

Bidirectional Encoder Representations from Transformers (BERT), introduced by
Devlin et al. [14], demonstrated the power of transformer-based pre-training for NLP
tasks. BERT is trained on a huge amount of data using two objectives: predicting ran-
domly masked words within sentences (masked language modeling) and determining
whether two sentences follow each other (next sentence prediction). This pre-training
enables the model to learn rich, contextualized representations of language that can be
fine-tuned for specific tasks.

A key advantage of BERT and similar models is that they produce contextualized
embeddings: the representation of a word changes based on the words around it.
For example, the word “bank” has different meanings in “river bank” and “financial
bank”, and the model does capture this difference. This is especially useful for scientific

2In this context, a document refers to a single text unit (e.g., an abstract or article), while a corpus refers
to the entire collection of documents being analyzed.

8



2. Background and Fundamentals

abstracts, where technical terms often have specialized meanings depending on the
context.

Embedding Normalization

Embedding vectors are often L2-normalized to unit length before use in other tasks.

For a vector v, L2 normalization produces v̂ = v/∥v∥2, where ∥v∥2 =
√︂

∑i v2
i is the

Euclidean norm. This normalization ensures that similarity comparisons (such as cosine
similarity) depend only on the direction of vectors rather than their magnitude, and
provides consistent scaling across different embedding models [34].

2.2.3. Domain-Specific vs. General-Purpose Models

Pre-trained language models are typically trained on general-domain text, such as
Wikipedia and web documents. However, specialized domains like biomedicine use
different terms, writing conventions, and semantic relationships that may not be
represented well in general texts [16]. This finding has motivated the development of
domain-specific models.

Gu et al. [16] showed that for biomedical NLP, pre-training language models
from scratch on domain-specific contexts (such as PubMed abstracts and full-text
articles) yields substantial improvements over adapting general-domain models. Their
PubMedBERT model, trained exclusively on biomedical text, achieved promising results
across a benchmark of biomedical NLP tasks, outperforming models that were first
trained on general text and then adapted to the biomedical domain.

The choice between domain-specific and general-purpose models comes with several
trade-offs. Domain-specific models perform better on domain-specific tasks due to
their specialized vocabulary and pre-training objectives, but may not generalize well
to texts outside their training domain. General-purpose models, while potentially
less accurate in specialized contexts, provide a broader coverage, are usually bigger in
size, and may be more solid when dealing with interdisciplinary content or texts from
multiple domains.

2.3. Classical Machine Learning Classifiers

Once text has been converted into numerical representations (whether through BoW,
TF-IDF, or dense embeddings), the next step is to train a classifier that can learn to
distinguish between categories based on these features. Classical ML classifiers remain
widely used for text classification tasks due to their efficiency, interpretability, and
strong performance when combined with high-quality feature representations. This
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section introduces four classifiers that are commonly used in text classification and that
are used in the experimental chapters of this thesis.

2.3.1. Logistic Regression

Logistic Regression is a linear model for binary classification that estimates the proba-
bility of an instance belonging to the positive class. The model computes a weighted
sum of input features and passes the result through the logistic (sigmoid) function:

P(y = 1 | x) = σ(wTx + b) =
1

1 + e−(wTx+b)
(2.2)

where x is the feature vector (e.g., an embedding), w is the weight vector learned during
training, b is a bias term, and σ(·) is the sigmoid function that maps any real value to
the range (0, 1).

The output P(y = 1 | x) represents the predicted probability that the input belongs
to the positive class (1). By default, a threshold of 0.5 is used for classification: if the
probability exceeds 0.5, the instance is classified as positive, otherwise, it is classified
as negative. However, this threshold can be adjusted to favor either precision or recall
depending on the application requirements. In screening tasks where missing relevant
papers is costly, lowering the threshold increases recall (sensitivity, or true positive rate)
at the expense of specificity (true negative rate).

Logistic Regression is computationally efficient, scales well to high-dimensional data
(such as text embeddings), and produces interpretable probability outputs.

2.3.2. Support Vector Machines

Support Vector Machine (SVM) is a classification algorithm that finds the optimal
hyperplane separating two classes in the feature space. The key idea is to maximize the
margin, which is the distance between the hyperplane and the nearest data points from
each class (called support vectors). By maximizing this margin, SVM has the goal of
finding a decision boundary that generalizes well with unseen data.

For linearly separable data, the algorithm finds the hyperplane wTx + b = 0 that
maximizes the margin while correctly classifying all training points.

Linear SVM is particularly well-suited for high-dimensional data such as text embed-
dings, where the number of features may be large relative to the number of samples.
Unlike Logistic Regression, standard SVM does not directly output probabilities, but it
produces a value indicating how far a point lies from the separating hyperplane.
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2.3.3. Gradient Boosting (XGBoost)

Gradient Boosting is an ensemble learning technique that builds a strong classifier by
combining many weak learners (typically decision trees) in a sequential manner. The
core idea is that each new tree is trained to correct the errors made by the previous
trees, gradually improving the overall prediction.

The algorithm works by iteratively fitting new models to the residual errors (or, more
generally, the negative gradient of a loss function) of the current ensemble. Each tree
focuses on the instances that were poorly predicted by the previous trees, and the final
prediction is the weighted sum of all of the trees outputs.

XGBoost (Extreme Gradient Boosting) is a highly optimized implementation of gra-
dient boosting that has become popular in machine learning and practical applications.
It includes several enhancements over the basic gradient boosting: regularization terms
to prevent overfitting, efficient handling of sparse data, parallel tree construction, and
support for handling missing values.

XGBoost can capture complex non-linear relationships in the data through the
interactions of its decision trees, making it effective for tasks where simpler linear
models may not be enough.

2.3.4. Random Forests

Random Forest (RF) is another ensemble method that combines multiple decision trees,
but unlike gradient boosting, it trains the trees independently and in parallel rather
than sequentially. The algorithm builds each tree on a random (bootstrap) sample of
the training data (sampling with replacement) and considers only a random subset of
features at each split. The final prediction is obtained by averaging the predictions of
all trees (for regression) or by majority voting (for classification).

This randomization has two purposes: it reduces variance by ensuring that trees are
diverse and not all making the same errors, and it helps prevent overfitting by limiting
the features each tree can use. The result is a robust classifier that typically requires
less hyperparameter tuning than gradient boosting methods.

Random Forests naturally provide a measure of feature importance by tracking how
much each feature contributes to reducing impurity across all trees. This interpretability
is valuable in all applications where understanding which features drive predictions
is important (such as in this thesis). Additionally, Random Forests output probability
estimates by averaging the class proportions across all trees, which can be used for
threshold tuning in applications requiring high recall.

11



2. Background and Fundamentals

2.4. Large Language Models

Large Language Model (LLM) represent a significant advancement in NLP, building
upon the transformer architecture discussed earlier in this thesis, but at a much larger
scale. While models like BERT are basically designed to generate embeddings for
downstream tasks (such as text classification, sentiment analysis, or question answering
using the embeddings produced by BERT pre-trained as input features), LLMs are
trained to generate logical text and can perform a wide variety of tasks through natural
language instructions [5].

LLMs are typically trained using a two-phase approach. First, they perform pre-
training on massive amounts of text data (often hundreds of billions of tokens from
books, websites, and other sources), where they learn to predict the next word in a
sequence. This unsupervised learning phase allows the model to acquire extensive
knowledge about language, facts, and reasoning patterns. Second, many modern LLMs
go though instruction tuning or reinforcement learning from human feedback (RLHF),
which aligns the model’s outputs with the human preferences and improves its ability
to follow instructions [7].

The key distinction between LLMs and earlier transformer models is in their ca-
pabilities: as models scale to billions of parameters, they show abilities that were
not explicitly trained, such as few-shot learning, chain-of-thought reasoning, and the
capacity to follow complex instructions [23].

2.4.1. Zero-Shot and Few-Shot Prompting

Prompting refers to the practice of providing natural language instructions to an LLM
to guide its behavior on a specific task. Unlike traditional ML approaches that require
training on labeled examples, prompting allows users to specify tasks through text
alone, making LLMs highly flexible and adaptable [15].

In zero-shot prompting, the model receives only task instructions without any
examples. For instance, a screening task might be framed as: “Given the following
title and abstract, determine whether this paper should be included in a systematic
review about [topic]. Answer YES, NO, or UNCERTAIN.” The model relies entirely on
its pre-trained knowledge to perform the task [23]. Zero-shot approaches are attractive
because they require no labeled training data, but their performance depends heavily
on how well the task can be generalized with the training data of the model itself, as
well as the quality of the prompt itself.

Few-shot prompting provides the model with a small number of input-output exam-
ples before presenting the actual query [5]. For screening tasks, this involve for instance
showing the model n title-abstract combinations along with their correct inclusion
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decisions before asking it to classify a new paper. These examples help the model un-
derstand the specific criteria and decision boundaries relevant to the review. Research
has shown that few-shot prompting can significantly improve performance compared
to zero-shot approaches, particularly when the examples are carefully selected to be
representative of the task [20].

The selection of few-shot examples can follow different strategies: examples may be
chosen randomly, or they may be selected based on their similarity to the query (for
instance, by retrieving semantically similar papers from a database, as later investigated
in this thesis).

2.4.2. Semantic Retrieval for Few-Shot Example Selection

While few-shot examples can be selected manually or randomly, a more sophisticated
approach uses semantic retrieval to dynamically select the most relevant examples for
each query. This technique leverages dense vector embeddings and similarity search to
find examples that are semantically close to the input being classified.

A typical semantic retrieval pipeline for systematic review screening works as follows:
(1) all papers in the dataset are converted into dense vector embeddings and stored
in a vector database; (2) when classifying a new paper, its embedding is computed
and used to retrieve the most semantically similar papers from the database; (3) these
retrieved papers, together with their known include/exclude labels, are included in
the prompt as few-shot examples; (4) the LLM makes a classification decision based on
both the screening criteria and these retrieved examples.

Cosine Similarity

The most common metric for measuring similarity between embedding vectors is cosine
similarity, which computes the cosine of the angle between two vectors:

sim(u, v) =
u · v

∥u∥2∥v∥2
=

∑i uivi√︂
∑i u2

i

√︂
∑i v2

i

(2.3)

The result ranges from −1 (opposite directions) to +1 (identical directions), with higher
values indicating greater semantic similarity. When vectors are L2-normalized (as
described in the previous section), cosine similarity simplifies to the dot product u · v,
since both denominators equal 1.

2.4.3. Standard Models vs. Reasoning Models

Recent developments in LLM architecture have introduced a distinction between stan-
dard models and reasoning models (sometimes called “thinking” models). Standard
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models, such as GPT-4o or Gemini 1.5, generate responses directly based on the input
prompt, producing output tokens in a single forward pass through the network.

In contrast, reasoning models such as OpenAI’s o1 and o3 series, implement an
explicit intermediate reasoning phase before generating their final answer. When given
a complex task, these models first produce a chain of reasoning steps (often hidden from
us users), working through the problem systematically before committing to a response.
This approach is inspired by chain-of-thought prompting techniques, where explicitly
asking a model to “think step by step” has been shown to improve performance on
reasoning tasks [23].

For systematic review screening, this difference has some practical implications.
Standard models are typically faster and less expensive per query, making them
suitable for processing large volumes of papers. Reasoning models, while slower and
more costly, may achieve higher metrics on complex screening decisions that require
a careful consideration of numerous criteria. The choice between these model types
involves a trade-off between computational cost, speed, and decision quality, which
must be evaluated in the context of the specific review requirements.

2.5. Evaluation Metrics for Screening Tasks

The evaluation of the performance of automated screening systems requires metrics
that capture: both the ability to identify relevant studies and the potential to reduce
the manual workload. In binary classification tasks such as screening, where each
record must be classified as either “include” or “exclude”, performance is typically
assessed using metrics derived from the confusion matrix, a table that summarizes the
relationship between predicted and actual class labels.

The confusion matrix for binary classification contains these 4 elements:

• True Positive (TP): Records correctly classified as “include”

• True Negative (TN): Records correctly classified as “exclude”

• False Positive (FP): Records incorrectly classified as “include” (false alarms)

• False Negative (FN): Records incorrectly classified as “exclude” (missed relevant
studies)

From these quantities, several performance metrics can be computed to evaluate
different aspects of classifier behavior.
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Predicted
Positive Negative

Actual
Positive True Positive (TP) False Negative (FN)

Negative False Positive (FP) True Negative (TN)

Table 2.1.: Confusion matrix for binary classification.

2.5.1. Recall, Specificity, and the Screening Trade-off

In screening tasks, two metrics are of particular importance: recall (also called sensitivity
or True Positive Rate (TPR)) and specificity (also called True Negative Rate (TNR)).

Recall measures the proportion of actual positive cases that are correctly identified:

Recall = Sensitivity = TPR =
TP

TP + FN
(2.4)

In the context of systematic review screening, recall represents the percentage of
truly relevant papers that the classifier correctly identifies as included. A recall of 95%
means that 95 out of every 100 papers are correctly flagged for review, while 5 are
discarded. Since missing relevant papers can compromise the validity of a systematic
review, high recall is typically the primary requirement for screening automation [2].

Specificity measures the proportion of actual negative cases that are correctly identi-
fied:

Specificity = TNR =
TN

TN + FP
(2.5)

Specificity represents the percentage of irrelevant papers that are correctly excluded.
A specificity of 80% means that 80 out of every 100 irrelevant papers are correctly
filtered out, while 20 are incorrectly flagged for manual review. Specificity directly
relates to workload reduction: if a classifier can correctly exclude a large portion
of irrelevant records, reviewers need to manually screen fewer papers. Studies have
suggested that workload reductions of 30% to 70% may be achievable while maintaining
acceptable recall levels [30].

Two additional metrics are commonly reported together with recall and specificity:
precision and accuracy.

Precision measures the proportion of predicted positives that are actually positive:

Precision = PPV =
TP

TP + FP
(2.6)

Accuracy measures the overall proportion of correct predictions:

Accuracy =
TP + TN

TP + TN + FP + FN
(2.7)
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However, accuracy can be misleading in highly imbalanced datasets. Since systematic
reviews typically have an inclusion rate below 5% [30], a classifier that simply excludes
all records would achieve over 95% accuracy while having zero recall, making it
completely useless for the intended purpose.

The fundamental trade-off in screening is between recall and specificity: improving
one typically comes at the cost of the other. A conservative classifier that includes
most papers will achieve a high recall but low specificity (and thus minimal workload
reduction). On the other hand, an aggressive classifier that excludes many papers will
achieve high specificity but risks missing relevant studies. Finding the optimal balance
depends on the specific requirements of the review and the acceptable level of risk for
missing relevant evidence [22]. Refer to Figure 2.1 for a visualization of this trade-off.

2.5.2. ROC Curve and AUC

The Receiver Operating Characteristic (ROC) curve is a graphical tool for evaluating
binary classifiers across all possible decision thresholds. It plots the true positive rate
(recall) on the y-axis against the false positive rate (1 − specificity) on the x-axis, with
each point on the curve representing a different threshold value. A perfect classifier
would reach the top-left corner of the plot (100% recall with 0% false positive rate),
while a random classifier would produce a diagonal line from the bottom-left to the
top-right corner.

The Area Under the Curve (AUC) provides a single scalar value summarizing the
ROC curve, representing the probability that a randomly chosen positive instance is
ranked higher than a randomly chosen negative instance by the classifier. AUC values
range from 0.5 (random guessing) to 1.0 (perfect discrimination). Unlike accuracy or
F1 score, AUC is threshold-independent and insensitive to class imbalance, making it
particularly useful for comparing classifiers across different operating points or when
the optimal threshold is not known in advance [2].

2.5.3. Threshold Tuning for High-Recall Applications

Many classifiers, including logistic regression, random forests, and neural networks, do
not directly output binary predictions. Instead, they produce a probability score (or
decision score) indicating the likelihood that a given instance belongs to the positive
class. A decision threshold is then applied to convert these continuous scores into
binary predictions: instances with scores above the threshold are classified as positive,
and the ones below are classified as negative.

By default, most classifiers use a threshold of 0.5, meaning that instances are classified
as positive if the predicted probability exceeds 50%. However, this default threshold
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may not be optimal for applications where the costs of different types of errors have
different importance: in systematic review screening, the cost of a false negative
(missing a relevant study) is typically much higher than the cost of a false positive
(including an irrelevant study for manual review) [10]. This asymmetry motivates the
use of threshold tuning to optimize for high recall.

Lowering the decision threshold increases recall at the expense of specificity. For
example, setting the threshold to 0.3 means that any paper with a predicted inclusion
probability above 30% will be flagged for review. This conservative approach ensures
that borderline cases are included rather than excluded, reducing the risk of missing
relevant studies. The trade-off is that more irrelevant papers will also be flagged,
increasing the manual screening workload.

The relationship between threshold, recall, and specificity can be visualized using a
precision-recall curve or a ROC curve.
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Figure 2.1.: Visualization of threshold tuning for a simulated screening scenario with
5% inclusion rate. Left: ROC curve showing the trade-off between true
positive rate (recall) and false positive rate. Center: Precision-recall curve,
which is more informative for imbalanced datasets. Right: Recall and
specificity as functions of the decision threshold, illustrating how lowering
the threshold increases recall at the expense of specificity. The green shaded
region indicates the high-recall zone where the 95% recall target is met.
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This chapter reviews the current state of the research on automating TIAB screening in
systematic reviews, addressing RQ1. The chapter first examines the methodological
approaches used to evaluate screening automation tools, then discusses machine
learning methods that have been applied to this task, and finally discusses some
emerging applications of LLMs.

3.1. Methodologies in TIAB Screening Research

Research on automated screening has used several methodological approaches to eval-
uate tool performance. Understanding these methodologies is essential for interpreting
reported results and comparing findings across studies.

3.1.1. Evaluation Protocols and Recall Targets

Studies in this field prioritize recall (sensitivity) as the primary evaluation metric,
reflecting the high cost of missing relevant studies in systematic reviews. Most research
targets recall levels of 95% or higher [30, 2], though the specific threshold varies.
Bannach-Brown et al. [2] achieved a 98.7% recall in their evaluation, while Kebede et al.
[22] targeted 95% recall when combining multiple algorithm predictions.

The trade-off between recall and workload reduction is handeled differently across
the studies. O’Mara-Eves et al. [30] reported that most approaches achieve workload
reductions of 30% to 70% while accepting a 5% loss in recall. More recent studies
have reported higher reductions: Serrato-Fonseca et al. [37] achieved a 86% workload
reduction with their ACAS tool, while Mena et al. [26] reported reductions ranging
from 20% to 92% depending on how the papers are reviewed.

3.1.2. Dataset Characteristics and Validation Approaches

The datasets used for evaluation vary considerably in size and in terms of class
imbalance. Typical systematic reviews have inclusion rates below 5% [30], creating
highly imbalanced classification problems. Kebede et al. [22] used a dataset of 16,430
records split into 40% for training/testing and 60% for validation. Bannach-Brown et al.
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[2] trained on 5,749 records and validated on 1,251 records from a preclinical animal
studies review.

Cross-validation is commonly used to ensure robust performance estimates. Kebede
et al. [22] used nested cross-validation, while Lange et al. [25] implemented 10-fold
cross-validation. Some studies also report the computation time alongside accuracy
metrics, acknowledging the practical constraints of screening large volumes of records
[22].

3.2. Machine Learning Approaches for TIAB Screening

Machine learning methods for TIAB screening can be categorized by their text represen-
tation strategy and classification algorithm. This section discusses how the techniques
introduced in Chapter 2 have been applied in practice in the literature.

3.2.1. Traditional Text Representations

Early approaches relied on BoW and TF-IDF representations combined with classical
classifiers. Bannach-Brown et al. [2] used tri-gram bag-of-words models with reg-
ularized logistic regression, achieving 98.7% recall and 86% specificity in screening
preclinical (animal) studies. Kebede et al. [22] systematically compared unigram and
bigram representations with TF-IDF, finding that unigram approaches with Naive
Bayes or SVM achieved over 90% recall with over 65% specificity.

The ACAS framework [37] used n-grams (uni-, bi-, and tri-grams) for feature engi-
neering combined with logistic regression and decision tree classifiers. Their approach
included a cut-off calibration step using acceptance sampling to balance recall and
workload reduction.

More recent tools have explored more elaborate representations. The AIM Review
Tool [26] benchmarked multiple text vectorization methods including TF-IDF, Latent
Semantic Analysis (LSA), and Doc2Vec, finding that ensemble strategies combining
different vectorization approaches improved the performance. Pilz et al. [32] compared
traditional NLP preprocessing (lowercasing, lemmatization, stemming) with fine-tuned
language models, achieving AUC values over 0.95 on one dataset.

3.2.2. Embedding-Based Methods

Transformer-based embeddings have been increasingly adopted for screening tasks.
Hasny et al. [19] fine-tuned BERT models for screening complex medical datasets,
achieving at least 90% recall while reducing human workload by at least 50%.
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The choice between general-purpose and domain-specific models has practical impli-
cations. While Gu et al. [16] demonstrated that domain-specific pretraining (PubMed-
BERT) outperforms general models on biomedical NLP benchmarks, Pilz et al. [32]
found that tree-based ML methods and fine-tuned language models showed compara-
ble performance for screening tasks, suggesting that the choice of representation may
be less critical than the overall pipeline design.

3.2.3. Classifier Comparison and Ensemble Methods

Studies have compared multiple classifiers to identify optimal approaches. Kebede et al.
[22] evaluated Naive Bayes, SVM, logistic regression, neural networks, random forests,
LogitBoost, and XGBoost, finding that combining predictions from the best-performing
algorithms improved recall to 95% with 64% specificity. Lange et al. [25] compared
conventional machine learning, deep learning, and ensemble methods across three
diagnostic test reviews, concluding that data preprocessing often has more influence
on performance than the choice of algorithm itself.

The AIM Review Tool [26] combined multiple text representations and classifiers,
using another model to learn how to best aggregate their predictions. This approach
achieved balanced accuracies between 75% and 87%, reflecting a broader trend towards
combining multiple models to improve the robustness.

3.2.4. Active Learning Approaches

Several tools have implemented active learning strategies, where the classifier iteratively
prioritizes records most likely to be relevant, allowing human reviewers to screen high-
priority items first. Research Screener [6] uses this approach to semi-automate screening,
with the system learning from reviewer decisions to improve its predictions over time.
The AIM Review Tool [26] reported that active learning reduced screening workload by
20% to 92% depending on the characteristics of the review.

Active learning is particularly valuable when labeled training data is scarce, as it
allows the classifier to request labels for the most informative examples. This approach
aligns well with the systematic review workflow, where reviewers can begin screening
immediately while the system learns in the background. However, as Active Learning
is a huge field to explore, it is considered outside the scope of this thesis and is only
mentioned for completeness.
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3.3. LLM Applications for TIAB Screening

The emergence of LLMs has opened new possibilities for screening automation. Unlike
traditional ML approaches that require labeled training data, LLMs can perform classi-
fication only through prompting alone, making them attractive for systematic reviews
where obtaining large labeled training sets is impractical.

3.3.1. Zero-Shot and Few-Shot Classification

Several studies have evaluated LLMs for direct screening classification. Dennstädt et
al. [13] tested 4 LLMs (including Mixtral, FlanT5, and Platypus 2) across multiple
datasets, using structured prompts to evaluate relevance on a Likert scale. Their
results showed high variability depending on the model and dataset, with some
configurations achieving high recall but difficulty maintaining both high recall and
specificity simultaneously.

Huotala et al. [20] compared zero-shot, one-shot, few-shot, and few-shot with
chain-of-thought prompting using GPT-3.5 and GPT-4. They found that GPT-4 with
specific prompting techniques performed comparably to human screeners in some
cases, though LLMs were not consistently more accurate than humans. Their study
also explored using LLMs to simplify abstracts before human screening, finding that
simplification reduced screening time but did not improve the accuracy.

Nykvist et al. [29] evaluated GPT models for (environmental) systematic reviews,
achieving 100% recall at a probability cutoff of 0.5 and estimating potential time savings
of 50% to 75%. Their study highlights that LLM performance may vary across domains,
with most existing research focused on biomedical applications.

3.3.2. LLM Ensembles and Human-LLM Collaboration

Sanghera et al. [35] investigated combining LLM predictions with human decisions,
finding that LLM-human and LLM-LLM ensembles achieved perfect recall with preci-
sion up to 0.458. Their approach tested both series (sequential) and parallel configura-
tions for combining decisions, suggesting that LLMs could play as a complement to
humans rather than replacement for human reviewers.

This ensemble approach addresses a key limitation of individual LLM classifiers:
while they may achieve high recall, their precision is often not enough for fully auto-
mated screening. By combining multiple models or pairing LLMs with human review,
studies have achieved more robust performance across diverse topics.
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3.4. Gaps and Open Challenges

Despite the significant progress, several challenges remain present in automating TIAB
screening:

• Generalizability across domains: Most studies focus on biomedical reviews, with
limited evidence from other fields. Nykvist et al. [29] note the need for testing
across multiple domains, as performance may vary significantly with topic area.

• Handling false negatives: The consequences of missing relevant studies are
significant, yet most approaches accept some loss in recall in favor of workload
reduction. Kebede et al. [22] highlight the need for methods to better handle false
negatives and improve feature representations of titles and abstracts (i.e. through
vectorization and embeddings).

• Reproducibility concerns: LLM-based approaches face challenges with repro-
ducibility due to model updates, probabilistic outputs, and lack of transparency
about model internal parameters/functioning [29, 13].

• Integration into workflows: Clark et al. [9] demonstrated that automation tools
can reduce time for less experienced researchers while maintaining quality, but a
broader adoption requires user-friendly interfaces and integration with existing
review software.

• Optimal threshold determination: Pilz et al. [32] note that defining appropriate
cutoff values in practice is challenging, as an evaluation of the test set is not
possible during a live review.

3.5. Summary

Table A.1 (in Appendix A) summarizes the key approaches reviewed in this chapter,
comparing their methods, performance, and characteristics.

The literature reveals a clear evolution from traditional text mining approaches
toward embedding-based methods and, most recently, LLMs. While traditional ML
methods can achieve strong performance, LLMs offer the advantage of operating
without task-specific training data. However, questions remain about computational
cost, reproducibility, and hybrid methods. The following chapters investigate these
questions in more detail.
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3.6. Available Software Platforms

Beyond the more academical research literature, several software platforms exist to
make automated screening available to a more general public, and have practical use.
These tools are different in their underlying AI/ML capabilities, ranging from basic
workflow management to quite sophisticated active learning systems.

ASReview is an open-source platform that implements active learning for screen-
ing prioritization [40]. The system uses a researcher-in-the-loop approach where ML
models (including Naive Bayes, SVM, logistic regression, and neural networks) contin-
uously learn from the reviewer decisions and reorder remaining records by predicted
relevance. Some simulation studies demonstrate workload reductions of up to 95%
while maintaining high recall1. However, ASReview focuses solely on the screening
phase and does not provide data extraction or full systematic review workflow support.

Rayyan provides a web-based screening environment with AI-powered relevance
ratings that activate after 50 manual decisions [39, 43]. The platform emphasizes its
usability and collaboration features, including duplicate detection with adjustable
confidence thresholds2 and PICO highlighting3. However, its ML capabilities are less
sophisticated than dedicated active learning tools, and it is limited to screening without
any data extraction functionality.

DistillerSR is a solid enterprise product with its proprietary DAISY AI engine,
which combines continuous reference prioritization, AI-based pre-screening classifiers,
and NLP-powered data extraction4. The platform supports the complete systematic
review workflow and maintains comprehensive audit trails for regulatory compliance
(including GDPR)5. While it offers the most advanced automation capabilities, the
associated costs and complexity make it mainly suitable for large organizations.

Covidence and Elicit have intermediate positions. Covidence provides structured
workflow management following the Cochrane methodology with limited AI integra-
tion, prioritizing usability and collaboration over automation6. Elicit offers semantic
search across over 125 million papers and LLM-powered screening in its higher-tier
subscriptions7, representing the newer generation of AI-first platforms, though its
systematic review workflow requires paid access.

Table 3.1 summarizes the key characteristics of these platforms from an automation
perspective.

1https://asreview.nl
2https://joukegaastra.com/my-experience-using-rayyan-for-systematic-literature-reviews
3https://www.rayyan.ai
4https://www.distillersr.com
5https://www.f6s.com/software/distillersr
6https://covidence.org
7https://elicit.com
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Platform AI/ML Approach Workflow Coverage Access Model

ASReview Active learning with
multiple classifiers

Screening only Free, open-source

Rayyan ML relevance ratings
(after 50 decisions)

Screening only Freemium

DistillerSR DAISY AI engine, NLP
extraction

Full workflow Enterprise pricing

Covidence Limited
(workflow-focused)

Full workflow Subscription

Elicit LLM semantic search,
automated screening

Full workflow (Pro+) Freemium

Table 3.1.: Comparison of available screening platforms by AI/ML capabilities and
workflow coverage.
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This chapter describes the specific dataset used for evaluating the three approaches
investigated in this thesis and outlines the methodology common to all experiments/re-
search questions.

4.1. Dataset Description

The dataset used in this thesis consists of bibliographic records retrieved for systematic
reviews in the medical domain investigating schizophrenia and its treatment. The data
originates from the Cochrane schizophrenia group1, a German research group focusing
on schizophrenia, and contains records compiled from multiple bibliographic databases
commonly used in systematic reviews, including Embase, MEDLINE, APA PsycInfo,
and clinical trial registries such as CTRI and IRCT. This multi-database approach reflects
the standard systematic review practice, where comprehensive literature searches across
multiple sources are conducted to minimize the risk of missing relevant studies [21].

4.1.1. Dataset Structure

The dataset (internally called “Meerkat”) contains more than 30,000 records of publica-
tions collected from 2000 to 2026. Each record represents a single paper with associated
metadata and screening decisions. Table 4.1 describes the relevant columns available in
the dataset.

The target variable for all machine learning tasks in this thesis is the MK_IN column,
which represents the final screening decision made during the original systematic
review process. Despite the presence of a column named label in the raw data, this
column is not used; MK_IN serves as the ground truth for all experiments.

1https://www.cochrane.de/evidenz-basierte-psychiatrie-tu-münchen
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Column Type Description

id Integer Unique identifier for each record

MK_IN Boolean Ground truth label indicating inclusion (True) or
exclusion (False) decision

title String Title of the publication

abstract String Abstract text (may be missing for some records)

DB String Source database (e.g., Embase, MEDLINE)

DP String Data provider (e.g., Ovid Technologies,
EBSCOhost)

Table 4.1.: Description of the relevant columns in the dataset. Additional metadata
columns (Volume, Pages, etc.) are available but not used in the classification
experiments.

The experiments conducted in this thesis utilize a subset of 5,747 records from the
complete dataset. Table 4.2 summarizes the key characteristics of this subset:

Characteristic Value

Total records 5,747
Included (MK_IN = True) 532 (9.26%)
Excluded (MK_IN = False) 5,215 (90.74%)

Records with abstract 5,482 (95.4%)
Records without abstract (title-only) 265 (4.6%)

Table 4.2.: Summary statistics of the dataset used for evaluation.

The dataset shows a strong class imbalance, with only 9.26% of records labeled as
included. This imbalance is characteristic of systematic review screening, where initial
database searches retrieve many records but only a small fraction eventually meets the
inclusion criteria [30]. The implications of this class imbalance for model training and
evaluation are discussed in detail in the following chapters in each approach.

4.2. Data Preprocessing

Before using the dataset for classification experiments, preprocessing steps are applied
to ensure data quality and consistency. The raw text may contain artifacts from database
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exports or scraping results, so HTML tags (e.g., <b>, <br/>) are removed and whitespace
is normalized. Records with missing titles are excluded, as a title is essential for any
screening decision. Records with missing abstracts (4.6% of the dataset) are kept, with
the abstract treated as an empty string, reflecting real-world conditions where reviewers
must sometimes decide based only on titles alone. Similarly, a small portion of records
in languages other than English are kept without translation, as modern embedding
models and LLMs are able to process multilingual content.

For classification, the title and abstract are concatenated with a space as separator
into a single text field, consistently across all research questions (combined_text =
title + " " + abstract).
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This chapter addresses RQ2 by investigating whether embedding-based representations
combined with traditional ML classifiers can achieve reliable include/exclude decisions
for systematic review screening.

5.1. Methodology

The methodology follows a 2-stage pipeline: first, each title-abstract pair is converted
into a fixed-length numerical vector using a pre-trained embedding model; second,
these vectors are used as input features for supervised ML classifiers trained to distin-
guish between included and excluded records.

5.1.1. Pipeline Overview

The classification pipeline consists of 5 sequential steps:

1. Text Preparation: For each record, the title and abstract are cleaned and con-
catenated into a single text string (as described in Chapter 4). Records without
abstracts use only the title.

2. Embedding Generation: The combined text is passed through a pre-trained
embedding model, producing a dense vector representation.

3. Embedding Normalization: The resulting embedding vectors are optionally
L2-normalized to unit length. Both normalized and unnormalized embeddings
are evaluated to assess the impact of normalization on classification performance
as mentioned later on in this chapter.

4. Classification: The embedding vectors are used as input features for a supervised
classifier, trained on labeled examples to learn the decision boundary between
included and excluded records.

5. Threshold Tuning: Since screening tasks prioritize recall, the default classification
threshold (0.5) is adjusted to achieve the target recall level of 95%, following the
methodology outlined in Chapter 2.
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5.1.2. Evaluation Protocol

All experiments use 5-fold stratified cross-validation to ensure robust performance.
Stratification preserves the class distribution (approximately 9% positive, 91% negative
in each fold, which is important given the strong class imbalance in the dataset.
Performance metrics are computed for each fold and then averaged to obtain the final
results.

The primary evaluation considers two scenarios: (1) classification with the default
threshold of 0.5, which provides a baseline to understand the discriminative ability
of each model-classifier combination’s; and (2) classification with threshold tuning
to achieve 95% recall, which reflects the practical requirements of systematic review
screening where missing relevant studies is costly.

5.2. Embedding Model Selection

As already discussed in Subsection 2.2.3, the embedding models can be categorized
into two categories: general-purpose models and domain-specific models.

A diverse set of 9 embedding models was selected for evaluation, in more detail,
4 general-purpose and 5 domain-specific ones. This selection allows for a systematic
comparison between models trained on broad web data and those specifically pre-
trained on biomedical/scientific literature.

5.2.1. Selected Models

Table 5.1 provides an overview of all embedding models used in this thesis.
The general-purpose models include two models from the Sentence Transform-

ers library: all-MiniLM-L6-v2, a lightweight model optimized for speed and effi-
ciency, and all-mpnet-base-v2, a higher-capacity model based on MPNet. Addi-
tionally, two OpenAI embedding models are included: text-embedding-3-small and
text-embedding-3-large, which represent the latest generation of OpenAI’s embed-
ding models4 and are accessed via its official API.

The domain-specific models include SPECTER2 [38] from Allen AI, designed specif-
ically for scientific paper embeddings; BiomedRoBERTa [17], a RoBERTa model pre-
trained on biomedical text; S-PubMedBERT-MS-MARCO [12], a PubMed-trained BERT

0OpenAI does not publicly disclose model sizes for their embedding models.
1This model was previously named “PubMedBERT (abstracts)”.
2The model was deployed locally on a server from the sebis chair at TUM and accessed via a custom

API for speed and performance reasons.
3Finetuned from the EmbeddingGemma architecture developed by Google [42].
4At the time of writing this thesis (January 2026)
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Model Category Dimensions Size Access Developer

all-MiniLM-L6-v2 General 384 22.7M Local Sentence-
Trans.

all-mpnet-base-v2 General 768 100M Local Sentence-
Trans.

text-embedding-3-small General 1,536 Not public1 API OpenAI

text-embedding-3-large General 3,072 Not public1 API OpenAI

specter2_base Scientific 768 ∼110M Local Allen AI

biomed_roberta_base Biomedical 768 ∼125M Local Allen AI

S-PubMedBERT-MS-
MARCO

Biomedical 768 ∼110M Local Pritam Deka

BiomedBERT-base2 Biomedical 768 ∼110M Local Microsoft

embeddinggemma-
300m-medical

Biomedical 768 300M Local3 Sentence
Transformers4

Table 5.1.: Overview of embedding models used in this thesis. Size = Number of
parameters; Access = whether the model runs locally or requires API access.

model fine-tuned on the MS-MARCO retrieval dataset; Microsoft’s BiomedBERT [16]
trained on PubMed abstracts; and embeddinggemma-300m-medical [34], a medical do-
main embedding model based on the Gemma architecture by Google.

The choice to include both API-based and locally-run models is due to practical
considerations: API models like OpenAI’s embeddings offer convenience and strong
performance but are subject to usage costs (though negligible for the dataset size of
5,747 records), while local models provide no per-query costs but require computational
resources.

5.3. Classifier Configurations

Three classical ML classifiers were selected for evaluation, each representing a different
approach to classification. These classifiers were introduced in Chapter 2 on a theoretical
level; this section describes the specific configurations used in the practical experiments.
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5.3.1. Logistic Regression

Logistic Regression serves as a strong linear baseline. The implementation uses a
pipeline that first applies standard scaling to normalize the embedding features (zero
mean, unit variance), followed by the classifier itself. The most important configuration
parameters are:

• solver="lbfgs": The L-BFGS optimization algorithm, a method that approx-
imates the inverse Hessian matrix using limited memory, making parameter
estimation efficient in machine learning models [28].

• max_iter=500: Maximum number of iterations for convergence, increased from
the default to ensure the optimizer converges on high-dimensional embeddings.

• class_weight="balanced": Automatically adjusts weights inversely proportional
to class frequencies, addressing the class imbalance in the dataset.

5.3.2. Linear Support Vector Machine (SVM)

The Linear SVM classifier uses LinearSVC wrapped in a calibration layer to pro-
duce probability estimates. Since standard SVM outputs only decision margins in-
stead of probabilities, CalibratedClassifierCV with sigmoid calibration [33] and
3-fold cross-validation is used to convert these margins into probability scores. The
class_weight="balanced" parameter is used to handle class imbalance.

5.3.3. XGBoost

XGBoost represents a more complex, non-linear approach based on gradient boosted
decision trees. The configuration uses:

• n_estimators=400: Number of boosting rounds (trees).

• max_depth=6: Maximum depth of each tree, controlling the model’s complexity.

• learning_rate=0.05: Step size shrinkage to prevent overfitting.

• subsample=0.8 and colsample_bytree=0.8: Row and column subsampling for
regularization.

• eval_metric="logloss": Binary cross-entropy loss for probability calibration.

Unlike the linear classifiers, XGBoost is able to capture non-linear interactions be-
tween embedding dimensions, which may be beneficial if the decision boundary
between included and excluded papers is not linearly separable in the embedding
space.
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5.4. Experiments

This section describes the experiments conducted to evaluate the embedding-classifier
combinations, including a comparison of normalized vs. unnormalized embeddings
and the fixed recall analysis.

5.4.1. Normalized vs. Unnormalized Embeddings

An initial experiment compared the effect of L2 normalization on embedding vectors.
Normalized embeddings have unit length, which can be beneficial for some classifiers
(particularly those using distance-based metrics such as cosine similarity [34, 27]) but
may remove magnitude information that could be useful for classification.

Both normalized and unnormalized versions of all embeddings were evaluated
across all three classifiers. Table 5.2 summarizes the differences in performance metrics
between the two approaches.

Statistic Accuracy Recall Precision Specificity

Mean difference −0.001 +0.008 −0.016 −0.001
Std. deviation 0.003 0.029 0.053 0.004
Min. difference −0.014 −0.042 −0.201 −0.013
Max. difference +0.005 +0.119 +0.031 +0.001

Table 5.2.: Differences in performance metrics between normalized and unnormalized
embeddings (normalized − unnormalized) across all 27 model-classifier
combinations. Positive values indicate normalized embeddings performed
better.

The results show that normalization has a negligible impact on performance. The
mean differences across all metrics are close to zero (less than 2 percentage points),
with accuracy and specificity showing basically no change.

Based on these findings, all following experiments use normalized embeddings, as
this is the more common practice in the literature [34] and provides consistent scaling
across different embedding models.

5.4.2. Fixed Recall Analysis

The main experiment evaluates all 27 model-classifier combinations under the constraint
of achieving 95% recall. For each combination, the classification threshold is tuned on
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the validation portion of each cross-validation fold to find the threshold that achieves
at least 95% recall, and then specificity and other metrics are measured at this point.

This evaluation directly takes into account the practical requirements of systematic
review screening: “given that we must identify at least 95% of relevant studies, how
much of the irrelevant workload can be eliminated?” The answer is captured by the
specificity metric, which indicates what proportion of irrelevant papers are correctly
excluded.

5.4.3. Recall-Precision Trade-off Analysis

For the best performing model-classifier combination (determined by highest specificity
at 95% recall), an additional analysis was carried out to evaluate how performance
behaves (degrades) as the recall target increases from 95% to 99% (see Figure 2.1). This
analysis provides practical information for those reviewers who may require different
recall levels depending on their tolerance for missing relevant studies.

The trade-off analysis evaluates recall targets of 95%, 96%, 97%, 98%, and 99%,
measuring specificity, precision, F1 score, and accuracy at each target level.

5.5. Results

5.5.1. Performance Comparison at Default Threshold

Table 5.3 presents the top-performing model-classifier combinations when using the
default classification threshold of 0.5. Results are sorted by ROC-AUC, which provides
an overall measure of discriminative ability independent of threshold choice.

Embedding Model Classifier ROC-AUC Recall Prec. Spec. Acc.

text-embedding-3-large LinearSVM 0.97 0.62 0.78 0.98 0.95
text-embedding-3-large LogReg 0.96 0.74 0.69 0.96 0.94
text-embedding-3-small XGBoost 0.96 0.42 0.82 0.99 0.94
specter2_base XGBoost 0.96 0.43 0.79 0.99 0.94
text-embedding-3-large XGBoost 0.96 0.50 0.84 0.99 0.94
text-embedding-3-small LinearSVM 0.96 0.56 0.75 0.98 0.94
specter2_base LinearSVM 0.95 0.49 0.72 0.98 0.94
S-PubMedBERT-MS-MARCO XGBoost 0.95 0.36 0.78 0.99 0.93

Table 5.3.: Top 8 model-classifier combinations (out of 27) ranked by ROC-AUC at
the default threshold of 0.5. All metrics are averaged across 5-fold cross-
validation. The complete results table is provided in Table B.1.

33



5. Embedding-Based Classification with ML

At the default threshold, the models achieve high specificity (96-99%) but relatively
low recall (36-74%). This setting favors precision over recall, which is not suitable for
systematic review screening where missing relevant studies is costly. However, the
high ROC-AUC scores (0.95-0.97) indicate strong discriminative ability, suggesting that
threshold adjustment can achieve higher recall without excessive loss of specificity.

5.5.2. Fixed Recall Evaluation (95% Target)

Table 5.4 presents the results when the classification threshold is tuned to achieve 95%
recall. This evaluation directly measures the workload reduction potential of each
approach.

Embedding Model Classifier Recall Spec. Prec. Acc. Thresh.

text-embedding-3-large LinearSVM 0.95 0.85 0.40 0.86 0.07
text-embedding-3-small LinearSVM 0.95 0.83 0.36 0.84 0.07
text-embedding-3-large XGBoost 0.95 0.82 0.37 0.83 0.01
text-embedding-3-small XGBoost 0.95 0.80 0.33 0.82 0.00
specter2_base XGBoost 0.95 0.80 0.33 0.82 0.01
all-mpnet-base-v2 XGBoost 0.95 0.80 0.33 0.81 0.01
all-mpnet-base-v2 LinearSVM 0.95 0.79 0.32 0.80 0.06
text-embedding-3-large LogReg 0.95 0.78 0.33 0.80 0.00

Table 5.4.: Top 8 model-classifier combinations at the fixed 95% recall target, ranked by
specificity. The threshold column shows the probability threshold used to
achieve the target recall. The complete results table is provided in Table B.2.

The best-performing combination is text-embedding-3-large with Linear SVM,
achieving 85% specificity at 95% recall. This means that while correctly identifying
95% of relevant studies, the classifier can correctly exclude 85% of irrelevant records,
representing a substantial workload reduction.

On the other hand, the threshold values required to achieve 95% recall are extremely
low (0.00-0.07), indicating that the classifiers must be very conservative to avoid missing
relevant studies. This is consistent with the class imbalance in the dataset, where the
prior probability of inclusion is only about 9%.

5.5.3. Recall-Precision Trade-off Analysis

Using the best-performing combination (text-embedding-3-large + Linear SVM),
Table 5.5 shows how performance metrics change as the recall target increases from
95% to 99%.
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Target Recall Achieved Recall Specificity Precision F1 Accuracy Threshold

95% 0.95 0.85 0.40 0.56 0.86 0.07
96% 0.96 0.84 0.39 0.55 0.85 0.06
97% 0.97 0.79 0.34 0.50 0.81 0.05
98% 0.98 0.75 0.31 0.47 0.77 0.04
99% 0.99 0.57 0.22 0.35 0.61 0.01

Table 5.5.: Performance metrics at different recall targets for the best-performing combi-
nation (text-embedding-3-large + LinearSVM).

The results reveal a steep degradation in specificity as recall approaches 99%. Moving
from 95% to 99% recall reduces specificity from 85% to 57%, meaning the workload
reduction benefit is nearly the half.
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Figure 5.1.: Impact of increasing target recall on model performance metrics for
text-embedding-3-large + LinearSVM. Higher recall targets lead to de-
creased accuracy, F1 score, and specificity, illustrating the trade-off between
capturing all relevant studies and excluding irrelevant ones.

5.5.4. General-Purpose vs. Domain-Specific Models

An unexpected finding is that general-purpose embedding models consistently outper-
formed domain-specific biomedical models in this evaluation. The top four combina-
tions at 95% recall all use OpenAI’s general-purpose embeddings, while biomedical-
specific models like BiomedBERT, BiomedRoBERTa, and embeddinggemma-300m-medical
rank in the lower half of the results.

Several factors may explain this finding:

• Model scale: OpenAI’s embedding models are likely trained on substantially
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more data and may have more parameters than the open-source biomedical
models, providing a better general representation quality.

• Task characteristics: The screening task may rely more on general language
understanding (identifying study designs, outcomes, populations etc.) than on
specialized biomedical terminology, thus favoring general-purpose models.

• Domain mismatch: The biomedical models may be optimized for different tasks
in the medical world than document-level classification, or may be trained on
different subdomains of biomedical literature than the systematic review topic of
the dataset (schizophrenia).

This finding aligns with the observations from Pilz et al. [32], who found that the
choice of text representation may be less critical than the overall pipeline design. It also
suggests that practitioners should not assume that domain-specific models will always
outperform general-purpose alternatives for screening tasks.

5.6. Summary

This chapter investigated embedding-based classification with traditional ML classifiers
for systematic review screening, addressing RQ2. The main findings are:

• The combination of text-embedding-3-large embeddings with a Linear SVM
classifier achieved the best performance, with 85% specificity at 95% recall. This
represents a potential workload reduction of 85% for irrelevant records while
maintaining high inclusion of relevant studies.

• Embedding normalization has negligible impact on classification performance,
with mean differences below 2 percentage points across all metrics.

• General-purpose embedding models (particularly OpenAI’s models) outper-
formed domain-specific biomedical models, suggesting that model quality and
scale may matter more than domain specialization for this task.

• The recall-specificity trade-off is steep at high recall levels: increasing the recall
target from 95% to 99% reduces specificity from 85% to 57%, nearly halving the
workload reduction benefit.

• Linear classifiers (Logistic Regression, Linear SVM) performed comparably or
better than XGBoost for most embedding models, suggesting that the embedding
representations are already well-suited for linear separation.
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These results demonstrate that embedding-based classification can achieve reliable
performance for systematic review screening, providing substantial workload reduction
while maintaining the high recall levels required for this task. The next chapter
investigates whether direct LLM classification through various prompting techniques
can achieve comparable or even better results.
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This chapter addresses RQ3 by evaluating how LLMs perform as direct classifiers for
systematic review screening. Unlike the embedding-based approach presented in the
previous chapter (which uses pre-trained models to generate feature representations
for traditional classifiers), this approach leverages the instruction-following capabilities
of LLMs to make include/exclude decisions directly through prompting itself.

6.1. Methodology

The methodology follows a straightforward pipeline: each title-abstract pair is fed into
an LLM, together with a prompt plus the screening criteria, and the model is asked
to return a classification decision. This approach requires no training data and relies
entirely on the model’s pre-trained knowledge and reasoning capabilities.

6.1.1. LLM Selection

A diverse set of 5 LLMs was selected for evaluation, representing different providers,
model sizes, and specializations. This selection enables comparison between general-
purpose commercial models and domain-specific open-source alternatives.

Model Version Provider Category Access Context
Window

GPT-5-mini gpt-5-mini-2025-08-07 OpenAI General API 400K tokens

GPT-5-nano gpt-5-nano-2025-08-07 OpenAI General API 400K tokens

Gemini 2.5 Flash gemini-2.5-flash Google General API 1M tokens

Gemini 2.5 Pro gemini-2.5-pro Google General API 1M tokens

MedGemma 27B medgemma-27b-text-it Google Biomedical Local 128K tokens

Table 6.1.: Overview of LLM models used for zero-shot classification. All models were
accessed between November 2025 and January 2026.

The general-purpose models include four different ones. From OpenAI, GPT-5-mini
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and GPT-5-nano represent the latest generation of reasoning models with different
cost-performance trade-offs. From Google, Gemini 2.5 Flash is optimized for speed
and efficiency, while Gemini 2.5 Pro offers higher capability at increased cost.

The domain-specific model is MedGemma 27B, a version of Google’s Gemma archi-
tecture that has been specifically fine-tuned for medical and biomedical applications
[36]. Unlike the API-based models, MedGemma was deployed locally on the infras-
tructure of the Software Engineering for Business Information Systems (sebis) chair
at the Technical University of Munich (TUM), accessed via a vLLM endpoint, which
eliminates all per-query API costs but requires dedicated computational resources.

6.1.2. Prompt Engineering with Screening Criteria

The prompt design follows established practices for LLM-based screening [13, 20]. It
consists of four components: (1) a role definition establishing the model as an expert
researcher, (2) the inclusion criteria, (3) the exclusion criteria, and (4) the title + abstract
of the paper to evaluate (with explicit instructions for the response format).

The complete prompt template used for all experiments is shown below:

You are an expert researcher conducting a systematic review.
Your task is to screen papers for inclusion/exclusion based on their title and
abstract.

INCLUSION CRITERIA:
{inclusion_criteria}

EXCLUSION CRITERIA:
{exclusion_criteria}

PAPER TO EVALUATE:
Title: {title}

Abstract: {abstract}

INSTRUCTIONS:
1. Carefully read the title and abstract
2. Evaluate whether this paper meets the inclusion criteria
3. Check if it meets any exclusion criteria
4. Make a decision: YES (include), NO (exclude), or UNCERTAIN

Respond with only: YES, NO, or UNCERTAIN

Listing 6.1: Zero-shot classification prompt template
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The screening criteria were developed specifically for the schizophrenia systematic
review dataset used in this thesis, together with a domain expert from the medical
field. The full inclusion and exclusion criteria provided to the LLMs can be found in
Appendix C.

In summary, the inclusion criteria specify eligible study designs (RCTs, CCTs, inter-
ventional studies), target populations (schizophrenia spectrum disorders, psychosis,
related conditions), and special interventions of interest (brain stimulation studies). The
exclusion criteria filter out animal studies, reviews, case reports, observational studies,
and populations outside the scope of this review.

6.1.3. Handling Uncertainty

The prompt explicitly allows models to respond with “UNCERTAIN” when the title
and abstract do not provide sufficient information to make a confident decision. This
three-class output (YES, NO, UNCERTAIN) reflects the reality of screening tasks by
human reviewers, where some papers genuinely fall into gray areas.

For evaluation purposes, UNCERTAIN responses are treated as positive (include)
decisions. This conservative approach aligns with the standard systematic review
practice: when in doubt, reviewers typically include borderline papers for full-text
screening rather than risk missing relevant studies [30]. The cost of a false positive
(reviewing an irrelevant paper at full-text stage) is substantially lower than the cost of a
false negative (missing a relevant study entirely).

This treatment means that the actual binary classification is defined as follows:

• YES → Include (positive)

• UNCERTAIN → Include (positive)

• NO → Exclude (negative)

The uncertain rate for each model is also reported to provide insight into how often
models are not confident in their decisions.

6.2. Zero-Shot Classification

Zero-shot classification refers to the model’s ability to perform the screening task
without any task-specific training examples. The model relies entirely on its pre-trained
knowledge and the instructions provided in the prompt to make its classification
decisions.
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6.2.1. Experimental Setup

The evaluation was conducted on the usual test set of 1,150 papers (20% of the full
dataset), reflecting the same class distribution as the original data: 106 included papers
(9.2%) and 1,044 excluded papers (90.8%). This test set is identical to the one used
for evaluating the embedding-based classifiers in the previous chapter (and in the
following ones), enabling direct comparison between approaches.

Each paper was processed independently through the classification pipeline:

1. The title and abstract were inserted into the prompt template, together with the
screening criteria.

2. The complete prompt was sent to each LLM via its respective API.

3. The model’s response was parsed to extract the classification decision (YES, NO,
or UNCERTAIN).

4. Token usage was recorded for cost analysis.

To improve throughput speed, classification requests were executed in parallel using
15 concurrent workers. All API-based models were called with default parameters.

6.2.2. Results and Model Comparison

Table 6.2 presents the classification performance of all five LLMs on the test set, with
UNCERTAIN responses treated as positive (include) decisions.

Model Recall Specificity Precision Accuracy Uncertain %

MedGemma 27B 0.91 0.96 0.68 0.95 0.0%
Gemini 2.5 Flash 0.87 0.95 0.63 0.94 0.4%
Gemini 2.5 Pro 0.80 0.96 0.68 0.95 1.6%
GPT-5-mini 0.78 0.97 0.73 0.95 1.9%
GPT-5-nano 0.64 0.97 0.67 0.94 3.4%

Table 6.2.: Performance metrics for zero-shot LLM classification on the test set (n=1,150).
UNCERTAIN responses are treated as positive. Best values in each column
are shown in bold.

The results reveal a trade-off between recall and specificity across models.
MedGemma 27B achieves the highest recall (0.91), correctly identifying 91% of
the relevant papers, while GPT-5-mini achieves the highest specificity (0.97), correctly
excluding 97% of irrelevant papers.
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The domain-specific MedGemma model outperforms all general-purpose models
in recall, suggesting that biomedical pre-training provides an advantage for under-
standing the small details of clinical trial descriptions and psychiatric terminology [16].
Interestingly, MedGemma also produces no UNCERTAIN responses, indicating high
confidence in its decisions.

Among the general-purpose models, there is a clear hierarchy: Gemini 2.5 Flash
achieves the second-highest recall (0.87), followed by Gemini 2.5 Pro (0.80) and GPT-
5-mini (0.78). GPT-5-nano shows the lowest recall (0.64), which is expected given its
smaller model size and lower computational cost.

Table 6.3 shows the distribution of raw decisions before mapping UNCERTAIN to
positive.

Model YES (%) NO (%) UNCERTAIN (%)

MedGemma 27B 12.3 87.7 0.0
Gemini 2.5 Flash 12.2 87.4 0.4
Gemini 2.5 Pro 9.3 89.1 1.6
GPT-5-mini 8.0 90.1 1.9
GPT-5-nano 5.4 91.2 3.4

Table 6.3.: Distribution of raw classification decisions across models. The true inclusion
rate in the test set is 9.2%.

The decision distributions provide additional insight into the models behaviors.
Models with higher recall (MedGemma, Gemini 2.5 Flash) tend to predict YES more
frequently, with inclusion rates of 12.2-12.3% compared to the true rate of 9.2%. On
the other hand, GPT-5-nano predicts YES for only 5.4% of papers, explaining its lower
recall.

42



6. Direct LLM Classification

Exclude Include
Predicted Label

Exclude

Include

Tr
ue

 L
ab

el

1013
(88.1%)

31
(2.7%)

23
(2.0%)

83
(7.2%)

GPT-5-mini

Exclude Include
Predicted Label

Exclude

Include

Tr
ue

 L
ab

el

999
(86.9%)

45
(3.9%)

10
(0.9%)

96
(8.3%)

MedGemma-27B

Figure 6.1.: Confusion matrices for the 2 best performing models (n=1,150). UNCER-
TAIN responses are treated as positive.

Cost Analysis

Table 6.4 presents the API costs for each model based on actual token usage during the
experiment.

Model Input Tokens Output Tokens Total Cost Cost per 1K Papers

GPT-5-nano 1,400 K 516 K $0.28 $0.24
Gemini 2.5 Flash 1,404 K 1.2 K $0.42 $0.37
GPT-5-mini 1,400 K 180 K $0.71 $0.62
Gemini 2.5 Pro 1,404 K 1.2 K $1.77 $1.54
MedGemma 27B 1,439 K 2.2 K - 1 - 2

Table 6.4.: Token usage and costs for classifying 1,150 papers. Costs are based on
December 2025 API pricing.

The costs are calculated based on the API pricing as of December 2025, shown in
Table C.1 in the appendix.

The cost analysis also reveals substantial differences between models. GPT-5-nano
is the most cost-effective API option at $0.24 per 1,000 papers, while Gemini 2.5 Pro
is the most expensive at $1.54 per 1,000 papers. MedGemma has no API costs since

2No API costs as the model runs locally on university infrastructure. Infrastructure and compute costs
are not included.
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it runs locally on the university infrastructure, though this does not account for the
infrastructure and compute resources required for deployment.

Furthermore, the output tokens vary significantly: GPT models produce more outputs
tokens (180K-516K tokens) compared to Gemini models (approximately 1,200 tokens).
This difference shows that the OpenAI models make use of reasoning tokens in their
responses (added to the output token count as stated on the API documentation), while
Gemini models provide more concise answers.

6.2.3. Reproducibility Analysis

A key concern with LLM-based classification is the reproducibility of results. LLMs can
have stochastic behavior, producing different outputs for identical inputs across runs.
To assess the consistency of the responses, multiple classification runs were conducted
on subsets of the test set.

Experimental Design

The two best performing models were selected for the reproducibility analysis:
MedGemma 27B and GPT-5-mini. For both models, 10 runs with 200 papers each were
conducted. For each run, the same papers were classified independently, and metrics
were computed.

Model Metric Mean Std. Dev. Runs Papers/Run

MedGemma 27B

Recall 0.95 0.00 10 200
Specificity 0.94 0.00 10 200
Precision 0.65 0.00 10 200
Accuracy 0.94 0.00 10 200

GPT-5-mini

Recall 0.83 0.08 10 200
Specificity 0.95 0.01 10 200
Precision 0.67 0.00 10 200
Accuracy 0.94 0.01 10 200

Table 6.5.: Mean and standard deviation of classification metrics across multiple runs.
Both models were configured with temperature=0.

The results in Table 6.5 demonstrate that both models achieve high reproducibil-
ity. MedGemma 27B shows zero variance across all 10 runs, producing identical
classifications for every paper in every run.

GPT-5-mini shows slightly higher variance, with a standard deviation of 0.08 for
recall.
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These findings indicate that LLM-based screening can achieve reproducible results,
particularly when using deterministic settings. For production deployments, setting
temperature=0 is recommended to ensure a consistent behavior.

6.3. Few-Shot Classification with Semantic Retrieval

The zero-shot results from the previous section demonstrate that LLMs can perform
screening tasks without any examples, but recall remains below the 95% target. This
section investigates whether providing the model with relevant examples can improve
classification performance. The approach combines few-shot prompting with semantic
retrieval: for each paper to be classified, the system retrieves semantically similar
papers from a vector database and includes them as examples (from the positive class
and the negative class) in the prompt.

6.3.1. Vector Database Architecture

The retrieval pipeline uses ChromaDB as the vector database, chosen for its simplicity
and native Python integration. The database stores all 5,747 papers from the dataset,
each represented by its embedding vector along with metadata (title, abstract, and
ground-truth label).

The embedding model used for the vector database is text-embedding-3-large
from OpenAI, the same model that achieved the best performance in the embedding-
based classification experiments (see Chapter 5), chosen exactly for this reason. All
embeddings are L2-normalized before storage to ensure consistent similarity compu-
tations. The database is configured to use cosine similarity as the distance metric for
nearest-neighbor retrieval.

For each paper to be classified, the system performs two separate similarity searches:
one filtered by INCLUDE labels and one filtered by EXCLUDE labels. This ensures
that the few-shot examples presented to the model are balanced between positive and
negative cases, regardless of the class distribution in the nearest neighbors.

6.3.2. Few-Shot Prompting Strategies

Four few-shot configurations were evaluated, in addition to the zero-shot baseline3:

a) 1-shot: 1 example per category (2 total: 1 INCLUDE + 1 EXCLUDE), selected by
similarity.

3The zero-shot results in this section show minor variations from Table 6.2 due to run-to-run variance in
the API responses. GPT-5-mini achieved 0.80 recall here compared to 0.78 in the previous experiment.
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b) 2-shot: 2 examples per category (4 total: 2 INCLUDE + 2 EXCLUDE), selected by
similarity.

c) 2-shot-random: 2 examples per category (4 total: 2 INCLUDE + 2 EXCLUDE),
selected randomly instead of by similarity.

d) 4-shot-no-criteria: 4 examples per category (8 total: 4 INCLUDE + 4 EXCLUDE),
selected by similarity, but with inclusion/exclusion criteria removed from the
prompt.

The similarity-based selection (a, b, d) retrieves the most semantically similar papers
to the input paper from each label category. The random selection strategy (c) serves as
an experiment to determine whether semantic similarity in example selection provides
any advantage over random examples.

The 4-shot-no-criteria configuration (d) tests whether a model can learn the screening
task purely from the examples, without the explicit include/exclude criteria. This
simulates, for instance, a scenario where detailed inclusion/exclusion criteria are
unavailable or difficult to formulate, but labeled examples exist from previous screening
decisions.

6.3.3. Results: Zero-Shot vs. Few-Shot Comparison

The experiments were conducted on the same test set of 1,150 papers used for zero-shot
evaluation and in all other research questions. Two models were selected for the few-
shot experiments: GPT-5-mini and MedGemma 27B. These models were chosen based
on their strong zero-shot performance and contrasting behaviors observed previously.

GPT-5-mini Results

Table 6.6 presents the performance of GPT-5-mini across all prompting strategies.

Strategy Recall Specificity Precision Accuracy Uncertain %

4-shot-no-criteria 0.92 0.76 0.28 0.78 0.2%
1-shot 0.86 0.97 0.75 0.96 1.7%
2-shot 0.86 0.97 0.72 0.96 2.1%
2-shot-random 0.82 0.97 0.75 0.96 1.9%
0-shot 0.80 0.97 0.73 0.95 2.7%

Table 6.6.: Performance of GPT-5-mini across different prompting strategies. Best values
in each column are shown in bold.
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For GPT-5-mini, few-shot prompting with similarity-based examples improves recall
compared to zero-shot. The 1-shot and 2-shot strategies both achieve 0.86 recall (up
from 0.80 in zero-shot), while maintaining the same high specificity of 0.97. This
represents a 6 percentage point improvement in recall without sacrificing the ability
to exclude irrelevant papers, consistent with prior findings that few-shot prompting
outperforms zero-shot approaches for screening tasks [20].

The 4-shot-no-criteria configuration achieves the highest recall (0.92) but at a substan-
tial cost to specificity, which drops to 0.76. This suggests that without explicit criteria,
the model becomes more inclusive but less discriminating, predicting more papers as
relevant. The low precision (0.28) confirms this behavior.

Comparing similarity-based and random example selection (2-shot vs. 2-shot-
random), similarity-based selection provides a modest advantage: 0.86 vs. 0.82 recall,
with identical specificity. This indicates that semantically relevant examples do help
the model make better decisions.

MedGemma 27B Results

Table 6.7 presents the performance of MedGemma 27B across all prompting strategies.

Strategy Recall Specificity Precision Accuracy Uncertain %

0-shot 0.91 0.96 0.68 0.95 0.0%
4-shot-no-criteria 0.88 0.52 0.16 0.55 0.0%
2-shot 0.87 0.84 0.35 0.84 0.0%
1-shot 0.86 0.91 0.49 0.91 0.0%
2-shot-random 0.82 0.90 0.44 0.89 0.0%

Table 6.7.: Performance of MedGemma 27B across different prompting strategies. Best
values in each column are shown in bold.

MedGemma 27B shows a different pattern: zero-shot achieves the best overall per-
formance, and adding few-shot examples actually degrades both recall and specificity.
The zero-shot configuration achieves 0.91 recall with 0.96 specificity, while the best
few-shot configuration (2-shot) only reaches 0.87 recall with 0.84 specificity.

This (counterintuitive) result suggests that MedGemma’s domain-specific pre-training
already provides a strong basis for biomedical screening tasks. Adding examples
may introduce noise or conflicting signals that interfere with the model’s internal
representations. The 4-shot-no-criteria configuration performs particularly poorly (0.52
specificity), indicating that without explicit criteria, MedGemma struggles to generalize
from examples alone.
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As with GPT-5-mini, similarity-based selection performs better than random selection
(0.87 vs. 0.82 recall for 2-shot), confirming that when few-shot examples are used, their
semantic relevance matters.

6.3.4. Cost Analysis

In order to evaluate a strategy at 360 degrees (not only in terms of tecnhical metrics but
also in terms of scalability and similar non-functional requirements), other aspects such
as cost must be considered. The few-shot pipeline introduces additional costs compared
to zero-shot classification: the main cost being due to longer prompts because of the
examples, and some minor computational overhead for embedding generation and
similarity search. Table 6.8 presents the API costs for GPT-5-mini across the different
strategies. MedGemma costs are not included as the model runs locally on university
infrastructure with no per-query API costs4.

Strategy Cost per 1K Papers

0-shot $0.62
1-shot $0.91
2-shot $1.24
2-shot-random $1.16
4-shot-no-criteria $2.09

Table 6.8.: GPT-5-mini API costs across prompting strategies. Costs are based on
December 2025 pricing.

The cost increases roughly linearly with the number of examples: 1-shot costs
approximately 47% more than zero-shot, and 2-shot costs approximately 100% more.
The 4-shot-no-criteria configuration is the most expensive at $2.09 per 1,000 papers,
more than three times the zero-shot cost.

For GPT-5-mini, the 1-shot strategy offers the best cost-performance trade-off: it
achieves a 6 percentage point recall improvement over zero-shot (0.86 vs. 0.80) for only
$0.29 additional cost per 1,000 papers. The 2-shot strategy provides no additional recall
benefit over 1-shot but costs $0.33 more per 1,000 papers, making it less cost-effective.

4As noted in Subsection 6.1.1, infrastructure and compute costs for self-hosted models are not included
in this analysis.
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6.4. Summary and Overall Findings

This chapter investigated direct LLM classification for systematic review screening,
addressing RQ3. The evaluation covered zero-shot prompting, few-shot prompting
with semantic retrieval for the selection of example papers, and different example
selection strategies. The main findings are:

• GPT-5-mini benefits from few-shot prompting: recall improves from 0.80 (zero-
shot) to 0.86 (1-shot, 2-shot) while maintaining high specificity.

• MedGemma 27B performs best with zero-shot: its domain-specific training
appears sufficient, and few-shot examples degrade performance.

• Removing explicit criteria increases recall, but substantially reduces speci-
ficity, making this strategy impractical for screening tasks that require balanced
performance.

• Similarity-based example selection outperforms random selection for both
models, with a consistent 4-5 percentage point advantage in recall.

• All configurations remain below the 95% recall target: the highest recall achieved
was 0.92 (GPT-5-mini with 4-shot-no-criteria), but at the cost of 0.76 specificity.
Configurations with acceptable specificity (above 0.90) achieved at most 0.91
recall.

Compared to the embedding-based approach from the previous chapter, LLM classifi-
cation offers the advantage of requiring no training data nor threshold tuning. However,
even with few-shot prompting enhanced by semantic retrieval, the recall levels achieved
(0.80-0.92) are generally lower than what can be achieved with threshold-tuned embed-
ding classifiers (0.95 at 85% specificity).

The next chapter looks into a hybrid approach that combines LLM-based feature
extraction with traditional ML classification (random forests), aiming to leverage the
strengths of both approaches.
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This chapter addresses RQ4 by presenting a hybrid approach that combines LLM-based
feature extraction with traditional ML classification (with random forests). Unlike the
direct LLM classification explored in the previous chapter (where models make binary
include/exclude decisions), this approach uses an LLM to generate structured binary
features from titles and abstracts, which are then used as input for a Random Forest
classifier. The goal is to leverage the semantic understanding capabilities of LLMs to
create labeled input data, while benefiting from the threshold-tuning flexibility and
interpretability of traditional ML methods.

7.1. LLM-Based Feature Extraction Pipeline

The core idea of this approach is to transform the unstructured text of titles and
abstracts into a structured feature vector by asking an LLM a series binary of yes/no
questions about each paper. Each question corresponds to a specific inclusion or
exclusion criterion, and the model’s response becomes a binary feature. This process
can be viewed as a form of automated data labeling, where the LLM annotates each
paper following some screening criteria defined by the researchers.

7.1.1. Question Design for Feature Extraction

The feature extraction process relies on a carefully designed set of 29 questions (the full
list with complete question text is provided in Appendix D), developed in collaboration
with the same domain expert from the medical field who contributed to the screening
criteria in the previous chapter. Each question is formulated to obtain a binary response
(YES, NO, or UNSURE) from the LLM based purely on the paper’s title and abstract.

The questions are categorized into two groups based on their relationship with the
inclusion decision:

• Inclusion questions (I-features): 17 questions designed to identify characteristics
that suggest a paper should be included. A YES response to these questions
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indicates that the paper could be relevant. These cover study design aspects (e.g.,
“Does the paper describe a randomized controlled trial?”), target populations
(e.g., “Does the study include participants with schizophrenia or schizophrenia
spectrum disorders?”), and special interventions of interest (e.g., “Does the
study involve brain stimulation techniques targeting schizophrenia-spectrum
populations?”).

• Exclusion questions (E-features): 12 questions designed to identify characteristics
that suggest that a paper should be excluded. A YES response to these questions
indicates that a paper should be excluded. These cover study designs (e.g., “Is this
an animal study conducted exclusively on animals?”, “Is this a systematic review
or meta-analysis?”) and populations (e.g., “Does the study focus exclusively on
affective psychosis without including non-affective psychotic disorders?”).

7.1.2. Data Labeling Pipeline

The data labeling pipeline processes each paper through the LLM to generate binary
features. For the 5,747 papers in the dataset and 29 questions, this results in a total of
166,663 individual LLM API calls.

Prompt Structure

Each API call uses a structured prompt consisting of these three components:

a) System message: A fixed instruction establishing the model’s role as a systematic
review screening assistant. This message specifies that the model should respond
with exactly one word: YES, NO, or UNSURE.

b) First user message: The paper’s title and abstract, provided as context for all
questions about that paper.

c) Second user message: The specific question to be answered, along with a re-
minder about the expected response format.

The prompt template is shown below:

[System]
You are a systematic review screening assistant.
Your task is to determine if a paper meets specific inclusion or exclusion
criteria based on its title and abstract.
You must answer with ONLY one word: YES, NO, or UNSURE (only if you are really
uncertain).
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Do not provide any explanation or additional text.

[First User Message]
Title: {title}

Abstract: {abstract}

[Second User Message]
Task: according to the paper’s title and abstract, answer the following
question.
Only answer with YES, NO or UNSURE (just if you are really unsure). Nothing
else.

Question: {question_text}

Listing 7.1: Prompt structure for feature extraction

The LLM used for all feature extraction was GPT-5-mini (gpt-5-mini-2025-08-07),
the same model evaluated for direct classification in the previous chapter.

Handling UNSURE Responses

The prompt explicitly allows the model to respond with UNSURE when the title and
abstract do not provide sufficient information to answer a question confidently. This
three-class output reflects the reality that some papers actually contain ambiguous or
incomplete information.

For the following Random Forest classification, UNSURE responses are treated as
YES (mapped to 1). This conservative approach aligns with the principle in systematic
review screenings of prioritizing recall: when uncertain about whether a criteria is met,
it is safer to assume it is indeed met, thus avoiding the exclusion of potentially relevant
papers1

Across all 166,663 responses, the distribution was: 84% NO, 10% YES, and 6% UN-
SURE. The relatively low UNSURE rate suggests that most questions could be answered
with reasonable confidence based on the available title and abstract information.

7.1.3. Prompt Caching and Parallelization

Processing 166,663 API calls requires careful optimization to balance processing time,
cost, and API rate limits. The pipeline implements a two-level strategy that maximizes
efficiency while preserving the benefits of prompt caching.

1This is consistent with the handling of UNCERTAIN responses in the direct LLM classification approach
described in Subsection 6.1.3.
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Prompt Caching Mechanism

Modern LLM APIs (including OpenAI’s) implement prompt caching natively, where
repeated prefixes in prompts are cached and reused, reducing both latency and cost.
The prompt structure described above is specifically designed to take advantage of this
feature:

• The system message remains identical across all 166,663 calls, making it a great
candidate for caching at the API level.

• The first user message (title + abstract) remains constant across all 29 questions
for a given paper. By processing all questions for one paper sequentially before
moving to the next paper, the title and abstract can be cached and reused for 29
consecutive calls.

• Only the second user message (the specific question from the list of 29) changes
between calls for the same paper.

This structure means that for 28 out of every 29 calls (approximately 97%), the
majority of the prompt (system message + title + abstract) is already cached, resulting
in reduced input token costs and faster response times.

Parallelization Strategy

To maximize throughput while preserving prompt caching benefits, the pipeline uses a
hybrid sequential-parallel approach:

• Sequential within papers: All 29 questions for a single paper are processed se-
quentially. This ensures that the title and abstract remain in the cache throughout
the processing of that paper.

• Parallel across papers: Multiple papers are processed simultaneously using a
thread pool with 20 concurrent workers. Each worker handles one paper at a
time, processing all its questions sequentially before moving to the next paper.

This approach provides a balance: the sequential processing within papers preserves
caching benefits (reducing costs), while the parallel processing across papers maintains
high throughput (reducing overall processing time).

7.1.4. Cost Analysis

The complete feature extraction pipeline for 5,747 papers required 166,663 API calls to
GPT-5-mini. Table 7.1 summarizes the token usage and costs.
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Metric Value

Total API calls 166,663

Total input tokens 101.6M
Total output tokens 14.7M

Average input tokens per call 609
Average output tokens per call 88

Total cost $54.75
Average cost per paper (29 questions) $0.0095
Cost per 1,000 papers $9.53

Table 7.1.: Token usage and costs for the complete feature extraction pipeline using
GPT-5-mini. Costs are based on December 2025 API pricing (see Table C.1).

7.2. Random Forest Classification

With the 29 binary features extracted by the LLM, the next step is to train a classifier
to predict whether each paper should be included or excluded. Random Forest was
chosen for this task due to its ability to handle binary features effectively, its robustness
to overfitting, and its interpretability through feature importance analysis [4].

Table 7.2 shows an example of the resulting dataset structure, where each paper is
represented by a row of binary features (0s or 1s) obtained by the LLM.

paper_id label I1 I2 ... I17 E1 E2 ... E12

0 0 0 0 ... 0 0 0 ... 0
1 1 1 0 ... 1 0 0 ... 0
2 1 1 0 ... 1 0 0 ... 0
3 1 1 0 ... 1 0 0 ... 0
4 0 0 0 ... 0 0 1 ... 0

Table 7.2.: Example rows from the processed dataset showing paper ID, ground-truth
label (0=excluded, 1=included, unsure), and binary features derived from
LLM responses. The full dataset contains 5,747 rows and 29 feature columns.

7.2.1. Model Training and Cross-Validation

The dataset was split following the same protocol used throughout this thesis: 60%
for training, 20% for validation, and 20% for testing. Stratified sampling was used
to preserve the class distribution (approximately 9% included, 91% excluded) across
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all splits. A fixed random seed was used for reproducibility, consistent with all other
experiments in this thesis.

Classifier Configuration

The initial Random Forest classifier was configured with the following parameters:

• n_estimators=500: The number of decision trees in the forest. A higher number
generally improves performance and stability at the cost of increased computation
time [24].

• class_weight="balanced": Automatically adjusts weights inversely proportional
to the class frequencies, addressing the heavy class imbalance in the dataset where
excluded/included papers have approximately a 10:1 ratio.

• max_depth=None: Trees are expanded until all leaves are pure (no samples left to
split) or contain fewer than the minimum samples required to split. This allows
the model to capture complex patterns in the data.

• min_samples_split=2 and min_samples_leaf=1: Default values that allow maxi-
mum tree depth.

• n_jobs=-1: Utilizes all available CPU cores for parallel tree training.

Cross-Validation Results

Model performance was evaluated using 5-fold stratified cross-validation on the training
set. Table 7.3 presents the average metrics across all folds.

Metric Mean (5-fold CV)

Recall 0.79
Specificity 0.97
Accuracy 0.96
Precision 0.74

Table 7.3.: Cross-validation results for the initial Random Forest classifier on the training
set (n=3,447).

The cross-validation results show strong overall performance, with 79% recall and
97% specificity. However, the recall of 79% is well below the 95% target required for
systematic review screening.
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Initial Test Set Results

Evaluating the default classifier on the test set (n=1,150) yielded the results shown in
Table 7.4.

Metric Test Set

Recall 0.81
Specificity 0.97
Accuracy 0.95
Precision 0.72

Table 7.4.: Test set results for the Random Forest classifier with default threshold (0.5).

The test set results are consistent with cross-validation, confirming that the model
generalizes well. The recall of 81%, still below the 95% target, indicates that some
further tweaking and optimizations are needed.

7.2.2. Hyperparameter Tuning

To improve model performance, systematic hyperparameter tuning was conducted
using both Grid Search and Randomized Search strategies. Both approaches used
5-fold stratified cross-validation and were optimized for recall.

Grid Search

Grid Search exhaustively evaluates all possible combinations of specified hyperparame-
ter values. The search space included:

• n_estimators: [100, 200, 500]

• max_depth: [None, 10, 20]

• min_samples_split: [2, 4]

• min_samples_leaf: [2, 3]

• bootstrap: [True, False]

This resulted in 72 parameter combinations, each evaluated with 5-fold cross-
validation (360 total model fits). On the test set, the best configuration achieved
a recall of 0.91 recall, 0.62 precision and 0.94 specificity with the following param-
eters: bootstrap=False, max_depth=10, min_samples_leaf=3, min_samples_split=2,
n_estimators=200.
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Randomized Search

Randomized Search samples parameter combinations randomly from specified distri-
butions, which can be more efficient than exhaustive search when the parameter space
is large. The search evaluated 40 random combinations from a similar parameter space:

• n_estimators: [100, 200, 350, 500]

• max_depth: [None, 5, 10, 15, 20]

• min_samples_split: [2, 3, 4]

• min_samples_leaf: [2, 3, 4, 5]

• bootstrap: [True, False]

The best configuration from Randomized Search achieved a slightly higher recall
of 0.92, precision of 0.61 and specificity of 0.94 with parameters: bootstrap=False,
max_depth=None, min_samples_leaf=4, min_samples_split=3, n_estimators=100.

Table 7.5 summarizes the best configurations and test set performance for both search
strategies.

Parameters Metrics

Method n_est. max_depth min_split min_leaf bootstrap Recall Spec.

Grid Search 200 10 2 3 False 0.91 0.94
Random Search 100 None 3 4 False 0.92 0.94

Table 7.5.: Comparison of best configurations from Grid Search and Randomized Search.
In bold, the best value for each metric.

Since Randomized Search produced slightly better recall, the model from this config-
uration was selected for the following threshold tuning.

7.2.3. Threshold Optimization for High Recall

Even with optimized hyperparameters, the default classification threshold of 0.5 does
not achieve the 95% recall target. Following the same methodology used in previous
chapters, threshold tuning was performed on the validation set to find the optimal
decision boundary.
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Threshold Analysis

Table 7.6 shows the performance metrics at different probability thresholds, evaluated
on the validation set.

Threshold Recall Specificity Accuracy Precision

0.05 0.99 0.59 0.63 0.20
0.10 0.99 0.81 0.83 0.35
0.15 0.99 0.86 0.87 0.42
0.20 0.99 0.91 0.91 0.52
0.25 0.99 0.93 0.93 0.58
0.30 0.99 0.93 0.94 0.60
0.35 0.99 0.94 0.94 0.62
0.40 0.99 0.95 0.95 0.66
0.45 0.99 0.95 0.96 0.68
0.50 0.95 0.96 0.96 0.69

Table 7.6.: Performance metrics at different classification thresholds on the validation
set. The threshold of 0.50 achieves 95%+ recall with the highest specificity.

Figure 7.1 visualizes the trade-off between different metrics as the decision threshold
varies. The x-axis is reversed to show that lowering the threshold increases recall but
decreases specificity and precision.

The analysis reveals that a threshold of 0.50 (which corresponds to the default
classification threshold) achieves the target of 95%+ recall (95.3%) while maximizing
specificity (95.6%). Lower thresholds achieve higher recall (up to 99.1%) but at the cost
of reduced specificity, precision, and accuracy.
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Figure 7.1.: Performance metrics as a function of the decision threshold on the valida-
tion set. The vertical dashed line indicates the selected threshold of 0.50,
which achieves 95%+ recall while maximizing specificity. Lower thresholds
increase recall but substantially reduce specificity, precision and accuracy.

Final Test Set Evaluation

Using the selected threshold of 0.50, the final evaluation on the test set yielded the
results shown in Table 7.7.

Metric Value

Recall 91.5%
Precision 60.6%
Accuracy 93.7%
Specificity 94.0%

Workload Reduction 86.1%
Papers to review 160 out of 1,150

Table 7.7.: Final test set results using the optimized Random Forest model with thresh-
old=0.50.

The final model achieves 91.5% recall and 94% specificity on the test set. While the
recall falls slightly below the 95% target observed on the validation set, the model
successfully identifies the majority of the relevant papers while excluding 94% of the
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irrelevant ones. This translates to a workload reduction of 86.1%, meaning that instead
of manually screening all 1,150 papers, reviewers would only need to examine 160
papers predicted as positive.
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Figure 7.2.: Confusion matrix for the final Random Forest model at threshold=0.50 on
the test set (n=1,150).

7.3. Feature Quality Analysis

Before exploring strategies to improve the model’s performance, it is important to
analyze the quality of the LLM-generated features. This analysis examines two aspects:
whether features correlate with labels as expected (based on their design as inclusion
or exclusion indicators), and how often the LLM responded with UNSURE for each
feature.

7.3.1. Feature Correlation with Labels

The 29 features were designed with specific expectations about their relationship to
the inclusion decision: I-features (inclusion questions) should correlate positively with
inclusion (YES responses indicate papers that should be included), while E-features
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(exclusion questions) should correlate negatively with inclusion (YES responses indicate
papers that should be excluded).

To verify these expectations, Pearson correlation coefficients were computed between
each binary feature and the ground-truth label. Table 7.8 shows the E-features that
showed unexpected positive correlations with inclusion.

ID Question (abbreviated) Correlation

E4 Retraction notice without substantive content? +0.048
E12 Administrative retraction notice? +0.045
E10 Brain stimulation targeting only mood disorders? +0.013
E9 Focus exclusively on affective psychosis? +0.005

E11 Relatives/caregivers of non-psychotic conditions? +0.002
E7 Qualitative study without any assigned intervention? +0.001

Table 7.8.: E-features showing positive correlation with inclusion instead of the expected
negative correlation. Full question text is available in Appendix D.
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Figure 7.3.: Correlation of I-features and E-features with the inclusion label. I-features
should show positive correlation, while E-features should show negative
correlation. In red are the 6 E-features with unexpected positive correlation.

Six out of 12 E-features show positive (though small) correlations with inclusion,
contrary to their intended design. While the correlations are weak (all below 0.05), this
suggests that YES responses to these questions do not reliably indicate papers that
should be excluded. These features may introduce noise rather than useful signal for
classification.
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7.3.2. UNSURE Rate Analysis

The frequency of UNSURE responses provides insight into which questions are difficult
for the LLM to answer confidently based on title and abstract alone. High UNSURE
rates may indicate ambiguous question formulations, difficulty in extracting certain
information from abstracts, or features that are less reliable for classification.

Table 7.9 shows the features with UNSURE rates exceeding 15%.

ID Question (abbreviated) UNSURE Rate

I9 Participants experiencing persistent hallucinations? 39.9%
I14 Dual diagnosis (psychotic + substance use disorder)? 32.1%
I6 Participants with schizoaffective disorder? 25.3%
I7 Participants with schizophreniform disorder? 17.7%

Table 7.9.: Features where the LLM responded UNSURE more than 15% of the time,
indicating potential difficulty in extracting this information from titles and
abstracts. Full question text is available in Appendix D.

Four features have UNSURE rates above 15%, with I9 (persistent hallucinations)
reaching almost 40%. These high rates suggest that certain clinical details are often
not explicitly stated in paper abstracts, making it difficult for the LLM to provide
confident answers. Since UNSURE responses are mapped to YES (treating uncertainty
conservatively), high UNSURE rates may reduce the discriminative power of these
features.

7.3.3. Contradictory Observations

An additional data quality issue was identified during the analysis: some papers with
identical feature vectors have different ground-truth labels. This occurs when two or
more papers receive exactly the same YES/NO responses across all 29 questions, yet
one is labeled as included while another is labeled as excluded.

Analysis revealed that 1,489 out of 5,747 papers (25.9%) share identical feature
vectors with papers that have different labels. For instance, multiple papers may have
all features set to 0 (all NO responses), yet some are labeled as included while others are
excluded. This indicates that the 29 binary features do not fully capture the information
that human reviewers use when making screening decisions.

These contradictory observations represent an actual upper bound on classification
accuracy: no classifier can perfectly separate papers with identical features but different
labels. Strategies for handling this issue are discussed in Section 7.4.
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7.4. Advanced Strategies

Based on the feature quality analysis, several strategies were explored to improve
classification performance and reduce costs. This section examines feature filtering for
cost optimization (when labeling the data via LLMs) and oversampling techniques for
handling class imbalance.

7.4.1. Feature Filtering for Cost Savings

The feature quality analysis identified two types of potentially problematic features: (1)
E-features with unexpected positive correlation with inclusion, and (2) features with
high UNSURE rates (>15%). Removing these features could reduce noise in the model
while also reducing the cost of the feature extraction pipeline, since fewer questions
need to be asked per paper.

A total of 10 features were identified for removal:

• 6 E-features with positive correlation: E4, E7, E9, E10, E11, E12

• 4 features with >15% UNSURE rate: I6, I7, I9, I14

This reduces the feature set from 29 to 19 features. A new Random Forest model was
trained using only the filtered features, with the same hyperparameters and threshold
(0.50) as the full model.

Table 7.10 compares the performance of the full and filtered feature sets on the test
set.

Metric All Features (29) Filtered Features (19) Difference

Recall 91.5% 91.5% 0.0%
Precision 60.6% 60.2% -0.4%
Accuracy 93.7% 93.7% 0.0%
Specificity 94.0% 93.9% -0.1%

Table 7.10.: Performance comparison between the full feature set (29 features) and the
filtered feature set (19 features) on the test set.

The filtered model achieves virtually identical performance to the full model, with
no change in recall and only a 0.4 percentage point decrease in precision. This suggests
that the removed features contributed little to none discriminative power.

The key benefit of feature filtering is cost reduction. With 10 fewer questions per
paper, the feature extraction cost decreases proportionally:
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• Cost per 1,000 papers (all 29 features): $9.53

• Cost per 1,000 papers (filtered 19 features): $6.14

• Cost savings: $3.39 per 1,000 papers (35.6% reduction)

This demonstrates that feature filtering can substantially reduce operational costs
without sacrificing classification performance at all, improving the scalability and
affordability of this approach for large-scale systematic reviews.

7.5. Handling Class Imbalance and Improving Recall with
SMOTE

The severe class imbalance in the dataset (9% included vs. 91% excluded) is a challenge
for classifier training. While the class_weight="balanced" parameter helps, more
sophisticated techniques may further improve performance, particularly for recall.

Synthetic Minority Over-sampling Technique (SMOTE) addresses class imbalance by
generating synthetic examples of the minority class [8]. Rather than simply duplicating
existing minority samples, SMOTE creates new synthetic samples by interpolating
between existing minority class examples and their k-nearest neighbors in feature
space. This approach has been shown to improve classifier performance on imbalanced
datasets. [8].

Methodology

To evaluate the effect of SMOTE, the following pipeline was implemented:

a) Training data cleaning: The training data was cleaned using a “majority label”
strategy for contradictory observations. For feature patterns with conflicting
labels, only papers matching the majority label for that pattern were retained.
This removed 95 papers from training (4,597 → 4,502), reducing noise from these
conflicts.

b) SMOTE application: SMOTE was applied to the cleaned training data with
k_neighbors=3, generating synthetic included papers until the classes were bal-
anced (50%/50%).

c) Model training: A Random Forest classifier with the optimized hyperparameters
(from the previous section) was trained on the SMOTE-augmented data.
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d) Threshold tuning: The classification threshold was tuned on the original (unaug-
mented) validation set to achieve 95%+ recall.

Importantly, SMOTE was applied only to the training data; the validation and test
sets remained unchanged to ensure realistic evaluation on the original data distribution.

Results

Table 7.11 compares the baseline approach (without SMOTE) to the SMOTE-augmented
approach.

Approach Train Imbalance Recall Spec. Acc. Prec. Thres.

Baseline (no SMOTE) 9.2% included 91.5% 94.0% 93.7% 60.6% 0.50
Clean Train + SMOTE 50.0% included 95.3% 95.0% 95.0% 64.5% 0.35

Table 7.11.: Comparison of baseline and SMOTE-augmented approaches on the test set.
Train Imbalance shows the percentage of included papers in the training
set before and after SMOTE balancing.

The SMOTE-augmented approach achieves a 3.8 percentage point improvement in
recall (91.5% → 95.3%), reaching the 95% target that the baseline model could not
achieve. Additionally, precision improved by 3.9 percentage points (60.6% → 64.5%),
indicating that the model benefits from the more balanced training distribution.

The improved recall translates to fewer missed relevant papers: on the test set,
the baseline model missed 9 included papers (false negatives), while the SMOTE
model missed only 5. For a systematic review where missing relevant studies can bias
conclusions, this improvement is meaningful.

7.6. Summary

This chapter investigated a hybrid approach combining LLM-based feature extraction/-
data labeling with Random Forest classification for systematic review screening, ad-
dressing RQ4. The approach transforms unstructured title-abstract pairs into structured
binary features through targeted questions passed to a LLM, then applies traditional
ML classification with threshold tuning and further optimizations.

Table 7.12 summarizes the performance of the different configurations explored in
this chapter.
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Config. N. Features Recall Specificity Accuracy Precision Cost/1K papers

Baseline1 29 91.5% 94.0% 93.7% 60.6% $9.53
Filtered2 19 91.5% 93.9% 93.7% 60.2% $6.14
SMOTE3 19 95.3% 95.0% 95.0% 64.5% $6.14

Table 7.12.: Summary of different configurations for the hybrid LLM + Random Forest
approach. All results on the test set (n=1,150).
1Original/baseline configuration.
2Filtered features (no SMOTE).
3SMOTE-augmented configuration with cleaned training data.

The main findings are:

• The hybrid approach successfully combines LLM semantic understanding with
traditional ML flexibility, achieving 91.5% recall and 94.0% specificity with the
baseline configuration, representing an 86% workload reduction.

• Feature quality analysis revealed that 6 out of 12 E-features showed unexpected
positive correlation with inclusion, and 4 features had UNSURE rates exceeding
15%. Additionally, 25.9% of papers had identical features but different labels,
highlighting the limitations of binary feature representation.

• SMOTE oversampling combined with training data cleaning improves recall
from 91.5% to 95.3%, meeting the 95% recall target. This also improved precision
from 60.6% to 64.5%, demonstrating that addressing class imbalance benefits both
metrics.

• Feature filtering can reduce costs by 35.6% (from $9.53 to $6.14 per 1,000 papers)
by removing features with poor correlation or high uncertainty, without sacrificing
classification performance.

• The cost of processing 1,000 papers with the hybrid approach ($9.53, or $6.14
with filtering) is substantially higher than direct LLM classification ($0.24–$1.54).
However, this cost covers only the data labeling step; the actual classification is
performed by the Random Forest, which provides threshold tuning flexibility
and interpretable feature importance analysis that the “black-box” direct LLM
classification cannot offer.
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8. Benchmarking and Comparative
Evaluation

This chapter provides a unified comparison of the three approaches investigated in this
thesis for automating TIAB screening: embedding-based classification with traditional
ML (RQ2), direct LLM classification (RQ3), and the hybrid LLM feature extraction
with Random Forest classification (RQ4). Each approach is first summarized with
its best-performing configuration, followed by benchmark of all 3 approaches that
examines performance at fixed recall targets, cost-performance trade-offs as well as
scalability considerations.

8.1. RQ2: Embedding-Based Classification Performance

8.1.1. Method Summary

The embedding-based approach (detailed in Chapter 5) uses pre-trained transformer
models to convert titles and abstracts into dense vector representations, which are
then used as input features for classical ML classifiers. The pipeline consists of text
preparation, embedding generation, optional normalization, classifier training, and
threshold tuning to achieve the target recall level.

Nine embedding models were evaluated (four general-purpose and five domain-
specific), combined with three classifiers (Logistic Regression, Linear SVM, and XG-
Boost), resulting in 27 model-classifier combinations. All experiments used 5-fold
stratified cross-validation.

8.1.2. Best Configuration and Results

The best-performing combination was text-embedding-3-large (OpenAI) with a Lin-
ear SVM classifier. Table 8.1 summarizes the performance at the 95% recall target.
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Metric Value

Embedding Model text-embedding-3-large
Classifier Linear SVM

Recall 95.0%
Specificity 85.0%
Precision 40.0%
Accuracy 86.0%

Decision Threshold 0.07

Table 8.1.: Performance of the best embedding-classifier combination at 95% recall
target. Results averaged across 5-fold cross-validation.

Key findings from this approach include: (1) general-purpose embedding models
(particularly OpenAI’s) outperformed domain-specific biomedical models, suggesting
that model quality and scale matter more than domain specialization; (2) linear classi-
fiers performed comparably or even better than XGBoost, indicating that embeddings
are already well-suited for linear separation; and (3) extremely low thresholds (0.07)
were required to achieve 95% recall due to the class imbalance.

8.2. RQ3: Direct LLM Classification Performance

8.2.1. Method Summary

The direct LLM classification approach (discussed in Chapter 6) uses LLMs to make
include/exclude decisions through prompting. Each title-abstract pair is fed to an LLM
together with the screening criteria, and the model returns a classification decision
(YES, NO, or UNCERTAIN). This approach requires no training data and relies entirely
on the model’s pre-trained knowledge.

Five LLMs were evaluated: GPT-5-mini, GPT-5-nano, Gemini 2.5 Flash, Gemini 2.5
Pro, and MedGemma 27B. Both zero-shot and few-shot prompting strategies with
semantic retrieval for example selection were tested.

8.2.2. Best Configurations and Results

Two configurations emerged as the best performers, each with different strengths:

a) MedGemma 27B (zero-shot): Achieved the highest recall among all LLM config-
urations while maintaining high specificity.
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b) GPT-5-mini (1-shot with semantic retrieval): Achieved better recall over zero-shot
while maintaining the highest specificity.

Table 8.2 summarizes the performance of both configurations.

Metric MedGemma 27B (0-shot) GPT-5-mini (1-shot)

Recall 91.0% 86.0%
Specificity 96.0% 97.0%
Precision 68.0% 75.0%
Accuracy 95.0% 96.0%

Uncertain Rate 0.0% 1.7%

Table 8.2.: Performance of the two best LLM configurations on the test set (n=1,150).

Key findings from this approach include: (1) the domain-specific MedGemma model
outperformed general-purpose models in recall, contrasting with the embedding-based
approach where general-purpose models excelled; (2) few-shot prompting with seman-
tic retrieval improved GPT-5-mini’s recall by 6 percentage points over zero-shot; (3) no
configuration among the ones tested achieved the 95% recall target while maintaining
acceptable specificity; and (4) LLM classification showed high reproducibility, with
MedGemma achieving zero variance across multiple runs when using deterministic
settings and OpenAI having very minor variance.

8.3. RQ4: Hybrid Approach Performance

8.3.1. Method Summary

The hybrid approach (detailed in Chapter 7) combines LLM-based feature extraction
with traditional ML classification. An LLM (GPT-5-mini) answers 29 binary yes/no
questions about each paper, transforming unstructured text into structured features.
These binary features are then used as input for a Random Forest classifier, which then
benefits from threshold tuning flexibility and interpretable feature importance.

The approach was enhanced through feature quality analysis (identifying and re-
moving problematic features), hyperparameter tuning (Grid Search and Randomized
Search), and SMOTE oversampling to take care of class imbalance.

8.3.2. Best Configuration and Results

The best-performing configuration used SMOTE-augmented training data with the
filtered feature set (19 features after removing those with unexpected correlations or
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high UNSURE rates). Table 8.3 summarizes the final performance.

Metric Value

Feature Set 19 features (filtered)
Training Strategy SMOTE-augmented
Classifier Random Forest

Recall 95.3%
Specificity 95.0%
Precision 64.5%
Accuracy 95.0%

Decision Threshold 0.35
Workload Reduction 86.1%

Table 8.3.: Performance of the SMOTE-augmented hybrid approach on the test set
(n=1,150).

Key findings from this approach include: (1) the combination of SMOTE and training
data cleaning improved recall from 91.5% to 95.3%, meeting the 95% target; (2) feature
filtering reduced the number of questions from 29 to 19 without sacrificing performance,
enabling a 35.6% cost reduction; (3) 25.9% of papers had identical feature vectors but
different labels, representing an inherent limitation of binary feature representation;
and (4) the approach provides interpretable feature importance, allowing analysis of
which criteria drive classification decisions.

8.4. Cross-Approach Comparison

This section provides a direct comparison of all three approaches, examining their
performance under different evaluation criteria, cost-effectiveness, and practical consid-
erations for deployment.

8.4.1. Best Achievable Performance

Table 8.4 presents the best achievable performance for each approach using their optimal
configurations.
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Approach Configuration Recall Spec. Prec. Acc.

RQ2: Embedding + ML text-emb-3-large + LinearSVM 95.0% 85.0% 40.0% 86.0%

RQ3: Direct LLM
MedGemma 27B (0-shot) 91.0% 96.0% 68.0% 95.0%
GPT-5-mini (1-shot) 86.0% 97.0% 75.0% 96.0%

RQ4: Hybrid RF + SMOTE (filtered) 95.3% 95.0% 64.5% 95.0%

Table 8.4.: Comparison of best achievable performance across all approaches. Bold
indicates the best value for each metric (excluding precision, which trades
off against recall).

The hybrid approach (RQ4) achieves the best overall balance, with the highest
recall (95.3%) combined with high specificity (95.0%). The embedding-based approach
(RQ2) matches the recall target but at lower specificity (85.0%), while the direct LLM
approaches (RQ3) achieve excellent specificity (96-97%) but does not reach the 95%
recall target.
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Figure 8.1.: Comparison of recall and specificity across all approaches. The dashed
lines indicate the 95% recall target (vertical).
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8.4.2. Performance at Fixed 95% Recall Target

For systematic review screening, achieving at least 95% recall is typically a non-
negotiable requirement. This section compares approaches that can reliably meet this
target through threshold tuning.

Important note: The direct LLM classification approaches (RQ3) are excluded from
this comparison because they do not produce probability scores that enable threshold
tuning. The highest recall achieved by RQ3 configurations was 92% (GPT-5-mini with
4-shot-no-criteria), but this came at the cost of substantially reduced specificity (76%).

Table 8.5 compares the approaches that can achieve 95% recall through threshold
adjustment.

Approach Configuration Recall Spec. Thres. WR

RQ2: Embedding + ML text-emb-3-large + LinearSVM 95.0% 85% 0.07 85.0%
RQ4: Hybrid RF + SMOTE (filtered) 95.3% 95% 0.35 86.1%

Table 8.5.: Comparison of approaches at the fixed 95% recall target. RQ3 approaches
are excluded as they cannot achieve this target through threshold tuning.
Spec. = Specificity; Thres. = Decision Threshold; WR = Workload Reduction

At the 95% recall target, the hybrid approach (RQ4) demonstrates a clear advantage
with 10 percentage points higher specificity (95% vs. 85%). This translates to meaningful
practical differences: for every 1,000 irrelevant papers, the hybrid approach incorrectly
flags only 50 for manual review, compared to 150 for the embedding-based approach.

The threshold values also reveal interesting differences. The embedding-based
approach requires an extremely low threshold (0.07), meaning papers are included
if the predicted probability exceeds just 7%. In contrast, the hybrid approach uses a
more intuitive threshold (0.35), suggesting that the binary features provide a clearer
separation between classes.
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Figure 8.2.: Recall and specificity as functions of the decision threshold for RQ2 (em-
bedding + ML) and RQ4 (hybrid). The vertical dashed lines indicate the
thresholds required to achieve 95% recall for each approach.

8.4.3. Cost-Performance Trade-offs

The three approaches differ substantially in their computational costs, which is a critical
consideration for practical deployment. Table 8.6 summarizes the costs per 1,000 papers
for each approach.

Approach Configuration Cost per 1K Papers Cost Type

RQ2: Embedding + ML
text-embedding-3-large $0.021 API (embedding)
Local embeddings $0.002 Compute only

RQ3: Direct LLM

GPT-5-nano (0-shot) $0.24 API
GPT-5-mini (1-shot) $0.91 API
Gemini 2.5 Pro (0-shot) $1.54 API
MedGemma 27B $0.002 Self-hosted

RQ4: Hybrid GPT-5-mini (19 features) $6.14 API (labeling)

Table 8.6.: Cost comparison for processing 1,000 papers. Costs based on December 2025
API pricing.
1Embedding costs are minimal (approximately $0.02 per 1K papers for text-
embedding-3-large).
2Self-hosted and local models have no API costs, but infrastructure and
compute costs are not included in this comparison.

The cost differences are substantial. The embedding-based approach (RQ2) has
negligible API costs when using OpenAI embeddings, and zero API costs when using
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local embedding models. Direct LLM classification (RQ3) ranges from $0.24 to $1.54 per
1,000 papers depending on the model, with MedGemma offering a cost-free alternative
when self-hosted infrastructure is available. The hybrid approach (RQ4) is the most
expensive at $6.14 per 1,000 papers (with filtered features), as it requires multiple LLM
API calls per paper for feature extraction.

When considering cost-effectiveness:

• RQ2 (Embedding + ML) offers the best cost-performance ratio for scenarios
where 95% recall is required. The near-zero API costs make it highly scalable,
though the 85% specificity means more manual review compared to RQ4.

• RQ3 (Direct LLM) provides a middle ground in terms of cost ($0.24-$1.54 per 1K
papers) with great specificity (96-97%), but the inability to reach 95% recall limits
its usage as a standalone tool. It may be better combined with another filter or
for reviews where (slightly) lower recall is acceptable.

• RQ4 (Hybrid) achieves the best overall performance (95.3% recall, 95.0% speci-
ficity) but at the highest cost ($6.14 per 1K papers).

8.4.4. Scalability Considerations

In addition to raw performance and cost metrics, the practical deployment of these
approaches requires the consideration of other factors in terms of scalability, includ-
ing: implementation complexity, infrastructure requirements, prerequisite work, and
adaptability to different domains outside of the schizophrenia/medical one.

Implementation Complexity and Technical Knowledge

The embedding-based approach (RQ2) requires moderate technical expertise. Re-
searchers need familiarity with generating embeddings (either through APIs or locally),
ML classifier training, and threshold tuning procedures. The pipeline is relatively
straightforward and uses well-established libraries (scikit-learn, sentence-transformers).
Once set up, the system can be applied to new reviews with minimal modification, as
the same embedding model and classifier architecture can be reused.

Direct LLM classification (RQ3) has the lowest implementation barrier. The approach
requires only API access and prompt engineering skills. No model training is needed,
and the system can be deployed quickly. However, achieving optimal performance
requires careful prompt design and iterative refinement based on the first initial results,
which could bring the costs up. The lack of threshold tuning means that users would
have limited control over the recall-specificity trade-off.
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The hybrid approach (RQ4) is the most complex to implement. It requires designing
domain-specific questions for feature extraction, running the data labeling pipeline
across all papers, training and tuning the Random Forest classifier, and potentially
applying techniques like SMOTE for class imbalance. The feature quality analysis step
(identifying problematic features) adds another layer of complexity. However, this
initial investment provides a more controllable and interpretable system.

Infrastructure Requirements

The embedding-based approach can run entirely locally using open-source embedding
models (e.g., all-MiniLM-L6-v2, SPECTER2), requiring only a CPU for inference. Using
API-based embeddings (OpenAI) adds minimal latency and cost but requires internet
connectivity.

Direct LLM classification with API-based models (GPT-5, Gemini) requires only
internet access and API credentials. Self-hosting models like MedGemma 27B requires
substantial GPU infrastructure (typically 32+ GB VRAM) [3] and expertise in deploying
such big LLM locally.

The hybrid approach’s infrastructure depends mainly on the feature extraction step
via an LLM API. Using GPT-5-mini via API requires no special infrastructure, while
the Random Forest training and inference can run on any standard computer. The
computational requirements for classifier training are minimal compared to the LLM
calls.

Prerequisite Work and Setup Effort

The embedding-based approach requires labeled training data for classifier fitting. In
this thesis, the entire dataset (5,747 papers) was used, but the approach can work
with smaller training sets at the cost of reduced performance. No domain-specific
criteria need to be formulated, as the embedding model captures semantic information
implicitly.

Direct LLM classification requires very well-defined inclusion and exclusion criteria
to be provided in the prompt. Developing these criteria requires domain expertise and
careful formulation to ensure the LLM interprets them correctly. The approach does
not require labeled training data for zero-shot classification, though few-shot strategies
need a small set of labeled examples or a vector database to perform semantic search.

The hybrid approach has the highest prerequisite requirements. It needs: (1) detailed
inclusion/exclusion criteria (similar to RQ3) and (2) a set of binary questions designed
to capture these criteria. The question design step, which involves collaboration with
domain experts, can require significant effort.
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Adaptability to Different Domains

Adapting the embedding-based approach to a new domain (e.g., a different disease
area or non-medical systematic review) requires only new labeled training data. The
same embedding models and classifier configurations can be reused. General-purpose
embeddings may actually be advantageous here, as they performed well even for the
specialized schizophrenia review in this thesis.

Direct LLM classification requires rewriting the inclusion and exclusion criteria for
the new domain. The prompt structure can remain the same, but the criteria must be
reformulated carefully by domain experts. The lack of training data requirements makes
this approach attractive for new domains where labeled examples are not available.

The hybrid approach requires the most effort for domain adaptation. The 29 binary
questions used in this thesis are specific to schizophrenia systematic reviews and would
need to be rewritten completely for a different topic. This requires domain expertise
and potentially iterative refinement to ensure question quality. However, once questions
are designed, the Random Forest pipeline can be reused with minimal changes.

8.5. Summary

This chapter compared the three approaches investigated in this thesis for automating
TIAB screening. Table 8.7 provides a unified summary of all key metrics.

Approach Recall Spec. Cost/1K Threshold
Tuning

Labeled
Data

Setup
Effort

RQ2: Embedding + ML 95.0% 85.0% $0.02 Yes Required Low

RQ3: MedGemma 0-shot 91.0% 96.0% $0.00* No None Low

RQ3: GPT-5-mini 1-shot 86.0% 97.0% $0.91 No Minimal Low

RQ4: Hybrid + SMOTE 95.3% 95.0% $6.14 Yes Required High

Table 8.7.: Unified comparison of all approaches across performance, cost, and practical
considerations. *LLM is self-hosted; infrastructure costs not included.

The main findings from this benchmarking are:

• The hybrid approach (RQ4) achieves the best overall performance, meeting the
95% recall target while maintaining 95% specificity. This comes at the highest cost
($6.14 per 1K papers) and requires the most setup effort.
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• The embedding-based approach (RQ2) offers the best cost-performance ratio
for scenarios requiring 95% recall, with near-zero API costs but 10 percentage
points lower specificity than the hybrid approach.

• Direct LLM classification (RQ3) achieves excellent specificity (96-97%) but
cannot reliably reach the 95% recall target. It may be suitable for reviews with
less strict recall requirements, or as a complementary tool.

• Threshold tuning capability is crucial for achieving specific recall targets. Ap-
proaches without this capability (RQ3) are limited to their natural recall-specificity
balance.

• No single approach dominates across all criteria. The choice depends on the
specific requirements of the systematic review, such as acceptable recall levels,
budget constraints, available expertise, and time for setup.

The implications of these findings and recommendations for researchers are discussed
in the following chapter.
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This thesis investigated three distinct approaches for automating TIAB screening in sys-
tematic reviews: embedding-based classification with traditional ML (RQ2), direct LLM
classification (RQ3), and a hybrid approach combining LLM-based feature extraction
with Random Forest classification (RQ4). The experiments were conducted on a dataset
of 5,747 papers from a schizophrenia systematic review, with the goal of achieving at
least 95% recall while maximizing specificity to reduce the workload of the reviewers.

9.1. Summary of Findings

The main finding of this thesis is that automation of TIAB screening is practically
feasible. All three approaches showed they can reduce significantly the manual
screening workload. At the 95% recall target, workload reductions of 85% to 95%
were achieved. This means that, instead of manually screening thousands of papers,
reviewers could focus on a small fraction of the original volume while still finding
nearly all relevant studies.

However, no single approach was the best in all situations. Each method has its own
trade-offs that make it more or less suitable depending on the context and constraints
of a given systematic review:

• Embedding-based classification (RQ2) is the most cost-effective option to reach
the 95% recall target. With near-zero API costs and simple implementation using
established ML libraries, this approach works well for research teams with limited
budgets. The downside is the lower specificity (85%) compared to the hybrid
approach, meaning more false positives need manual review.

• Direct LLM classification (RQ3) is the easiest to get started with, requiring no
training data and minimal setup. The approach achieved excellent specificity
(96-97%) and provides interpretable decisions through the model’s responses.
However, even with few-shot prompting and semantic retrieval, no configuration
reliably reached the 95% recall target.

• The hybrid approach (RQ4) achieved the best overall balance, meeting the 95%
recall target while maintaining 95% specificity. This means it captures nearly all

78



9. Conclusions and Future Work

relevant studies while also maximizing workload reduction. The approach also
offers additional interpretability through feature importance analysis, helping
researchers understand which criteria drive the classification decisions. The
downside is a higher implementation complexity and operational costs ($6.14 per
1,000 papers).

The choice between approaches should therefore be guided by the specific require-
ments of the review: available budget, data availability, acceptable recall levels, technical
expertise, and the importance of interpretability. For reviews where missing relevant
studies has serious consequences, the hybrid approach or threshold-tuned embed-
ding classifiers are preferable. For exploratory reviews or a first pass, direct LLM
classification may provide sufficient performance with minimal setup effort.

9.2. Limitations

While this thesis provides a comprehensive comparison of three automation approaches,
several limitations should be considered when interpreting these results.

9.2.1. Dataset and Domain Scope

The experiments were conducted on a single dataset from a schizophrenia systematic
review in the medical domain. While this dataset has typical systematic review
characteristics (strong class imbalance, thousands of records, expert-validated labels),
the findings may not apply directly to other fields. Different domains have their own
vocabulary, writing styles, and inclusion criteria that could affect the performance of
the classifier. With this in mind, the methods developed in this thesis provide a solid
foundation that can be adapted to other domains by modifying the screening criteria
and, for the hybrid approach, the feature extraction questions.

9.2.2. Training Data Requirements

Getting labeled training data for supervised approaches (RQ2 and RQ4) is a major
practical challenge. Manually labeling over 5,000 papers is extremely resource-intensive,
typically requiring several weeks of work by at least two independent reviewers to
ensure quality and reduce bias [6]. This takes significant time from domain experts,
whose expertise could be better used for higher-level research work. While zero-shot
LLM classification (RQ3) avoids this requirement, it comes at the cost of lower recall.
This trade-off between data requirements and performance remains a key challenge for
using supervised automation in practice.
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9.2.3. Feature Question Design

The hybrid approach (RQ4) relies on a set of 29 binary questions designed to capture
inclusion and exclusion criteria. Developing these questions required close collaboration
with a domain expert and multiple iterations to refine the formulations. This manual
design process is time-consuming and may be a barrier to adapting the approach for
new systematic reviews. Additionally, the quality of the questions directly affects the
classifier’s performance, as shown by the feature quality analysis in Section 7.3, where
some questions provided little discriminative value. Automating the generation of
screening questions from inclusion/exclusion criteria descriptions could reduce this
burden and improve consistency across different reviews.

9.2.4. Model and Configuration Space

The experiments tested only a subset of possible models and configurations:

• Embedding models: Nine embedding models were evaluated, but many other
models exist, including newer releases that may offer improved performance. The
finding that general-purpose models outperformed domain-specific ones should
be verified with more biomedical embeddings.

• LLMs: Five LLMs were tested for direct classification, reflecting what was avail-
able at the time of the experiments. Given how quickly LLMs evolve, newer
models may perform differently. Due to time constraints and experimental
complexity, these reasoning models were not included in this thesis.

• Prompt engineering: The prompts used for LLM classification and feature extrac-
tion were developed through iteration, but many other formulations are possible.
Systematic prompt optimization could potentially improve performance.

• Retrieval systems: The few-shot semantic retrieval pipeline used ChromaDB with
OpenAI embeddings. Other vector databases, retrieval strategies, or embedding
models might produce different results.

• Feature extraction: The 29 binary questions for the hybrid approach were written
with a domain expert, but they represent just one way to capture the screening
criteria. Different question formulations, non-binary response scales, or different
numbers of features could affect performance.
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9.3. Contributions and Practical Implications

This thesis makes several contributions to the field of systematic review automation and
offers practical guidance for researchers considering the adoption of these methods.

9.3.1. Contributions

The primary contributions of this work are:

a) State-of-the-art analysis (RQ1): This thesis provides a structured review of
TIAB screening automation, covering traditional ML approaches (from bag-of-
words to transformer embeddings), emerging LLM applications, and already
available software platforms. The analysis identifies some significant gaps in
the literature: limited cross-domain validation, reproducibility concerns with
LLM-based methods, and the difficulty of achieving high recall without extensive
training data.

b) Comprehensive comparison of three automation paradigms: This thesis eval-
uates embedding-based ML, direct LLM classification, and hybrid LLM-ML
approaches under the same experimental conditions. Using the same dataset,
metrics, and recall targets allows direct comparison of methods that are often
studied separately in the literature.

c) Demonstration of practical viability: The results show that 85-95% workload
reduction is achievable while maintaining the high recall levels required for
systematic reviews. This provides evidence that automation can meaningfully
support the screening process without compromising the quality of the review.

d) Cost-performance analysis: Beyond classification metrics, this thesis provides
detailed cost analysis for each approach, helping researchers choose based on
their budget.

9.3.2. Ease of Use and Adaptability

For these automation approaches to be widely adopted by systematic review researchers,
several practical issues need to be addressed:

• User interface development: The methods in this thesis were implemented as
Python scripts and notebooks that require programming skills. Creating user-
friendly interfaces (web applications, desktop tools etc.) would make these ap-
proaches accessible to researchers without technical backgrounds. Such interfaces
could guide users through data upload, model setup, and result interpretation.
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• Integration with existing platforms: Instead of standalone tools, automation
features could be built into established systematic review software like Covidence,
Rayyan, or ASReview. This would let researchers use automation within familiar
workflows, reducing the learning curve.

• Training and documentation: Using automation tools effectively requires un-
derstanding what they can and cannot do. Training materials, tutorials, and
clear documentation would help researchers decide when and how to use each
approach and interpret results correctly.

• Template libraries: For the hybrid approach, ready-made question templates for
common systematic review types (e.g., intervention studies, diagnostic accuracy
reviews, prognostic studies...) could reduce the effort needed to adapt the method
to new reviews.

9.4. Future Research Directions

The findings and limitations of this thesis point to several directions for future research.
A crucial next step is testing these approaches across different domains beyond

medical systematic reviews. This could also reveal if certain approaches work better
for particular domains based on vocabulary, document structure, or the complexity of
inclusion criteria.

Also, this thesis used batch classification where all papers are processed together at
once. Active learning, where the classifier picks the most informative papers for human
review and updates its predictions based on feedback, could improve the efficiency and
reduce the need of a good amount of initial training data. Active learning is especially
promising for the embedding-based approach, where classifiers can be retrained as
new labels come in. Using active learning could let reviewers start screening right away
while the system learns in the background.

In addition to this, rapid developments of NLP models creates opportunities to test
each approach with newer architectures:

• Additional embedding models: Newer embedding models, including domain-
adapted versions of larger architectures and models optimized for scientific text,
may close the performance gap between general-purpose and domain-specific
embeddings seen in this thesis.

• Fine-tuned embedding models: Fine-tuning embedding models specifically for
the screening task was not investigated in this thesis due to time constraints, but
represents a promising research direction. Tailoring embeddings to better capture
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the details and hidden shadings of inclusion criteria could improve the classifier
performance.

• Reasoning-focused LLMs: Models designed for more complex reasoning (such
as OpenAI’s o1 and o3 series) were not tested due to time and complexity
constraints. Their enhanced reasoning could potentially improve recall for direct
LLM classification by better handling the ambiguous cases. However, their
higher costs and slower response times would need to be weighed against any
performance gains.

Finally, the hybrid approach’s feature extraction method could be extended in several
ways. Going beyond yes/no questions to use ordinal scales (e.g., “How relevant is this
study?” on a 1-5 scale) or confidence scores could capture more articulated information
about each paper. Additionally, using LLMs to automatically create screening questions
from inclusion/exclusion criteria could reduce the manual effort needed to adapt the
approach to new reviews.
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A. RQ1: Comparison of Approaches for
Automated TIAB Screening

This appendix provides the comparison table of approaches for automated TIAB
screening reviewed in Chapter 3 form the literature.

Study Approach Key Results Limitations

Bannach-Brown
et al. (2019) [2]

BoW + Logistic
Regression

98.7% recall, 86%
specificity

Single review domain

Kebede et al.
(2023) [22]

TF-IDF + Multiple
classifiers

95% recall, 64%
specificity (ensemble)

Feature representation
limitations

Hasny et al.
(2023) [19]

Fine-tuned BERT ≥90% recall, ≥50%
workload reduction

Domain-specific
pretraining not explored

Pilz et al. (2024)
[32]

NLP + Tree-based
ML / Fine-tuned
LM

AUC >0.95 (best case) Cutoff determination
challenging

Mena et al.
(2025) [26]

Active +
Supervised
learning ensemble

75-87% balanced
accuracy, 20-92%
workload reduction

Limited to
psychology/psychiatry

Dennstädt et al.
(2024) [13]

LLM zero-shot
(Mixtral, FlanT5)

High variability across
models/datasets

Reproducibility,
computational cost

Huotala et al.
(2024) [20]

LLM few-shot
(GPT-3.5/4)

Comparable to human
screeners

Outdated models,
limited generalizability

Sanghera et al.
(2024) [35]

LLM ensembles 100% recall (ensemble) Precision limited (max
0.458)

Nykvist et al.
(2025) [29]

GPT zero-shot 100% recall, 50-75%
time savings

Single review,
environmental domain

Table A.1.: Comparison of approaches for automated TIAB screening from the literature.
Results are not directly comparable due to differences in datasets, evaluation
protocols, and target metrics.
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B. RQ2: Complete Results for
Embedding-Based Classification

This appendix provides the complete results tables for all 27 model-classifier combina-
tions evaluated in Chapter 5.

B.1. Default Threshold Results

Table B.1 presents the complete results for all embedding model and classifier combina-
tions at the default classification threshold of 0.5. Results are sorted by ROC-AUC in
descending order.

B.2. Fixed Recall Results (95% Target)

Table B.2 presents the complete results when the classification threshold is tuned to
achieve 95% recall. Results are sorted by specificity in descending order.
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Embedding Model Classifier ROC-AUC Recall Prec. Spec. Acc.

text-embedding-3-large LinearSVM 0.97 0.62 0.78 0.98 0.95
text-embedding-3-large LogReg 0.96 0.74 0.69 0.96 0.94
text-embedding-3-small XGBoost 0.96 0.42 0.82 0.99 0.94
specter2_base XGBoost 0.96 0.43 0.79 0.99 0.94
text-embedding-3-large XGBoost 0.96 0.50 0.84 0.99 0.94
text-embedding-3-small LinearSVM 0.96 0.56 0.75 0.98 0.94
specter2_base LinearSVM 0.95 0.49 0.72 0.98 0.94
S-PubMedBERT-MS-MARCO XGBoost 0.95 0.36 0.78 0.99 0.93
text-embedding-3-small LogReg 0.95 0.68 0.62 0.96 0.93
all-mpnet-base-v2 LinearSVM 0.95 0.46 0.71 0.98 0.93
all-mpnet-base-v2 XGBoost 0.95 0.35 0.73 0.99 0.93
biomed_roberta_base XGBoost 0.94 0.31 0.78 0.99 0.93
BiomedBERT XGBoost 0.94 0.34 0.79 0.99 0.93
S-PubMedBERT-MS-MARCO LinearSVM 0.94 0.45 0.69 0.98 0.93
all-MiniLM-L6-v2 XGBoost 0.94 0.32 0.72 0.99 0.92
all-MiniLM-L6-v2 LinearSVM 0.94 0.38 0.67 0.98 0.92
S-PubMedBERT-MS-MARCO LogReg 0.94 0.71 0.54 0.94 0.92
all-mpnet-base-v2 LogReg 0.93 0.67 0.53 0.94 0.91
specter2_base LogReg 0.93 0.72 0.56 0.94 0.92
embeddinggemma-300m-medical XGBoost 0.93 0.26 0.68 0.99 0.92
BiomedBERT LogReg 0.92 0.65 0.50 0.93 0.91
all-MiniLM-L6-v2 LogReg 0.92 0.71 0.45 0.91 0.89
embeddinggemma-300m-medical LinearSVM 0.92 0.33 0.72 0.99 0.93
BiomedBERT LinearSVM 0.92 0.28 0.61 0.98 0.92
biomed_roberta_base LogReg 0.91 0.63 0.51 0.94 0.91
biomed_roberta_base LinearSVM 0.91 0.24 0.56 0.98 0.91
embeddinggemma-300m-medical LogReg 0.88 0.59 0.43 0.92 0.89

Table B.1.: Complete results for all 27 model-classifier combinations at the default
threshold of 0.5, sorted by ROC-AUC. All metrics are averaged across 5-fold
cross-validation. Prec. = Precision, Spec. = Specificity, Acc. = Accuracy.
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Embedding Model Classifier Recall Spec. Prec. Acc. Thresh.

text-embedding-3-large LinearSVM 0.95 0.85 0.40 0.86 0.07
text-embedding-3-small LinearSVM 0.95 0.83 0.36 0.84 0.07
text-embedding-3-large XGBoost 0.95 0.82 0.37 0.83 0.01
text-embedding-3-small XGBoost 0.95 0.80 0.33 0.82 0.00
specter2_base XGBoost 0.95 0.80 0.33 0.82 0.01
all-mpnet-base-v2 XGBoost 0.95 0.80 0.33 0.81 0.01
all-mpnet-base-v2 LinearSVM 0.95 0.79 0.32 0.80 0.06
text-embedding-3-large LogReg 0.95 0.78 0.33 0.80 0.00
S-PubMedBERT-MS-MARCO LogReg 0.95 0.77 0.31 0.79 0.01
specter2_base LinearSVM 0.95 0.77 0.30 0.79 0.05
S-PubMedBERT-MS-MARCO XGBoost 0.95 0.76 0.29 0.78 0.00
text-embedding-3-small LogReg 0.95 0.76 0.29 0.77 0.00
S-PubMedBERT-MS-MARCO LinearSVM 0.95 0.74 0.28 0.76 0.05
all-MiniLM-L6-v2 LinearSVM 0.95 0.74 0.28 0.76 0.06
all-mpnet-base-v2 LogReg 0.95 0.73 0.27 0.75 0.00
all-MiniLM-L6-v2 XGBoost 0.95 0.72 0.26 0.74 0.00
biomed_roberta_base XGBoost 0.95 0.72 0.26 0.74 0.00
specter2_base LogReg 0.95 0.69 0.25 0.72 0.00
BiomedBERT XGBoost 0.95 0.69 0.24 0.72 0.00
all-MiniLM-L6-v2 LogReg 0.95 0.68 0.24 0.71 0.01
BiomedBERT LinearSVM 0.95 0.68 0.24 0.70 0.05
embeddinggemma-300m-medical XGBoost 0.95 0.67 0.24 0.70 0.00
embeddinggemma-300m-medical LinearSVM 0.95 0.66 0.23 0.69 0.05
biomed_roberta_base LinearSVM 0.95 0.65 0.22 0.68 0.04
BiomedBERT LogReg 0.95 0.62 0.21 0.65 0.00
biomed_roberta_base LogReg 0.95 0.56 0.19 0.59 0.00
embeddinggemma-300m-medical LogReg 0.95 0.50 0.16 0.54 0.00

Table B.2.: Complete results for all 27 model-classifier combinations at the 95% recall
target, sorted by specificity. All metrics are averaged across 5-fold cross-
validation. Spec. = Specificity, Prec. = Precision, Acc. = Accuracy, Thresh. =
Classification threshold.
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C. RQ3: LLM Screening Criteria

This appendix provides the complete inclusion and exclusion criteria used for prompt-
ing the LLMs in Chapter 6.

C.1. Inclusion Criteria

Include studies that meet ALL of the following requirements:

**Study Design:**
- Randomized controlled trials (RCTs), controlled clinical
trials (CCTs), or any trial with prospective assignment
of participants

- Studies with trial registry identifiers (e.g., NCT numbers,
ISRCTN, EudraCT, etc.)

- Interventional studies where participants receive defined
treatments, programs, or interventions

**Population (must include at least one of the following):**
- Participants with schizophrenia or schizophrenia spectrum
disorders

- Participants with non-affective psychotic disorders
(first-episode psychosis, brief psychotic disorder,
delusional disorder)

- Participants with schizoaffective disorder
- Participants with schizophreniform disorder
- Participants with schizotypy or schizotypal disorder
- Participants with persistent hallucinations
- Participants at clinical/ultra-high risk for psychosis
(prodromal psychosis, at-risk mental state)

- Participants with akathisia (when it’s the primary focus
or population)

- Participants with tardive dyskinesia
- Participants diagnosed with serious mental illness (SMI)
that includes psychotic disorders

- Participants with dual diagnosis (psychotic disorder +
substance use disorder)
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- Relatives or caregivers of individuals with
schizophrenia-spectrum disorders

- Studies focused on stigma or education about
schizophrenia/SMI (even if participants are general
population)

**Special Interventions:**
- Brain stimulation studies (ECT, rTMS, tDCS, VNS, MST)
targeting schizophrenia-spectrum populations

**Key signals to look for:**
- Trial registries: NCT, ISRCTN, EudraCT numbers
- Population terms: schizophrenia, psychosis, first-episode
- Study designs: randomized, controlled trial, RCT

Listing C.1: Full inclusion criteria for LLM-based screening

C.2. Exclusion Criteria

Exclude studies that meet ANY of the following:

**Study Design:**
- Animal studies conducted exclusively on animals
- Systematic reviews, meta-analyses, scoping reviews,
narrative reviews, or literature reviews

- Case reports or case series (only when explicitly
identified in the title and presenting single-case design)

- Pure retraction notices (unless they contain study details
worth screening)

- Clear single-arm observational studies (explicitly stated
as "single-arm", "single group", "no control group")

- Purely observational/registry/retrospective studies
without intervention assignment

- Purely qualitative studies (interviews, focus groups)
without assigned interventions

**Population:**
- Studies conducted exclusively with healthy volunteers
(physiological or Phase I studies)

- Studies focusing exclusively on affective psychosis
(bipolar disorder, psychotic depression, postpartum
psychosis) without primary non-affective psychotic disorders
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C. RQ3: LLM Screening Criteria

- Studies where brain stimulation targets only mood disorders
(not psychotic disorders)

- Studies with relatives/caregivers supporting non-psychotic
conditions (dementia, depression, autism)

**Study Quality:**
- Studies that are purely administrative retraction notices
without substantive content

Listing C.2: Full exclusion criteria for LLM-based screening

C.3. API Pricing for LLM Models

Model Input ($/1M tokens) Output ($/1M tokens)

GPT-5-nano $0.05 $0.40
GPT-5-mini $0.25 $2.00
Gemini 2.5 Flash $0.30 $2.50
Gemini 2.5 Pro $1.25 $10.00
MedGemma 27B -2 -2

Table C.1.: API pricing per million tokens as of December 2025.
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D. RQ4: Feature Extraction Questions

This appendix provides the complete list of 29 questions used for LLM-based feature
extraction in Chapter 7. Each question was designed to obtain a binary YES/NO
response (with UNSURE as an option for ambiguous cases) from the LLM based on
the paper’s title and abstract.

D.1. Inclusion Questions (I-Features)

Table D.1 lists the 17 inclusion questions. A YES response to these questions indicates
characteristics that suggest the paper should be included in the systematic review.

Table D.1.: Complete list of inclusion questions (I-features) used for feature extraction.
Questions are grouped by category.

ID Category Question

I1 Study Design Does the paper describe a randomized controlled trial
(RCT), controlled clinical trial (CCT), or any trial with
prospective assignment of participants?

I2 Study Design Does the paper include or reference a trial registry
identifier (e.g., NCT, ISRCTN, EudraCT, or similar)?

I3 Study Design Is this an interventional study where participants
receive a defined treatment, program, or intervention
(as opposed to purely observational or qualitative
research)?

I4 Population Does the study include participants with schizophre-
nia or schizophrenia spectrum disorders?

I5 Population Does the study include participants with non-affective
psychotic disorders, such as first-episode psychosis,
brief psychotic disorder, or delusional disorder?

Continued on next page
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D. RQ4: Feature Extraction Questions

Table D.1 – continued from previous page

ID Category Question

I6 Population Does the study include participants with schizoaffec-
tive disorder?

I7 Population Does the study include participants with
schizophreniform disorder?

I8 Population Does the study include participants with schizotypy
or schizotypal disorder?

I9 Population Does the study include participants experiencing per-
sistent hallucinations?

I10 Population Does the study include participants at clinical or ultra-
high risk for psychosis (e.g., prodromal psychosis,
at-risk mental state)?

I11 Population Is the study focused on participants with akathisia
(as the primary condition or target population)?

I12 Population Is the study focused on participants with tardive dysk-
inesia?

I13 Population Does the study include participants diagnosed with
serious mental illness (SMI) that includes psychotic
disorders?

I14 Population Does the study include participants with dual di-
agnosis (a psychotic disorder plus a substance use
disorder)?

I15 Population Does the study include relatives or caregivers of indi-
viduals with schizophrenia-spectrum disorders?

I16 Population Does the study focus on stigma, education, or aware-
ness about schizophrenia or serious mental illness,
even if the participants are from the general popula-
tion?

I17 Special Interventions Does the study involve brain stimulation tech-
niques (e.g., ECT, rTMS, tDCS, VNS, MST) targeting
schizophrenia-spectrum populations?
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D. RQ4: Feature Extraction Questions

D.2. Exclusion Questions (E-Features)

Table D.2 lists the 12 exclusion questions. A YES response to these questions indicates
characteristics that suggest the paper should be excluded from the systematic review.

Table D.2.: Complete list of exclusion questions (E-features) used for feature extraction.
Questions are grouped by category.

ID Category Question

E1 Study Design Is this an animal study conducted exclusively on ani-
mals (no human participants)?

E2 Study Design Is this a systematic review, meta-analysis, scoping
review, narrative review, or literature review?

E3 Study Design Is this a case report or case series (explicitly identified
as such, or describing single-case design)?

E4 Study Design Is this a retraction notice without substantive study
content?

E5 Study Design Is this a single-arm or single-group observational
study with no control group?

E6 Study Design Is this a purely observational, registry, or retrospective
study without intervention assignment?

E7 Study Design Is this a purely qualitative study (based on interviews,
focus groups, or narratives) without any assigned
intervention?

E8 Population Is this a study conducted exclusively on healthy vol-
unteers, such as physiological or Phase I studies?

E9 Population Does the study focus exclusively on affective psy-
chosis, such as bipolar disorder, psychotic depres-
sion, or postpartum psychosis, without including
non-affective psychotic disorders?

E10 Population Does the study involve brain stimulation targeting
only mood disorders, and not psychotic disorders?

Continued on next page
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D. RQ4: Feature Extraction Questions

Table D.2 – continued from previous page

ID Category Question

E11 Population Does the study include relatives or caregivers sup-
porting non-psychotic conditions, such as dementia,
depression, or autism?

E12 Study Quality Is the document a purely administrative retraction
notice without any substantive study details?
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Abbreviations

AUC Area Under the Curve

BERT Bidirectional Encoder Representations from Transformers

BoW Bag-of-Words

FN False Negative

FP False Positive

LLM Large Language Model

LSA Latent Semantic Analysis

ML Machine Learning

NLP Natural Language Processing

PICO Population, Intervention, Comparison, Outcome

RF Random Forest

ROC Receiver Operating Characteristic

sebis Software Engineering for Business Information Systems

SMOTE Synthetic Minority Over-sampling Technique

SVM Support Vector Machine

95



Abbreviations

TF-IDF Term Frequency-Inverse Document Frequency

TIAB Title and Abstract

TN True Negative

TNR True Negative Rate

TP True Positive

TPR True Positive Rate

TUM Technical University of Munich
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