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Challenge in Systematic Reviews

• Systematic reviews and meta-analyses provide the highest level of evidence in evidence-based medicine 1

• The challenge

• Deep literature search

• Clinical trials often have multiple publications (short-term, long-term outcomes)

• These publications are scattered across time and different databases

• Retrieved publications must be screened manually

• In 2009, only 47% of completed clinical trials provided their linked publications 83

• In German university medical centers, 50% of trial registrations lacked links to results publications, and 75% 

did not reference trial registration numbers in the abstract or full text 84
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Studification for Systematic Reviews

• Studification: The process of grouping medical 

reports from the same underlying study into a 

single “study group” 2

• A recurring task in systematic reviews

• Why studification

• Screening can be performed more easily when 

publications are grouped

• However, manual studification is:

• Time-consuming

• Expensive,

• Error-prone 4

© sebis 5260302 Bartu Gökalp | Master Thesis Final Presentation



Studification for Systematic Reviews

© sebis 6260302 Bartu Gökalp | Master Thesis Final Presentation

• Studification: The process of grouping medical 

reports from the same underlying study into a 

single “study group” 2

• A recurring task in systematic reviews

• Why studification

• Screening can be performed more easily when 

publications are grouped

• However, manual studification is:

• Time-consuming

• Expensive,

• Error-prone 4



Studification for Systematic Reviews
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Research Questions

RQ1: Aspect prediction accuracy

How accurately can PICO-like aspects (conditions, interventions) be predicted from report titles and abstracts 
using LLMs versus baseline retrieval? 

RQ2: Feature contribution to re-ranking

How much can extracted and engineered features improve re-ranking performance beyond baseline, and how 
do different feature types contribute to this improvement? 

RQ3: End-to-end performance improvement

Does hybrid re-ranking with a learning-to-rank model improve Recall@1 vs. baseline vector search?

© sebis 8260302 Bartu Gökalp | Master Thesis Final Presentation



▪ Introduction and Context

▪ Background

▪ Baseline System

▪ Pure LLM Re-ranking

▪ Hybrid Approach

▪ Performance Comparison

▪ User Study

▪ Limitations, Future Work, and Conclusion

▪ Appendix

Outline

© sebis260209 - Emanuele Salonico - Master Thesis Final Presentation 9



MeerKat Dataset

• MeerKat database – Cochrane Schizophrenia Group

RCTs on schizophrenia 5

• Each study group has:

• One or more reports

• Expert-annotated PICO aspects (Patients, 

Intervention, Condition, Outcome) 20

• Metadata: participants, study design, etc.
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Ranking Evaluation Metrics

Recall@k

• The fraction of relevant items retrieved within the top k 

ranks 37

• k = 1,3,5

• Main focus → Recall@1

Mean Reciprocal Rank (MRR)

• How early the first relevant results appear 39

• Rewards higher placement of the relevant item

• Complements Recall@k
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This thesis:

• Re-ranks the initial retrieval results from the baseline system

• Goal: improve first rank accuracy over the baseline results – Recall@1

Recall@k

MRR
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Baseline System: Overview

• Frames studification as an information retrieval and ranking problem.

• Input: query report (title, abstract, authors)

• Steps:

1. Embed title + abstract with an embedding model trained on MeerKat data

2. Retrieve the top-50 study groups based on cosine similarity

3. Also produce three ranked aspect lists (conditions, interventions, outcomes)

• Performance on test set:

• Recall@1 = 64.2% → the correct study group ranked 1st in ~2/3 of cases
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Baseline System: Limitations
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• Semantic gap

• Can miss clinically meaningful relations, e.g. “Clozapine” vs. “atypical antipsychotics” 

• Different terminology for same concepts

• Discrete metadata under-represented 27

• Trial registration IDs

• Participant numbers

• Study design type

• Time spent

• ~4 minutes when the study group exists

• Up to ~10 minutes when creating a new study group

• Result

• Textually similar but clinically different studies may appear at the top

• Experts must manually check multiple candidates
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Pure LLM Re-ranking: Setup

LLMs can overcome limitations of the baseline system through semantic understanding and reasoning 28.

• Implementation – Provide full context that a human expert would use:

• GPT-5-mini via OpenAI API

• Input per query:

• Full title, abstract, and author of the query report

• For all 50 candidate study groups:

• Titles, abstracts, authors for all assigned reports

• Metadata – participants, study design, trial IDs

• Assigned PICO aspects

• Baseline cosine similarity scores

• LLM returns a ranked JSON array of study IDs
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Pure LLM Re-ranking: Performance & Barriers

Performance on the test set:

• 150 successful results out of 159

• Context window exceeded

• Recall@1: 74.4% (+10.2 pp)

Cost:

• 16.6 M tokens for 150 queries → 110k tokens per query

Opacity:

• No feature explanation of signal importance

• Hard to understand LLMs decisions 30

Promising performance, but high cost and opacity for practical use – and not reliable
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It is possible to achieve near LLM performance while reducing 

cost and improving explainability? 
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Hybrid Approach: Overview

• Use LLM strategically for focused tasks:

• Aspect prediction

• Metadata extraction

• Use a learning-to-rank model to combine signals

• High-level architecture:

• Input: query report, top-50 candidates + aspects

• LLM predicts aspects & extracts metadata for the 

query report

• Feature engineering – 22 features – selected via 

ablation study on train set

• Re-ranking with XGBoost

• Output: Re-ranked list of studies
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Metadata extraction

• Input: query title + abstract

• Participant number

• Participant description – adult, child, etc. 

• Study design – RCT or CCT

• If not available, ”Unknown”

Aspect prediction

• Input: query title + abstract, and the list of 

related aspects from initial results

• Using the existing aspect names, no new 

predictions

• Score each aspect [0.0, 1.0] by relevance

Strategic LLM Use

The scope was reduced instead of providing the full context

Context reduction: ~110k tokens → ~8k tokens per query (~93% reduction)
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Feature Engineering

From baseline output and LLM results, 22 features (selected by ablation study on train set) are computed
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XGBoost Learning-to-Rank

• XGBoost gradient-boosted trees with pairwise ranking objective

• Uses LambdaMART 55

• Training setup:

• NDCG@1 optimization, targeting Recall@1

• Moderate tree depth → 6

• Input:

• A feature vector with 22 features per candidate

• Output:

• Single continuous relevance score per candidate
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(RQ1) Aspect Prediction Performance

Formulated as a binary classification problem

• Non-relevant or relevant (0, 1)

• Predicted similarity scores with LLM → [0.0, 1.0]

• Performance visualized via ROC curves and Area Under Curve (AUC) measure 41
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RQ1: How accurately can PICO-like aspects (conditions, interventions) be predicted from report titles and 
abstracts using LLMs versus baseline retrieval? 



(RQ1) Aspect Prediction Performance

Formulated as a binary classification problem

• Non-relevant or relevant (0, 1)

© sebis 26260302 Bartu Gökalp | Master Thesis Final Presentation

• LLM is better at scoring relevant aspects higher

• GPT-5-mini outperforms MedGemma

MedGemmaGPT-5-mini



(RQ3) Performance & Cost Comparison

• Hybrid approach gains +6.9 percentage 

points over baseline Recall@1

• Comes within ~3.3 percentage points of pure 

LLM full-context performance, at a fraction of 

the cost
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Feature Extraction Performance

Participant number extraction 

• High precision and low recall

• Some reports are labelled despite the data is not 

available in the title and abstract → low recall

Participant description extraction

• Low precision due to high prediction rate with 

limited labels 

The evaluation of the study design extraction was 

not conducted due to the absence of available labels
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Feature Extraction Failure Analysis

There are 2 common failure cases

• Human annotation error

• Partial counts

• Transcription mistakes

• Information not available in the title and 

abstract
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Example Human Annotation Error 1

• Annotated label: 54

• LLM prediction: 89

• Evidence: “...A total of 54 male patients with 

schizophrenia and 35 healthy controls were included 

in the study...”

Example Human Annotation Error 2

• Annotated label: 41372

• LLM prediction: 371

• Evidence: “...Throughout the 18-month campaign, 

41,372 individuals visited our website, and 371

advanced to remote clinical assessment ...”

LLM can extract metadata with 

high accuracy



(RQ2) Feature Importance

By category (combined importance):

• Text similarity (13 features): ≈47.7%

• Baseline signal (1 feature): ≈22.3%

• Metadata (4 features): ≈22.2%

• Aspect (LLM) features (4): ≈7.8%
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RQ2: How much can extracted and 
engineered features improve re-ranking 
performance beyond baseline, and how 
do different feature types contribute to 
this improvement? 



(RQ2) Feature Importance

By category (combined importance):

• Text similarity (13 features): ≈47.7%

• Baseline signal (1 feature): ≈22.3%

• Metadata (4 features): ≈22.2%

• Aspect (LLM) features (4): ≈7.8%

• Title similarity is more important than 

abstract similarity

• Similarity of the most similar report is more 

important than the overall similarity of the 

study group

• Mean and variance-based features are 

introducing noise
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(RQ2) Feature Importance

By category (combined importance):

• Text similarity (13 features): ≈47.7%

• Baseline signal (1 feature): ≈22.3%

• Metadata (4 features): ≈22.2%

• Aspect (LLM) features (4): ≈7.8%

• Similarity score from initial retrieval stays 

relevant

• Re-ranking leverages this semantic signal
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(RQ2) Feature Importance

By category (combined importance):

• Text similarity (13 features): ≈47.7%

• Baseline signal (1 feature): ≈22.3%

• Metadata (4 features): ≈22.2%

• Aspect (LLM) features (4): ≈7.8%

• An exact match of participant numbers has 

high importance, as experts stated

• Matching registration IDs has high decisive 

power
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(RQ2) Feature Importance

By category (combined importance):

• Text similarity (13 features): ≈47.7%

• Baseline signal (1 feature): ≈22.3%

• Metadata (4 features): ≈22.2%

• Aspect (LLM) features (4): ≈7.8%

• Aspect features have less importance than 

anticipated

• More insights with ablation study
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(RQ2) Feature Importance

By category (combined importance):

• Text similarity (13 features): ≈47.7%

• Baseline signal (1 feature): ≈22.3%

• Metadata (4 features): ≈22.2%

• Aspect (LLM) features (4): ≈7.8%
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Top individual contributors:

• Original score (baseline cosine similarity).

• Max title TF-IDF similarity and overlap.

• Exact match of participant numbers

• Matching registration IDs



(RQ2) Ablation Study

• Aspect features have no impact on Recall@1 when ablated

• Graceful Degradation: when all LLM features are ablated still performs better than baseline
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RQ2: How much can extracted and engineered features improve re-ranking performance beyond baseline, 
and how do different feature types contribute to this improvement? 



• Aspect features are likely redundant for ranking decisions

(RQ2) Ablation Study

• Aspect features have no impact on Recall@1 when ablated

• Graceful Degradation: when all LLM features are ablated still performs better than baseline
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• The hybrid approach outperforms (Recall@1 = 68.4%) the baseline results with a moderate 

performance drop even when all LLM-assisted features are removed

(RQ2) Ablation Study

• Aspect features have no impact on Recall@1 when ablated

• Graceful Degradation: when all LLM features are ablated still performs better than baseline
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User Study: Setup

• 8 cases: 

• 5 where hybrid top-1 is ground truth (TP)

• 3 where baseline top-1 is ground truth (FP)

• Participants: 

• 4 experts from the Cochrane Schizophrenia Group (2 doctors, 2 doctoral students)
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For each case:

• Choose between baseline top-1, hybrid top-1, or “decision not possible”

• Indicate reasons (registration ID, participants, interventions, conditions, outcomes, text similarity)

• Give confidence (1–5).



User Study: Expert Perspective

Evidence usage:

• Registration ID: 23.4% of selections

• Interventions: 19.5%

• Participant number: 16.9%

Agreement (Fleiss’s κ): 43

• Overall: κ ≈ 0.520

• Moderate agreement

• TP cases (re-ranked correct): κ ≈ 0.840 

• High agreement

• FP cases: κ ≈ −0.007 

• Ambiguous even for experts
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Conclusion:

• When the hybrid system ranks the correct study 

first, experts generally agree with that ranking

• Failure cases tend to be inherently difficult

• Aspect extraction is relevant for experts, 

despite having low importance for re-ranking
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Limitations & Future Work

Limitations:

• Experiments limited to schizophrenia RCTs

• Label quality:

• Some participant number labels are inconsistent

• Input representation:

• Baseline and hybrid rely on titles and abstracts only

• Limited participation for user study: 4 experts

Future work:

• More explicit agentic handling of discrete signals:

• Registration IDs 

• Participant numbers

• Human-in-the-loop refinement to incorporate expert feedback

• Generalisation to other medical areas
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Conclusion

• Pure LLM re-ranking achieves significant improvements in Recall@1, but at a high token 

cost and limited explainability.

• The proposed LLM-assisted hybrid re-ranking:

• Improves Recall@1 from 64.2% (baseline) to 71.1% (RQ3).

• Comes close to pure LLM performance while reducing token usage by ~93%.

• Provides feature-level explanations and degrades gracefully when LLM features are 

unavailable (68.6% Recall@1).
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Hybrid re-ranking is more suitable for practical use than pure LLM

Improvement over baseline with a fraction of the cost
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Threshold Optimization for Aspects

Related aspect lists are:

• Too large

• Introduce noise

Select the optimal subset of aspects

• Optimize thresholds with F1 score via grid search
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Aspect Prediction Performance by Category

Difference between baseline and LLM predicted aspect scores is higher in interventions
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Detailed Ablation Study
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Prompt: Pure LLM Re-ranking
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Prompting strategy:

• Zero-shot prompt

• Structured output

• Provide the full JSON 

payload from the initial 

retrieval results



Prompt: Aspect Prediction
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Prompting strategy:

• Zero-shot prompt

• Structured output

• Context:

• title and abstract of the 

input report

• Related aspects lists

• One call per aspect category



Prompt: Feature Extraction
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Prompting strategy:

• Zero-shot prompt

• Structured output

• Provide only the title and abstract of 

the input report

• All features are extracted in a single 

prompt



Sample Tree from XGBoost
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Sample Data
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Query Report

• Title: A hybrid randomised controlled feasibility pilot trial of a self-management 

intervention “My Personal REcovery Plan” (MyPREP) for people with long term 

mental health conditions: The MyPREP Trial

• Abstract: Inclusion criteria: 1.Adults aged 18 years of age and older&#x0D; 2.On 

the caseload of One Door Mental Health&#x0D; 3.Self-Identify as having a long-

term mental health condition (such as schizophrenia related disorders, bipolar 

disorders, major unipolar depression; complex post traumatic stress diso...

• Authors: ACTRN12624000195550

Top-3 Baseline Candidates (k=50 retrieved)

Rank 1 - Druss 2010a (ID: 18460)

• Score: 0.590

• Participants: 80 | Design: RCT

• Interventions: TAU: Treatment as Usual {CONTROL}, Health and Recovery 

Program {RECO} (+1 more)

• Report Title: The health and recovery peer (harp) program: A peer-led 

intervention to improve medical self-management for persons with serious mental 

illness

Rank 2 - NCT01024569 (ID: 21484)

• Score: 0.556

• Participants: 519 | Design: RCT

• Interventions: Waitlist {CONTROL}, Illness Self-Management (Wellness 

Recovery Action Planning) {PAT} {RECO} {XXX}

• Report Title: Results of a randomized controlled trial of mental illness self-

management using Wellness Recovery Action Planning

Rank 3 - ISRCTN08387324 (ID: 21776)

• Score: 0.528

• Participants: 242 | Design: None

• Interventions: TAU: Treatment as Usual {CONTROL}, Self-Management Training 

{EDU} {Irene} (+1 more)

• Report Title: Evaluation of a Peer-Led Self-Management Programme (PLSMP) 

for people with schizophrenia Effectiveness of a Peer-led Self-Management 

Programme (PLSMP) for people with schizophrenia: a randomized controlled trial

Aspect Statistics

• Interventions: 76 unique

• Conditions: 28 unique

• Outcomes: 217 unique

Sample Aspects (Top-3 by baseline score)

• Interventions:

1. Self-Management {PAT} (score: 0.538)

2. Self-Management Training {EDU} {Irene} (score: 0.485)

3. Illness Self-Management (Wellness Recovery Action Planning) {PAT} {RECO} 

{XXX} (score: 0.448)

• Conditions:

1. A - Serious Mental Illness (score: 0.511)

2. B - Serious Mental Illness (score: 0.511)

3. A - Mental Illness (score: 0.504)



Full Re-Ranking Pipeline

© sebis 57260302 Bartu Gökalp | Master Thesis Final Presentation



Detailed Hybrid Re-Ranking Pipeline
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