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Abstract

In clinical research, a single study can produce multiple published reports. Grouping these
reports scattered across time and sources is known as sutidifcation, which is a common
challenge for systematic reviews. When performed manually, this task is time-consuming
and error-prone, motivating the development of automated systems that support experts
by providing a short list of candidates they can quickly validate. This thesis formulates
studification as an information retrieval and ranking problem in which, for a new report,
the system must retrieve and rank a list of candidates, ideally with the most relevant at the
top, prioritizing Recall@1. To investigate the impact of Large Language Models (LLMs) on
studification, three approaches are examined on the Meerkat evidence-based schizophrenia
research database: a baseline embedding-based vector search, pure LLM re-ranking, and a
hybrid re-ranking approach that strategically employs LLMs for focused aspect prediction and
metadata extraction, in combination with lexical similarity features with an XGBoost learning-
to-rank model. Two experiments were conducted for pure LLM re-ranking: first, using all
the initial retrieval data from the baseline system (full-context), and second, additionally
using the PDF file of the input report. The baseline system performs initial retrieval using
cosine similarity and returns the top-k candidates (k = 50), but struggles with first-rank
accuracy because embeddings do not reliably capture discrete metadata signals, such as trial
registration identifiers and participant numbers. Results show that the baseline achieves 64.2%
Recall@1, while pure LLM re-ranking reaches 74.4% with the full context and 77.9% with
the PDF file, demonstrating promising performance gains but at a high token cost and with
limited explainability. The proposed hybrid re-ranking approach achieves 71.1% Recall@1,
within 3.4 percentage points of the full-context pure LLM approach, while significantly
mitigating the token cost, reducing the token usage per query from ~100k-120k to ~8k (~93%
reduction), and providing additional explainability with built-in feature importance analysis.
Furthermore, the hybrid approach degrades gracefully: when LLM-assisted features are
unavailable, it achieves 68.6% Recall@1, still exceeding the baseline by 4.4 percentage points.
A small user study conducted with experts further indicates that human decisions frequently
rely on discrete metadata signals, supporting the modeling of such signals in re-ranking. This
thesis demonstrates that LLM-assisted hybrid re-ranking can improve first-rank accuracy
in automated studification tasks while operating at lower cost and being more suitable for
practical use than pure LLM ranking.
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1. Introduction

Systematic reviews (SRs) along with meta-analyses provide the highest level of evidence for
clinical trials in evidence-based medicine [1]. These studies require medical experts to screen
large amounts of medical reports and connect publications from the literature. A recurring
task in SRs is studification, the act of grouping multiple medical reports into a single study
group based on their similarity [2]. These study groups are also called randomized controlled
trials (RCTs), which is a study design method used in clinical research [3]. When reports
from the same RCT are split into different sources and publication times, correctly grouping
them becomes a challenge for evidence-based researchers. Manual execution of this process
is time-consuming, expensive, and error-prone [4].

Studification is facilitated by many different research groups. One of them is the Cochrane
Schizophrenia Group, which built MeerKat, a database of RCTs on schizophrenia, manually
tagged by librarians with PICO (Patients, Intervention, Condition, Outcome) criteria [5]. RCTs
in this database have one or more reports assigned to them, suggesting that these reports are
highly related. The current baseline solution aims to help experts with their studification
tasks by retrieving relevant candidates for an input report that is being inserted into the
database. Based on user activity, the studification process takes about 4 minutes if the report
is assigned to an existing study group, and up to 10 minutes if a new study group must
be created. The motivation of this thesis is to reduce the overall time experts spend during
studification by improving the ranking performance of the initial retrieval through re-ranking
of the candidate short list, aiming to place the correct study at the top rank.

In this thesis, RCTs in the Meetkat database will be referred to as study groups, as this better
suits the problem definition. Therefore, this thesis frames studification as an information
retrieval (IR) and ranking problem, where for an input report, represented by its title, abstract,
and authors, the system must retrieve and rank candidate study groups so that the most
relevant one is ranked as high as possible, ideally as the first. In the discussed baseline
workflow, a candidate list of top-k (k = 50) studies is retrieved using a vector search system
that measures relevance using cosine similarity. The initial retrieval provides a high-recall
candidate list, but it is not consistent in terms of first-rank accuracy.

One reason for this inconsistency is that vector embedding similarity alone cannot reliably
capture some of the decisive discrete signals that experts use in their manual studification
tasks. For instance, trial registration identifiers provide a strong indication of relevance
between two reports. Participant numbers can also be presented as examples of these signals
across the reports under the same study group. In addition, semantic similarity alone may
struggle with the variation of medical terminology, while purely lexical overlap signals can
fail when identical clinical concepts are expressed differently.

Re-ranking is a common practice in IR pipelines, where initial retrieval prioritizes recall to
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gather a candidate set, and a re-ranking system reorders these candidates using richer signals
and a much larger target space, focusing on accuracy at top ranks [6]. This pattern is also
promising in medical research where IR tasks must scale to large search spaces while still
supporting high-accuracy results in their final ranking [7].

Recent and ongoing advances in large language models (LLMs) enable them to possess
strong semantic understanding and reasoning capabilities, which may overcome some limita-
tions of embedding models [8]. However, using LLMs alone as a final solution to this IR and
ranking problem introduces practical concerns for real-world applications, where cost and
explainability matter.

This thesis aims to improve first-rank accuracy beyond the baseline embedding-based
retrieval system. It addresses cost and opacity constraints of LLMs by proposing a hybrid re-
ranking approach. This approach strategically uses LLMs and combines them with lexical and
metadata signals within an XGBoost learning-to-rank model that supports feature analysis [9,
10]. In addition to traditional metrics, a user study has been conducted to gather feedback
from experts in this domain and better understand their judgment strategies for ranking
decisions. With these insights, this thesis addresses the following research questions (RQs):

• RQ1: How accurately can PICO-like aspects (conditions, interventions) be predicted
from report titles and abstracts using LLMs versus baseline retrieval?

• RQ2: How much can extracted and engineered features improve re-ranking performance
beyond baseline, and how do different feature types contribute to this improvement?

• RQ3: Does hybrid re-ranking with a learning-to-rank model improve Recall@1 vs.
baseline vector search?

This thesis evaluates three different approaches for relevance ranking of clinical literature.
Firstly, the already established baseline system that uses embedding models trained on the
MeerKat dataset and gathers candidate studies as a ranked list from the database, providing
high recall while leaving room for improvement in top-rank accuracy, will be explained.
Secondly, a re-ranking experiment that relies solely on LLMs, achieves a performance ceiling
by leveraging the full available context, and displays promising first-rank performance gains
at high cost and opacity, will be conducted. Thirdly, the proposed hybrid approach leverages
LLM capabilities and combines them with an XGBoost learning-to-rank model to re-rank
initial results, with a focus on first-rank accuracy will be explained.
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2. Background

This chapter presents the foundational concepts required to understand the studification
problem and the approaches developed to address it. It outlines the dataset, the formulation
of studification as a retrieval and re-ranking task, the principal similarity signals, and the
evaluation criteria employed in this thesis.

2.1. Problem Context

Studification, in this context, is the process of grouping medical reports originating from
the same underlying clinical trial into a single study group [11]. This task is important in
evidence-based medicine, as a single clinical trial can be split into multiple reports published
at different times and across data sources [12]. Thus making the manual screening process
time-consuming [4]. Conducted a user activity tracking study on the baseline system, which
revealed that the average time spent on studification tasks where the input report has been
assigned to an already existing study group took 4 minutes per task for about 400 individual
tasks (twice per year). When a new study group is created, this duration can exceed 10
minutes. Creation of a new study group in the database requires experts to manually extract
PICO-like aspects along with other metadata (e.g., participant number) from the input report.

Input and output. In this thesis, studification is described as a retrieval-and-ranking problem.
The input is a query report, represented by its title, abstract, and author, while the output is a
list of candidate study groups, ranked by their relevance to the input report. The goal is to
have the most relevant study group ranked as high as possible, ideally as the first. A study
group contains at least one assigned report, possibly more, so the system aims to match the
input with a group rather than with a single report.

Signals indicating "same study". There are signals with high decision power in the input
data and the search space. One of them is the trial registration identifier, such as National
Clinical Trial (NCT) numbers [13]. When identical across two reports, this signal strongly
indicates they belong to the same study group, as they are also part of the same clinical
trial.[14] Another example of these signals is the number of participants. Participants will be
the same, except for dropouts, across the different phases of the same trial documented in
separate reports. It is common to have multiple reports for different phases of the same trial,
such as safety, secondary outcomes, and long-term follow-up, with the same participants.

In addition to these signals, the semantic overlap in medical concepts such as interven-
tions, conditions, and outcomes, and textual similarity between titles and abstracts are also
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2.2. TASK DEFINITION

significant signals as reports belonging to the same study group are likely to share the same
terminology [15, 16, 17].

Assumptions and ground truth. This work assumes that information annotated by experts,
including the true study group and assigned aspects, represents the ground truth. These
annotations are used as labels for model training and evaluation. Therefore, the success
condition is defined as the expert-annotated study group ranking first on the candidate list.

2.1.1. Dataset

The dataset in this thesis consists of multiple sample sets from a database of study groups
curated for evidence-based schizophrenia research, named MeerKat[5]. Reports, such as
publications in this database, are grouped by their source study groups. Beyond plain-text
data such as titles and abstracts, Study groups in this database include PICO (Patients,
Intervention, Comparison, Outcomes) components annotated by experts, as well as structured
metadata, such as the number of participants and trial registration IDs [18]. These additional
annotations represent the behavior of medical experts when performing manual studification.
This makes them relevant for designing and evaluating a re-ranking system.

Table 2.1.: Dataset sample sizes used throughout experiments (train, test, and aspect/metadata
evaluation sets), displayed by the number of query reports.

Dataset Train Test Aspect & Feature Extraction
Set Set Evaluation Set

Samples 222 159 339

The thesis uses three sample sets from this database, shown in Table 2.1: a training set and
a test set for the re-ranking model, and an aspect-prediction evaluation set. The train and test
sets each include one input study and candidate studies for re-ranking. The aspect evaluation
set includes PICO-like aspects and other expert-annotated metadata from the input report. To
yield a candidate set with high recall for re-ranking, the top 50 candidates are selected [19].
Training and evaluation later use query-level supervision, with each query containing exactly
one ground-truth study group among the candidates.

2.2. Task Definition

This section formulates studification as an Information Retrieval (IR) and ranking problem. It
introduces the signals adopted to detect relevance between the query report and candidate
RCTs. It also explains concepts that are used later in re-ranking.
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2.2. TASK DEFINITION

2.2.1. Aspects and the Role of PICO

Medical reports can often be represented by structured elements. The PICO framework is a
common method for this [20]. Usage of task-specific signals to represent relevant documents
more accurately has been successfully applied in other fields, such as e-commerce [21]. In
this thesis, the term "aspects" refers to structured, expert-annotated (or model-predicted)
keywords used in the re-ranking pipeline. According to a recent study, query-specific features,
such as PICO aspects, can also improve retrieval quality in medical tasks [22]. This approach
is motivated by the observation that medical experts use these aspects in their manual
studification tasks.

2.2.2. Retrieval and Re-Ranking

IR pipelines often break their process into two distinct steps to increase performance. The
first step is the initial retrieval stage, which quickly and efficiently gathers a set of candidates
from a large search space. The second step is the re-ranking stage, which re-orders gathered
candidates into a more desirable sequence [23]. In this thesis, the baseline system performs
initial retrieval using vector embeddings and cosine similarity to generate a shortlist of
candidate studies. Vector embeddings represent textual data numerically, and cosine similarity
measures similarity between two embedded vectors by calculating the cosine of the angle
between them. This similarity score later becomes the original score from the baseline system
and is used as a re-ranking feature. Lastly, re-ranking is applied to this list to include other
signals, such as participant count, aspect alignment, and registration IDs, that the baseline
system might miss.

2.2.3. Similarity Signals

Studification uses multiple similarity signals to decide whether a query report belongs to a
candidate study.

Embedding similarity is a semantic signal that compares the text fields of the query report
with the candidate studies’ text fields. This enables the system to gather semantically related
RCTs even when they have low word overlap. While being efficient, this signal can miss
discrete information which can be highly decisive for studification.

TF-IDF is a method that transforms text into numerical vector representations by weighting
words according to their importance in a document relative to a set of documents. Term
Frequency (TF) and Inverse Document Frequency (IDF) value words that appear frequently
in a document, while appearing rarely across the document collection [24]. This provides a
valuable lexical signal by favoring context-dense terms and dismissing common words. When
calculated on TF-IDF vectors, cosine similarity provides a signal for lexical overlap. This is
useful, as medical reports from the same trial tend to reuse clinical terms and phrases in their
titles and abstracts [25].
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2.3. CONCEPTS AND TERMINOLOGY

Word Overlap and Jaccard Similarity Coefficient are set-based measures that provide a
simple yet robust lexical signal. Defined in Equations 2.1 and 2.2, these measures treat the title
and abstract texts as sets of unique tokens and quantify how much the query and candidate
have in common. These are robust to varying text lengths and can highlight reused phrases
in titles [26].

Jaccard =
|Query → Candidate|
|Query ↑ Candidate| (2.1)

Overlap =
|Query → Candidate|

min(|Query|, |Candidate|) (2.2)

Multiple signals matter since they help capture different failure points. Embeddings
support semantic matching between paraphrases, while TF-IDF and overlap-based measures
focus on exact reuse of terminology that frequently occurs within the same study group, as
reports prepared by the same group of medical experts will be affected by their wording
preferences. Thus, the upcoming hybrid approach combines these signals with aspects and
metadata features to achieve an improved ranking quality over the initial retrieval results.

2.2.4. Learning-to-Rank

It is possible to implement a re-ranking approach by manually designing the scoring rules.
Nevertheless, manual rule design requires choosing feature weights that can be difficult to
calibrate. The learning-to-rank approach addresses this by learning to combine different
features from query-level supervision and optimizing the ordering of candidates according to
the selected objective.

In the setting of this thesis, supervision is available at the query level; hence, for each query
report, there is exactly one candidate study annotated as the ground truth match within the
retrieved candidate set. The learning-to-rank model learns to predict a single continuous
relevance score for each candidate using this supervision. Consequently, the final ranking is
obtained by sorting related studies according to this predicted score.

The hybrid approach described in Chapter 3, the XGBoost gradient-boosted decision tree
learning-to-rank model, is trained on query-level labels, exploiting a baseline similarity signal
while incorporating text similarity, aspect alignment, and metadata matching features to
predict a single ranking score per candidate study group.

2.3. Concepts and Terminology

Terminology used for the data points in this thesis includes report, study group, query, candidate
set, aspects, assigned aspects, and baseline score.

• Report is a single bibliographic record, represented by three fields; title, abstract, and
authors.
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2.4. THE THREE APPROACHES

• Study group is a set of reports that belong to the same clinical study, annotated by
medical experts. In addition to reports, study groups have 7 metadata fields: initial score,
number of participants, participants’ description, study design, conditions, interventions,
and outcomes.

• Query report is a report given to the system as input, from which the correct study
group must be identified in the candidate set.

• Candidate set is the set of top-50 study groups from the baseline systems’ initial
retrieval, which later passed to the re-ranking process.

• Aspects are structured PICO-like keywords divided into three categories: conditions,
interventions, and outcomes.

• Assigned aspects are the 3 sets of aspects, one per category, that are gathered from
candidate studies and ranked by the system. These sets contain the aspect names and
relevance score used for their initial ranking.

• Baseline score is the cosine similarity calculated from vector embeddings by the baseline
system.

2.4. The Three Approaches

In this thesis, three methods will be explored. These are the baseline system targeted for
improvement, pure LLM-based relevance ranking, and a hybrid approach that aims to
combine the advantages of both.

2.4.1. Baseline

Vector embeddings are the backbone of the baseline system. These embeddings are generated
from the titles and abstracts of reports within each study group and used to calculate the
relevance of the entire group using cosine similarity. The system returns the top-50 most
relevant study groups as the candidate set, along with three ranked aspect sets constructed
from the assigned aspects of these groups. While computationally efficient, this approach can
fail when different terminology is used for closely related clinical concepts, or when decisive
discrete signals (e.g., registration IDs, number of participants) are not captured by vector
embeddings [27]. As a result, vector embeddings alone cause textually related yet incorrect
study groups to rank higher than the true matching one.

2.4.2. LLMs for Medical Text

LLMs are powerful neural models designed to process and generate natural language by
learning contextual representations of text. A key component underlying their effectiveness
is the attention mechanism, which enables the model to dynamically focus on relevant parts
of the input when constructing token representations [28]. By modeling dependencies and
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2.5. EVALUATION FRAMING

contextual relationships, attention allows LLMs to capture semantic meaning beyond surface-
level word matching. This capability is particularly valuable in the medical domain, where
the same concept may be expressed using different terms or paraphrases [29].

Another powerful aspect of LLMs is their reasoning capabilities. They leverage the con-
textual information learned during their training to combine and transform information in
ways that mirror logical reasoning; thus, LLMs can "reason" like a human expert would when
working on studification tasks.

LLMs, therefore, can be useful for medical studification tasks as they are able to interpret
semantic relationships thanks to their attention mechanisms. This ability allows them to
normalize medical concepts and extract structured signals from unstructured text.

However, using LLMs solely for ranking poses practical barriers. One of these barriers is
their cost-per-token pricing policy, which can easily be a major barrier, as the required context
amount for studification tasks is considerably high per query. Another barrier it poses is
the black-box opacity of LLMs, which makes the LLM’s decisions difficult to interpret and
systematically evaluate [30].

These limitations are especially relevant in clinical IR applications, where it is crucial to
have reliable, justifiable systems. Studies show that IR, especially aspect extraction, is a hot
research topic in the medical research domain [31, 32, 33, 34].

2.4.3. Motivation for Hybrid Systems

The goal of retaining LLMs’ semantic understanding and reasoning while avoiding their
high cost and opacity motivates a different approach. Hybrid systems aim to achieve this by
employing various strategies. This thesis’s approach is to use LLMs exclusively for focused
extraction tasks, such as scoring aspect relevance or extracting structured metadata, and then
rely on locally computed features to train an efficient learning-to-rank model [35, 17].

This approach reduces cost by using a much smaller context and can improve the explain-
ability of the decision process by allowing it to be traced back to its feature contributions
[36].

2.5. Evaluation Framing

This section describes how ranking quality is evaluated in the studification task, how these
metrics demonstrate performance, and introduces how aspect scoring performance is calcu-
lated.

2.5.1. Primary Metrics

This thesis evaluates the quality of ranking using Recall@k metrics and Mean Reciprocal Rank
(MRR), defined by the Equations 2.3 and 2.4, with a primary focus on Recall@1 to keep the
attention on the first rank accuracy [37, 38, 39]. Recall@k measures the fraction of relevant
items retrieved within the top k ranks. In IR applications, it is calculated as the number of
relevant items in the top k divided by the total number of relevant items [40].
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Recall@k =
Number of Relevant Items in Top K

Total Number of Relevant Items
(2.3)

MRR measures how early the first relevant results appear by averaging the reciprocal ranks
of the first relevant item across queries, thus rewarding placing the true match closer to the
first rank.

MRR =
1
|Q|

|Q|

∑
i=1

1
ranki

(2.4)

The implemented aspect scoring approach produces a continuous relevance score [0,1]
for each aspect in the assigned aspects set. These are later evaluated as a binary relevance
classification task by labeling them against the ground-truth aspects annotated by experts in
the query report. Therefore, the aspect-level scoring performance of LLMs is measured using
Receiver Operating Characteristic (ROC) curves and the Area Under the Curve (AUC) metric.
ROC curves are plots that are used for illustrating the performance of binary classifier models
at varying threshold values [41, 42]. ROC curves are plotted by the true positive rate (TPR)
against the false positive rate (FPR) for all thresholds. These curves are commonly used in
clinical research for evaluating diagnostic test performance. This thesis employs these curves
by transforming aspect scoring into a binary classification problem where predicted scores
are evaluated as relevant or irrelevant based on their presence in the ground truth set.

In the conducted user study, experts were asked to choose between the re-ranked top-
1 and baseline top-1 candidate studies for an input report, validate their decisions (e.g.,
participant number, interventions), and provide a confidence rating. Results of this study
were interpreted using Fleiss’s Kappa (κ), a statistical measure used to assess agreement
reliability when annotators classify a number of items, to provide insight into interannotator
agreement [43]. This measure reveals when experts’ opinions align or diverge on ranking
decisions.

2.5.2. Interpretation for Studification

In studification, each query report has a single ground-truth study group with the highest
relevance. Therefore, Recall@1 directly shows how accurately the system has assigned the
true study group to the first rank. Additionally, Recall@3 and Recall@5 capture how often the
target study group appears in the shortlist that a human expert could easily inspect. In other
words, they reflect a human-assisted workflow.

MRR contributes to evaluation by distinguishing between samples where the correct study
is ranked 6th vs. 25th, even though both count as failures under all Recall@k metrics.

Alongside these metrics, this thesis also considers the graceful degradation of the hybrid
system when the LLM API becomes unavailable. Degradation here refers to the case where
the system operates without LLM-dependent features and re-ranks solely on baseline and
local features. Rather than ending in complete failure, the hybrid approach aims to achieve
improvement over the baseline system even when no LLM-assisted features are within reach.
Therefore, a "good" result for this thesis is an advancement in top-rank performance over the
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embedding-driven baseline approach while mitigating the cost and opacity concerns of pure
LLM ranking.
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3. Methodology

In this chapter, methodological details of the embedding-based baseline system, pure LLM
re-ranking approach, and the implemented hybrid solution that balances performance while
addressing practical barriers will be explored.

3.1. Overview: Studification Challenge in Systematic Reviews

Conducting systematic reviews is a resource-intensive manual task that medical researchers
face. Evidence-based medical research requires screening hundreds of reports. To speed up
this process, medical experts group closely related reports into study groups. This process,
called studification, is helpful because multiple publications belonging to the same study often
report different aspects of the same medical trial. Correctly grouping them helps medical
experts to drive evidence more accurately; however, doing this manually is time-consuming,
labor-intensive, and error-prone [4].

Medical experts collaborating on this work specialize in evidence-based schizophrenia
research [5]. Existing automated solutions for studification in this discipline struggle with
this challenge for several reasons. The baseline IR system exploits PICO aspects and vector
embeddings to rank relevance. However, this approach can miss that "Clozapine" and
"atypical antipsychotics" are two related interventions in schizophrenia treatment, or that
two studies with an identical number of participants are likely to belong to the same RCT
[44]. Despite their black-box nature and high cost, recent developments in LLMs make them
capable of powerful semantic understanding of medical concepts. Medical experts cannot
fully trust a system that incurs high costs and provides little to no justification for its decisions.

This chapter documents a systematic exploration to find a practical solution to studification.
In this process, three approaches were investigated through iterative experimentation, and the
limitations discovered in each phase motivated the design and implementation of the next.

Instead of presenting a final solution, this methodology explores the journey from problem
discovery through experimental validation to architectural decisions. Each phase uncovered
an important trade-off between the powerful semantic reasoning of LLMs and their practical
use. In the end, it is revealed that the most effective system is the one that combines multiple
techniques rather than relying on a single approach.

3.2. The Baseline System

The established baseline system provides a strong reference point. The system uses vector
embeddings to perform information retrieval on a set of studies based on a query report,
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ranking them by relevance. However, it has limitations that motivate the implementation of a
re-ranking system that further improves the ranking performance by targeting to have the
most relevant study at the first rank.

3.2.1. Studification as a Retrieval Problem

In the studied workflow, studification can be treated as an information retrieval task where,
given a newly encountered report, the system must identify the most likely study group that
the report belongs to. The input to this task is a single report, represented by its title, abstract,
and authors. The search space contains a set of existing study groups, each consisting of one
or more reports assigned by domain experts. The baseline system outputs a list of candidate
study groups ranked by their relevance to the input report, aiming to retrieve the most
relevant study at the top rank and maximize Recall@1.

3.2.2. Dataset

The curated dataset used in this thesis organizes the medical literature into RCTs (referred
to as "study groups") and consists of multiple types of reports, such as publications and
registrations. In addition to plain text report data (title, abstract) and authors, these groups
also have human-annotated PICO aspects such as conditions, interventions, and outcomes,
with other features like the number of participants. These extra signals are highly relevant for
human experts performing studification tasks.

3.2.3. Baseline Retrieval Pipeline

The baseline pipeline has three steps. Firstly, the query report is encoded from its title and
abstract into a vector representation using an embedding model trained on this dataset.
Secondly, each vector embedding for each study group is retrieved from the vector database.
Lastly, the candidate studies are ranked by their cosine similarity to the input report based on
their embeddings, and the top-k results are returned for the inspection of medical experts.
Here, the top-k value is set to 50 to maintain high recall and provide a wide space for
upcoming re-ranking implementation.

Aspects assigned to these top-50 candidates are also evaluated by their cosine similarity
score to the input report, and ranked accordingly to form three lists (conditions, interventions,
and outcomes) of assigned aspects. The purpose of these lists is to provide experts with
another perspective for their inspection process.

This design is efficient as it only calculates the embeddings and similarity once at query time.
However, this also means that the model has to learn to address all relevant studification assets
such as intervention, conditions, and participant numbers purely through vector similarity.

3.2.4. Baseline Performance

The baseline system provides the initial reference for performance that will be visited many
times during this study. On the test set, it achieves 64.2% Recall@1, indicating that, across
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a large number of results, the most relevant study was not ranked first. This suggests that
embedding similarity alone is not enough for the studification task, and there is room for
improvement. The remainder of this chapter explores this idea of building on the baseline
system by re-ranking its initial results to move the true study match upwards in ranks.

3.2.5. Baseline Limitations

The proposed baseline system has several limitations:

• Semantic gap in medical terminology, where embedding similarity can miss relations
that are clinically meaningful. When two reports use different terminology to describe
the same intervention (e.g., a specific antipsychotic drug), even though experts would
recognize that these terms are closely related, for studification.

• A reasoning gap occurs when embedding models are compared to the LLMs. Unlike
embedding-based models, LLMs can reason over the context and identify relationships
that embedding models might miss.

• Sole usage of embedding models may cause a lexical gap in the baseline system.
When two reports have a strong connection in their preferred terminologies, vector
embeddings might be insufficient to catch this signal.

• Insufficient handling of identifiers such as trial registration identifiers, which are highly
decisive for determining the true study group that the query report belongs to.

• Weak utilization of numerical metadata, such as the number of participants in the trial.
These data are often decisive, yet they are not properly represented by general-purpose
embedding similarity. Participant numbers are often mentioned in the text and can be
described as participant groups rather than stating the total number (e.g., 20 participants
+ 20 control group = 40 participants). This situation makes it harder for vectorization
models to capture this signal.

The limitations mentioned above serve as the primary motivation for the following sections.
We will explore the re-ranking capabilities of LLMs and then discuss an attempt to implement
a hybrid system. This system aims to retain the benefits of the baseline approach while
utilizing LLMs and traditional machine learning techniques to achieve improved ranking
results.

3.3. The LLM Experiment

In order to understand the performance that can be achieved by semantic reasoning alone, an
LLM experiment has been conducted. This section will explain and evaluate the pure LLM
re-ranking approach, where a performance ceiling has been established.

13



3.3. THE LLM EXPERIMENT

3.3.1. The Hypothesis

LLMs have demonstrated remarkable medical capabilities, suggesting they could overcome
the limitations of the baseline system through their reasoning. GPT-4 models have achieved 80-
90% accuracy on United States Medical Licensing Examination (USMLE) questions, exceeding
the passing threshold of approximately 60% effectively [45]. According to recent evaluations,
GPT-4o was able to achieve 88.8% accuracy on medical licensing exams, and GPT-o1 achieved
as high as 93.0% [46]. Beyond exam performance, LLMs have displayed proficiency in
performing reasoning in diagnostic tasks, understanding drug interactions, and interpreting
clinical symptoms [47].

Unlike embedding models that are frozen at training time, LLMs are able to understand
hierarchical relationships between drugs and drug classes. This ability is valuable for the
context of this study, as the interventions are the most important aspect category in the
dataset according to the medical experts in the collaborative research group. Additionally,
LLMs are capable of performing multi-step reasoning over medical concepts and applying
contextual judgment to assess clinical relevance. Studies have demonstrated that GPT-4 can
“mimic the common clinical reasoning process of clinicians” and, in some cases, even exceed
physicians in specific diagnostic reasoning tasks [48].

These findings suggest that LLMs might excel at semantic understanding of medical
terminology like identifying that “glycemic control agents” and “insulin therapy” are related
interventions, hierarchical medical concept recognition such as understanding that metformin
belongs to the umbrella category of anti-diabetic medications, contextual relevance assessment
by identifying that two studies with a similar number of participants and their characteristics,
and study designs are clinically related even without exact keyword matches [28, 29].

In this section, the goal is to establish a performance ceiling that represents the greatest
achievable improvement solely through LLMs’ capabilities before considering practical con-
straints. Thus, an experiment has been conducted to determine what level of performance is
theoretically possible if cost and opacity concerns are ignored.

3.3.2. Implementation: Full Context Approach

The implemented system uses pure LLM re-ranking using GPT-5-mini via OpenAI API to
re-rank all 50 related studies from the baseline results. GPT-5-mini is selected for its balance
of strength in performance and manageable cost per token. Experiments done with small
samples from the data showed that using the full GPT-5 model only performs slightly better
while dragging the cost significantly higher, resulting in being overpriced for the evaluation
scale of this study. For each query, LLM was provided with the complete context available for
the re-ranking task

This comprehensive input included:

• Query study: Full title and abstract (600-700 words)

• Candidate studies: Complete data for 50 studies
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– Full titles and abstracts for all associated reports (studies can have multiple publi-
cations)

– Metadata features (e.g., number of participants)

– Trial registration identifiers (e.g., NCT numbers)

– Complete author lists

– All assigned PICO aspects

– Baseline similarity scores

Prompt Design

The prompt used for pure LLM re-ranking can be viewed in Figure A.1 and is designed
according to the following principles:

1. Full Context Approach - Provided complete study metadata (titles, abstracts, interven-
tions, participants, etc.) to enable rich semantic understanding. The target was to give
the LLM access to all available information a human medical expert would use when
assessing study relevance.

2. Structured Output - Enforced JSON array format to ensure reliable parsing and integra-
tion with the evaluation pipeline. This approach prevented free-text explanations and
possible ambiguity in LLMs’ responses that would obscure parsing and evaluation.

3. Minimal Prompt Engineering - Kept instructions clear and straightforward without
any domain-specific templates or few-shot examples. Aimed to test the LLM’s native
medical knowledge without comprehensive prompt optimization, establishing a baseline
for what zero-shot prompting alone could achieve. If this approach performed well,
it would suggest that LLMs actually understand medical concepts rather than simply
pattern-matching on examples provided in the prompt.

3.3.3. LLM is Promising

As shown in Table 3.1, pure LLM re-ranking achieved 74.2% Recall@1 on the 159-query test
set (150 queries succeeded with 9 API failures, failed samples are discarded, and metrics are
computed on 150 queries), a 12.2 percentage point improvement over baseline. Failed queries
are discarded, and metrics are calculated only on succeeding queries.

In 108 of 150 queries, the LLM correctly ranked the ground truth most relevant study in the
first position. Achieving an improvement that demonstrates semantic understanding could
enhance relevance ranking beyond the current IR methods used by the baseline system.

3.3.4. The Practical Barriers

Despite the significant performance gain, the pure LLM re-ranking approach faced practical
barriers, making it unsuitable for production deployment.
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Table 3.1.: Performance gains of pure LLM approach over baseline retrieval on top-k ranking
metrics.

Metric Baseline Pure LLM Improvement

Recall@1 64.2% 74.2% +12.2%
Recall@3 78.0% 84.0% +7.7%
Recall@5 82.4% 88.0% +6.8%
MRR 0.722 0.784 +8.6%

The Cost Reality

A full evaluation run of 150 queries consumed around 16.5M tokens, which makes the average
tokens per query for this dataset around 100k, as the Table 4.2 shows. Considering that the
studification is a task that experts continuously work on, this cost could easily accumulate
into a much larger concern.

Table 3.2.: Token consumption for pure LLM approach using the full-context, total, and per
query.

Token Type Pure LLM
Full Context

Avg/Request
Full Context

Prompt tokens 15,967,785 106,451.9
Output tokens 660,840 4,405.6
Total 16,628,625 110,857.5

The Black Box Dilemma

Pure LLM provides no feature importance breakdown to determine which signals drove the
final ranking, no justification for ranking decisions of produced rankings, and no path for
domain expert input or validation to refine decision logic based on their domain knowledge.

Medical systematic reviews are high-stakes decisions that inform clinical guidelines, health-
care policy, and treatment procedures. Unlike consumer applications, where errors are more
tolerable, errors in medical studification tasks can have serious consequences:

1. Regulatory Requirements: Bodies like Cochrane or NICE require transparent method-
ologies from the submitted systematic reviews [49].

2. Trust and Validation: It is required for medical experts to understand why the system
assigned certain studies to the same group. Is it based on the similarity of interven-
tions? Participant characteristics? Lack of proper explanation makes identifying correct
groupings from incorrect ones difficult for experts.
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3. Iterative Refinement: Clinical tools need to improve through domain expert feedback
in order to be effective. If doctors notice the system incorrectly groups different types
of psychiatric interventions, they should be able to point out which features need
adjustment. Black-box systems prohibit such refinement [30].

4. Error Diagnosis: In case of failure, researchers need to diagnose why the system has
failed. Did it miss a critical keyword? Did it evaluate irrelevant factors as highly
important? This is not possible with the opacity of LLM decisions.

The Realization

High performance achieved solely through LLMs is not sufficient. A system that uses 110k
tokens per query, and cannot explain its ranking decisions, is incompatible with real-world
medical studification practices.

These constraints are not only minor inconveniences, since they are fundamental barriers
to clinical production deployment:

• Cost makes deployment undesirable in resource-limited settings

• Opacity fails the requirement for transparency in medical studification tasks

This realization motivated the third phase, during which a hybrid approach combining
LLMs with traditional ML techniques was developed to retain LLMs’ ranking performance
while addressing their limitations.

3.4. Building the Hybrid Approach

Practical concerns of the pure LLM re-ranking motivated a hybrid solution that combines
strategic usage of LLM with locally computed features and learning-to-rank models to reach
near LLM performance with a lower cost and improved explainability.

3.4.1. The Core Question

The hypothesis for this section is that combining LLM’s semantic reasoning for aspect
prediction and metadata extraction with traditional feature-based ranking could preserve
most LLM performance gains while highly reducing cost and improving explainability.

Pure LLM approach achieves an impressive improvement in ranking performance over the
baseline; however, it faces major practical barriers: high query cost and its black-box opacity.
The medical studification tasks particularly require explainability as the experts must be able
to validate why certain studies are grouped together to ensure clinical correctness. This raises
the question:

Is it possible to achieve comparable performance to LLMs while addressing these
concerns?

17



3.4. BUILDING THE HYBRID APPROACH

Recent studies show that hybrid approaches combining LLM semantic capabilities and
traditional ML methods can achieve near-optimal performance at reduced computational cost.
Combining LLM insights with data-driven methods is able to improve overall performance
even with limited data points, shown by hybrid strategies for feature selection [17, 35].

Design Choices

The implemented hybrid approach follows three core principles:

1. Use LLMs strategically: Leverage LLMs only where the baseline system is insufficient
and semantic reasoning is necessary (aspect prediction and metadata extraction), not
for the entire re-ranking task.

2. Compute locally: Engineer the most valuable features from available and extracted data
without relying on additional API calls, reducing overall cost.

3. Make it transparent: Back every ranking decision with explicit features that medical
experts can interpret and validate.

These design choices align with emerging best practices in LLM deployment by leveraging
their semantic capabilities while avoiding their excessive computational expense for tasks
where simpler methods can achieve similar performance.

3.4.2. Three-Stage Architecture

Stage 1: Strategic LLM Use - Aspect Prediction & Feature Extraction

Instead of providing the full context of the input payload, the scope is drastically reduced
to aspect prediction only. This task still benefits from LLM’s capabilities but consumes far
fewer tokens. In this approach, the context provided to the LLM contains the complete
list of aspects from a specific category, along with the input report title and abstract. Data
regarding the candidate studies is completely removed from the context, making it much
lighter. This strategy is inspired by recent findings that LLMs excel at focused extraction tasks
with structured output, speeding up the medical information extraction tasks for the experts
[50]. Even LLMs that are locally deployed due to privacy concerns are able to achieve over
85% accuracy on medical information extraction tasks [51]. The selected LLM is GPT-5-mini,
as it is in the pure LLM approach. But this time, since the provided context is much smaller,
the reasoning effort is set to medium, and not left empty like in pure LLM implementation.
For all other parameters, default values are used. Prompt used for this operation includes the
input report title and abstract, the full related aspects list from initial retrieval, and guidelines
for scoring these aspects. Full prompt can be viewed in Figure A.2.

The related aspects are the assigned aspects from the top 50 initial results from the baseline
system. They capture all interventions, conditions, and outcomes mentioned across all the
related studies. This ensures comprehensive coverage while avoiding the token explosion of
including full related study data, which can contain over 70 reports.
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The LLM performs two tasks separately:

1. Scoring Aspect Relevance: Leveraging semantic understanding capabilities to score
how relevant each PICO aspect is to the query study. This captures the LLM’s medical
knowledge without requiring it to compare the full study texts. For each aspect category,
LLM is tasked separately in parallel to avoid mixing contexts while scoring.

2. Metadata Extraction: Parsing the query title and abstract to extract metadata features:

• participants_num: Extracted via semantic understanding of phrases like “85
participants”, “n=120”, “recruited 96 patients”.

• participants_desc: Identifies participant demographic terms (e.g., ”adult”, “child”,
“adolescent”)

• study_design: Recognizes clinical study methodologies (”randomized controlled
trial”, “controlled clinical trial”, “observational study”, “cohort”)

In the prompt used for feature extraction, LLM is tasked to label the feature as "Unknown"
if it’s not confident, or the information is not included within the available data. This decision
was made to avoid false positives in the metadata extraction and make the evaluation of
this step clearer. The feature extraction prompt includes the title and abstract of the input
report, along with a guideline for each metadata feature to regulate the LLM’s answers. These
guidelines include some common patterns in title and abstract texts, and multiple options
for return values for each feature. Full prompt can be inspected at Figure A.3. Extracted
features enable precise matching, whereas these signals were not reliably captured by pure
vector-embedding similarity [27].

Stage 2: Local Intelligence - Feature Engineering

Once aspects and metadata features are acquired via LLM, 22 explicit features are computed
from local data without additional API calls.

Feature Category 1: Original Ranking Signal (1 feature)

1. original_score: Baseline vector similarity score (0.0-1.0)

• Captures the vector embedding-based relevance from the baseline system (mention
model)

• Provides a strong foundation signal that is refined by the hybrid approach instead
of being replaced

Feature Category 2: Text Similarity Features (13 features) These features capture the lexical
similarity between the text fields of the input report and the assigned reports of the candidate
study. Title-based features (7 features)

1. title_tfidf_cosine_max: Maximum TF–IDF cosine similarity among the reports under a
candidate study

• Identifies the report with the strongest lexical title overlap in a candidate study
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• Handles the cases where one candidate study has multiple publications with
varying title similarity

2. title_tfidf_cosine_mean: Average TF–IDF cosine similarity across all reports under the
candidate study

• Indicates overall title similarity when studies have multiple reports

• Smooths over individual report variations

3. title_tfidf_cosine_variance: Variance of TF–IDF cosine similarity across reports

• High variance indicates inconsistent terminology across publications, possible in
multi-phase medical trials

• Low variance suggests consistent terminology

4. title_overlap_max: Maximum proportion of overlapping unique words in titles

5. title_overlap_mean: Average word overlap proportion across reports

6. title_overlap_variance: Variance in word overlap across reports

7. title_jaccard_max: Maximum Jaccard similarity coefficient for title word sets

• Jaccard = |A → B|/|A ↑ B| where A and B are word sets

• Symmetric similarity feature is less sensitive to title length differences

Abstract-based features (6 features)

1–6. abstract_tfidf_cosine_max, mean, variance and abstract_overlap_max, mean, variance:
Same metrics as title features applied to abstracts

• Abstracts provide richer text content for similarity calculation (600-700 words vs
15-25 for titles)

• Abstract text similarity correlates with methodological alignment in medical studi-
fication

Feature Category 3: Aspect Overlap Features (4 features)
These features empower the LLM-extracted aspects scores to quantify semantic alignment

in the PICO framework. Before these features are calculated, the optimal number of aspects
from each category is selected according to an optimized score threshold for refining the
aspect context. Outcomes are not included in the aspect features because they lack the labels
needed to evaluate threshold-based selection performance. This will be discussed further in
Chapter 4.

1. interventions_tfidf_cosine: TF–IDF cosine similarity between selected query interven-
tions and candidate interventions

• Computed using concatenated intervention names
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2. interventions_score_avg: Average LLM predicted relevance score for matching inter-
ventions

• Directly involves LLM semantic understanding

• For candidate study interventions [I1, I2, I3] scored [0.92, 0.76, 0.45], average = 0.71

3. conditions_tfidf_cosine: TF–IDF cosine similarity for medical conditions

• Same as the interventions_tfidf_cosine but for condition aspect category

• Important for studification tasks as the same trial studies should share participant
conditions

4. conditions_score_avg: Average LLM predicted score for matching conditions

• Second most important aspect category according to collaborating medical experts

Feature Category 4: Metadata Features (4 features) These features capture the study charac-
teristics extracted by LLM.

1. participant_num_exact_match: Binary indicator of matching number of participants

• Computed as 1 if the number of participants is equal in both query and candidate
studies, else 0

• This is a highly diagnostic signal, as the same trials have nearly identical participant
counts

2. participant_desc_exact_match: Binary indicator of matching participant descriptions

• Computed as 1 if descriptions exactly match, else 0

• Case insensitive, matches “Adults” with “adults”

• Could be extended to fuzzy matching, but an exact match performed well, as this
label is consistently structured

3. registration_ids_match: Binary indicator of matching trial registration identifiers

• Extracted using regex patterns demonstrated in Figure A.4

• Matched common trial registry identifiers: NCT12345678, ISRCTN124214, etc.

• Extracted from query and candidate titles, abstracts, and authors

• Computed as 1 if an ID overlap exists, else 0

4. study_design_match: Binary indicator of matching study designs

• Normalized into 2 categories during prompting

– “randomized controlled trial”, “RCT”, “randomized trial” → “RCT”

– “controlled clinical trial”, “controlled trial” → “CCT”

• Calculated 1 if normalized designs match, else 0

• Captures methodological alignment of studies
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All 22 features are computed locally using only LLM extracted aspects & metadata, query
text, and candidate study text & metadata from the retrieval results of the baseline system.
Therefore, no additional API calls are required after the initial aspect prediction and feature
extraction stage. The selection of these features was done by an ablation study performed on
the training dataset, resulting in 22 effective features.

Stage 3: Learning To Rank - XGBoost Model

The 22 engineered features are fed into an XGBoost gradient boosting model trained to predict
relevance ranking. XGBoost is widely used for learning-to-rank tasks due to its high efficiency,
capability of handling non-homogeneous features, and built-in ranking objectives [52, 53, 54,
55, 56]. This model implements LambdaMART, a pairwise learning-to-rank algorithm, which
is widely used for IR applications and re-ranking in medicine [56, 55]. Some studies have
shown that gradient boosting decision trees are able to outperform neural ranking approaches
in ranking tasks [57].

Training Data Construction: 222 queries with ground truth relevance labels from manual
studification annotations

• For each query, 50 relevant studies ranked by relevance

– 1 ground truth most relevant study at the first rank

– 49 less relevant studies from rank 2 to 50

• Each query generates pairwise comparisons

– Ground truth study vs. each 49 of other candidates, resulting in 49 pairs per query

– Total training pairs are 222 queries multiplied by 49 pairs per query, resulting in
10,878 training pairs

• Features are computed for 11,100 candidate studies (222 queries x 50 candidates)

The XGBoost model constructs an ensemble of decision trees that learn to weight features
based on their effect on relevance prediction. The pairwise ranking objective compares ground
truth studies against non-relevant candidates to learn which features differentiate between
relevant and non-relevant.

For each candidate study, XGBoost outputs a predicted continuous ranking score that
combines baseline signal strength, LLM-extracted aspect relevance, text similarity patterns,
and metadata alignment. Here, baseline signal strength accounts for leveraging the existing
retrieval quality, which is reliable and cheap. LLM-extracted relevance of aspects includes the
powerful semantic understanding of LLM, text similarity patterns capture textual relevance
with traditional methods like overlap and TF–IDF, and metadata alignment incorporates
highly decisive participant features and trial identifiers along with study design information.
The final ranking sorts candidates by their new scores predicted by XGBoost in descending
order. The model learns the optimal weighting automatically during the training process,
thus not requiring manual weight tuning.
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For example, the model might learn to rank the study higher when trial identifiers match,
regardless of the text similarity. Another example is that the model can learn to rank higher
when the participant number matching flag is true, even if the original ranking signal is low.

3.4.3. Beyond Performance: The Transparency Advantage

Dissimilar to black-box ranking provided by the pure LLM approach, the implemented
hybrid system generates feature importance vectors for each decision node in the decision
trees. Having this information enables medical experts to validate and help improve the
system iteratively [58]. XGBoost provides feature importance metrics based on the average
improvement in ranking accuracy, also known as “gain”. A higher value of gain indicates
stronger predictive power for that feature [59]. Higher gain indicates a stronger effect on
the prediction. The model trained on 222 training samples and stopped early at the 22nd
iteration, and revealed the following feature contributions by feature category.

Table 3.3.: Summary of feature importance of the hybrid XGBoost re-ranker by gain, grouped
by category.

Category Combined
Gain

Percentage Top Contributors

Text Similarity
(13 features)

112.50 47.54% title_tfidf_cosine_max (13.08%)
title_overlap_max (9.51%)

Baseline Signal
(1 feature)

56.48 23.86% original_score (23.86%)

Metadata
(4 features)

48.65 20.56% participant_num_exact_match (8.56%)
registration_ids_match (7.88%)

Aspect (LLM)
(4 features)

19.03 8.05% interventions_score_avg (2.42%)
conditions_score_avg (2.36%)

As the Table 3.3 demonstrates, baseline signal and text similarity features dominate the
importance distribution with 71.4% combined gain. The existing embedding similarity
from the initial retrieval provides the strongest signal for studification. This validates that
the baseline system was already capturing considerable relevance information, and the
implemented hybrid approach successfully leverages this provided foundation.

Title features are exceptionally powerful, achieving 30.1% combined gain from the title text
similarity alone. Medical study titles are highly informative and structured. Reports from
the same study group often share a significant overlap in their titles. This result shows the
model learned that the similarity in the title text is more decisive than abstract similarity for
studification.

Metadata features have a substantial weight as the exact match of participant numbers
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and trial registration IDs have 8.56% and 7.88% gains respectively. When available, these
binary features provide near-definitive evidence. A participant count match or trial ID overlap
strongly indicated the same underlying study among multiple reports. When combined,
metadata features account for 20.56% of the model decisions despite consisting of only 4
features.

Features computed from LLM predicted aspect scores contribute modestly but meaningfully
with a combined gain of 8.05%. While these LLM-assisted features account for less than 10%
of feature importance, this amount represents a semantic gap that the baseline could not
bridge. The overall performance improvement acquired by the hybrid approach over the
baseline system is also supported by the effect of these features. LLM predicted aspects help
identify relevance where text similarity falls short

Even though there is a small difference, interventions and conditions mostly contribute
equally with 2.42% and 2.36% gains. Both aspect types provide similar value, though collabo-
rating medical experts emphasized intervention matching is more valuable for studification.
The similar importance suggests the model learned the value of both aspect categories appro-
priately. The reason for this might be the size of the sample data used for the training and
evaluation of this implementation.

The model converged quickly, finding the best iteration and stopping before the maximum
permitted 100 iterations, preventing overfitting. Despite the limited volume of the training
data, it became fairly sufficient due to the performed feature engineering. This rapid conver-
gence suggests the 22 features capture the studification patterns effectively by minimizing the
required boosting rounds to learn how to leverage these features.

The implemented hybrid approach achieves comparable performance to the pure LLM
approach while using significantly fewer tokens, thanks to an efficient system design. Lever-
aging LLMs’ advanced semantic understanding to extract metadata features and predict
PICO aspects, locally computing text similarity features, and employing XGBoost by training
it to learn the optimal way of using the features. This validates the design choices of using
expensive LLMs strategically and relying on cheap, fast, locally computed features for heavy
lifting.

3.5. Implementation Details

This section documents the technical implementation details of the hybrid system. While the
previous section focused on what the hybrid approach is and why it has been implemented
in the way it is, this section addresses how the hybrid approach functions to achieve efficiency.
Throughout this section, the engineering choices that make the system practical, reproducible,
and maintainable will be discovered.

Caching Strategy

In order to minimize redundant API calls and reduce cost, a file-based JSON caching solution
is implemented for LLM predictions.
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Cache Architecture The system uses two cache types:

1. Aspect cache for storing LLM predicted aspect scores for input reports

2. Study features a cache for storing LLM extracted metadata

Cache keys are generated with MD5 hashing of concatenated fields to ensure deterministic
retrieval, as shown in Figure 3.1 [60].

content = concatenate(
title, abstract[0:500], aspects, category, model, version, prompt)

cache_key = MD5(content)

Figure 3.1.: Cache-key generation for LLM calls to reuse extracted metadata and aspect scores.

With this caching approach, aspect scores predicted with the same query, aspect, and LLM
model are mapped into the same cache file. Inclusion of the model name in the hashing
operations allows maintaining separate caches for predictions made with different models.
File-based JSON storage was chosen for its human readability for easy debugging and
inspection, simplicity, and acceptable performance during the development and experiment
phase. An example cache entry is demonstrated in Figure 3.2.

{
"features": {
"participant_number": 739,
"participant_description": "Adult",
"study_design": "RCT",

},
"model": "gpt-5-mini",
"timestamp": "2025-10-27T23:46:27.015636",
"raw_response": {
"participant_number": 739,
"participant_description": "Adult",
"study_design": "RCT"
}

}

Figure 3.2.: Example JSON cache record for an LLM metadata extraction result.

The caching system is also designed to fail gracefully. When cache misses, the system
triggers fresh API calls without breaking the pipeline. This allows for the regeneration of
corrupted or missing cache files during execution.

Threshold Optimization via Grid Search

Stage 1 LLM aspect prediction produces continuous scores in the range [0.0, 1.0] for each
aspect in the related aspects list. Considering the distribution of the amount of assigned
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Table 3.4.: Distribution of expert-annotated PICO-like aspect counts by category per input
report.

Aspect Category Mean Min Max

Interventions 3.09 1 12
Conditions 1.26 0 5

aspects in the query reports displayed in Table 3.4, there is a need for selecting the optimal
subset of aspects for feature engineering. To solve this issue, a grid search was performed to
find the optimal score thresholds that maximize studification performance.

Including all aspects (up to 50+ per category) introduces noise from low-relevance matches,
as the initial set contains all assigned aspects from every related study, no matter their
relevance score. Usage of overly restrictive methods, such as selecting the top 3 from
interventions and the top 1 from conditions, also discards valuable signals for re-ranking.
The optimal threshold search aims to balance precision by selecting only relevant aspects and
recall by not missing important aspects.

Figure 3.3.: Distribution of aspect relevance scores by aspect category, demonstrating the
score separation between labeled relevant and non-relevant aspects, motivating
threshold-based aspect selection.

Distributions of the scores from the initial retrieval and LLM’s prediction are showing
different characteristics, as the Figure 3.3 displays. LLM predicted scores are much higher
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for relevant aspects, and most of them are scored over 0.9, while the original scores for these
aspects are more evenly distributed. This distribution from LLM predicted scores made
searching for an optimal threshold more error-prone, as a vast majority of the relevant aspects
have received very high scores that are close to each other. For mitigating this effect, LLM
predicted scores are combined with the original scores using the Equation 3.1.

FinalScore = 0.95 · LLMScore + 0.05 · OriginalScore (3.1)

With this step, LLM’s semantic understanding is combined with a more distinctive signal
from the initial retrieval, improving the score separation for aspect selection.

Thresholds were optimized using F1 score and hitrate metrics defined by the Equations 3.2
and 3.3 [61, 62]. These metrics balance precision and recall by punishing false positives while
promoting coverage of ground truth aspects.

Hitrate =
|SelectedAspects → GroundTruth|
|SelectedAspects ↑ GroundTruth| (3.2)

F1 =
2 · TP

2 · TP + FP + FN
(3.3)

Thresholds are optimized on a different dataset that has only one related report per
candidate study for easier generalization. Optimal thresholds are not calculated for the
outcomes, as the ground truth data for this category was not available in the dataset. This
is also the reason why outcomes are not included in the re-ranking pipeline. Two metrics
used for optimization did not produce a meaningful difference in the optimal threshold
values. Therefore, F1 score was selected as the threshold optimization metric due to its broad
acceptance in the literature.

Feature Engineering Details

Technical implementation details for all 22 features, including preprocessing and computation
methods, are as follows. Some of the candidate studies are missing annotated study design
data. However, all samples within the dataset fall into either Randomized Controlled Trial
(RCT) or Controlled Clinical Trial (CCT) study design patterns. Therefore, during the feature
calculation, if the candidate is missing this label, the study design match feature is calculated
as 0.5 to represent its 50% possibility to be RCT or CCT. Features regarding study metadata
are encoded according to pseudo-code presented in Figure A.5.

Trial registration identifiers are highly diagnostic. The extraction process uses regex patterns
and searches the title, abstract, and author fields of both the query report and all of the
candidate study reports.

Studies can have multiple assigned reports, requiring some features to be computed in
aggregation across all reports. This is the reason there are 3 different versions for all report-
based features, such as max, mean, and variance, to represent the complete set. While the
maximum value represents the most relevant one, the mean and variance provide information
about the whole assigned reports within the candidate study.
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XGBoost Configuration

This section details the XGBoost training phase, including data construction, hyperparameters,
and model characteristics. As discussed before, the datasets for training and testing consist of
222 and 159 queries, respectively.

params = {
’objective’: ’rank:pairwise’, # LambdaMART pairwise ranking

’eval_metric’: ’ndcg@1’, # Optimize for top-1 accuracy (Recall@1)

’max_depth’: 6, # Tree depth

’seed’: 42 # Reproducibility

}
num_boost_round = 100 # Maximum 100 trees

early_stopping_rounds = 10 # Stop if no improvement for 10 rounds

Figure 3.4.: Configuration of the XGBoost model used in the implementation.

Hyperparameters are mostly left as the default values, and the seed is traditionally set to
42 for reproducibility [63]. The selected parameters consist of the objective, the evaluation
metric for validation between iterations, and the maximum tree depth.

• rank:pairwise objective: Implements LambdaMART, a pairwise ranking algorithm that
compares relevance degrees for every pair of samples in a query group [55].

• ndcg@1 evaluation: The model has been trained with Normalized Discounted Cu-
mulative Gain (NDCG) at position 1 (NDCG@1) evaluation metric between iterations,
prioritizing the first rank accuracy, thus Recall@1 [64].

• Moderate tree depth (6): Balances model complexity with generalization on a relatively
small available dataset by avoiding overfitting, and makes the visualization of the
decision trees easier to read. During experiments, higher values for this parameter did
not provide any meaningful performance gains.

Computational Optimizations

During LLM aspect prediction, scoring of interventions and conditions is performed as 2
separate API calls to keep the LLM’s context window small. This choice also made it possible
to perform API calls for different aspect categories in parallel. By not making API calls
sequentially, the overall execution time was reduced even for a single studification task.

3.5.1. The Complete Pipeline

The complete workflow of the hybrid re-ranking system starts with the received input report
and ends with a final ranked list of candidate study groups. The pipeline consists of two
stages: an initial retrieval from the baseline system that returns the top 50 most relevant
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study groups along with their metadata, and the hybrid re-ranking system that combines the
initial results with LLM-assisted signals to re-rank the candidate study list with a top-rank
optimization goal.

The overview diagram displayed in Figure 3.5 summarizes the full IR workflow, where
an input (query) report represented by its title, abstract, and authors is used by the baseline
system to retrieve the top-50 most relevant study groups from the vector database according
to their cosine similarity, prioritizing high recall. The initial results were then reordered by
the hybrid re-ranking system into the final ranked list of candidate studies with a first-rank
accuracy focus.

The detailed diagram reveals the inner workings of the hybrid re-ranking system by
displaying how aspect scoring, metadata extraction, aspect score threshold selection, and
feature engineering contribute to the relevance score prediction done by the XGBoost learning-
to-rank.

Figure 3.5.: System overview of the two-stage IR workflow containing initial embedding-
based retrieval (top 50 candidates) and hybrid re-ranking, from input report to
final ranked candidates.
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Data flow from query report to ranked candidate list. Given an input report, the baseline
system encodes the title and abstract into vector embeddings using a model trained on all
reports in the database. Later, these embeddings are used to retrieve and rank the top-50 most
relevant studies from the vector database based on their cosine similarity to the input vectors.
The baseline system also ranks the PICO aspects of retrieved studies by cosine similarity
scores for each input and each aspect category, and includes the 3 relevant aspects lists in its
output.

Retrieved candidates and aspects are later passed into the re-ranking system along with
the input report. As illustrated in Figure 3.6, LLM is used first for extracting metadata from
the input study and scoring aspects by their relevance to the input title and abstract. These
metadata labels are available for the candidate studies bot, not for the input. Metadata
extraction and aspect scoring results are cached to mitigate redundant API calls and cost.
After receiving LLM responses, extracted features, and scored aspects, the input report and
the candidate list are passed into the feature engineering process. Here, optimal aspect
score thresholds based on F1 score to reduce the noise from lower-ranking candidates are
used to select the optimal amount of relevant aspects from each category. After selection,
22 features are engineered to represent lexical similarity based on title/abstract fields and
aspect, metadata (participants, study design, registration ID) alignment. The original score
assigned to candidate systems by the baseline system is also used as a feature. Lastly, the
XGBoost pairwise learning-to-rank model predicts a single continuous relevance score for
each candidate, and this final score is used for sorting the candidate list into its final ranking.
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Figure 3.6.: Detailed hybrid re-ranking pipeline: LLM-based aspect scoring and metadata
extraction, threshold-based aspect selection, feature engineering, and XGBoost
learning-to-rank model returning the final ranked candidate list.
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4. Results and Discussion

This chapter presents the results from experiments using the hybrid re-ranking approach and
provides a comprehensive analysis of its performance. The results are organized as overall
metrics, detailed performance analysis, feature importance interpretations, ablation studies,
and conclusions for medical studification tasks.

4.1. Overall Performance Comparison

Evaluation of the baseline, pure LLM, and implemented hybrid approach demonstrates a
systematic improvement in performance.

4.1.1. Another LLM Experiment: PDF File Approach

Another experiment was conducted with pure LLM re-ranking, with a key difference: pro-
viding the full PDF of the input report rather than representing it by its title, abstract, and
authors. The motive behind the second experiment was the finding from the failure analysis
that some reports in the dataset lack sufficient information in their titles and abstracts alone.
This information sometimes contains highly decisive signals such as trial registration IDs
and the number of participants in the trial. To keep it fair, the exact prompt from full
context implementation is reused with minor changes in this experiment, and the requests
are submitted as a batch for cost efficiency.

This approach, as anticipated, has an even higher cost compared to the full context
implementation. The expected outcome from this experiment was an increase over the full
context experiment, by covering the lack of signals in the abstract by providing the full text of
the input report. Despite receiving positive results in line with expectations, the experiment
encountered a new barrier, exceeding the context window. This resulted in some failing
requests within the batch. Multiple attempts to submit the failed samples showed that they
consistently fail with the error message "context window exceeded", indicating that this
approach is not practical [65, 66]. As a result, the PDF file experiment revealed that richer
context could improve the reasoning, but creates reliability concerns for production systems.

4.1.2. Key Performance Metrics for All Approaches

The hybrid approach achieves 71.1% Recall@1, falling short after the pure LLM approach
by only 3.4 percentage points while reducing the API related costs by ~93%. This implies
that the hybrid approach successfully retained performance gains introduced by LLM while
mitigating a major portion of the cost concern.
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Table 4.1.: End-to-end ranking performance comparison of baselie, pure LLM (full-context),
and hybrid re-ranking approaches using Recall@1/3/5 and MRR.

Metric Baseline Pure LLM - Full Context Pure LLM - PDF Hybrid

Recall@1 64.2% 74.4% 77.9% 71.1%
Recall@3 78.0% 86.2% 88.9% 83.0%
Recall@5 82.4% 88.9% 89.6% 85.5%
MRR 0.722 0.806 0.833 0.775

The pure LLM approach had 2 separate experiments, where the first one used the full
context of the input payload, and the second one took it one step further by including the
full PDF file of the input report. This change, as expected, resulted in even higher token
consumption. Nevertheless, it also provided a higher performance. Providing the full text
information of the input report increases the token usage as displayed in Table 4.2, but
also gives LLM more context to work on and the ability to access information that was not
available from the title and abstract alone [67, 68].

Table 4.1 displays end-to-end ranking performance for all approaches using Recall@1/3/5
and MRR, where Recall@1 is the main focus because the aim was to place the correct study
group at the first rank as much as possible. Recall@3 and Recall@5 capture how successfully
the correct study group ranked among the shortlist of candidates, even when not ranked first,
so that validation can be performed more easily by the experts. MRR complements these
metrics by considering all possible rankings of the correct study group, which is valuable
when the system fails to rank the correct study first or fifth but still reduces the rank by
bringing it closer to the top.

The baseline system scores Recall@1 = 64.2%, Recall@5 = 82.4%, and MRR = 0.722, indicating
strong initial retrieval for the candidates but rather low first-rank accuracy, validating the
improvement effort. Pure LLM re-ranking increases Recall@1 to 74.4% (+10.2 percentage
points) and even to 77.9% (+13.7 percentage points) when given the full PDF of the input
report, suggesting the LLM can better incorporate discrete signals within the available data
when provided with rich context. However, this approach brings along a high token cost,
consuming 100k (116k with PDF) on average per query. The performance gap between the
full context and the PDF file LLM experiment validated that sometimes available title and
abstract data are not enough to sufficiently represent the input report.

The hybrid approach reaches Recall@1 = 71.1, Recall@3 = 83.0, Recall@5 = 85.5, and MRR =
0.775, outperforming the baseline by 6.9 percentage points in Recall@1, showing that strategic
LLM usage combined with locally engineered features and learning-to-rank methods can
improve the first-rank accuracy without needing to provide a rich context to LLM, thus
lowering the cost significantly. Compared to pure LLM approaches, hybrid Recall@1 is 3.3
percentage points lower, which is a trade-off for mitigating approximately 93% of the cost as
shown in Table 4.6.
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Table 4.2.: Token consumption for pure LLM approach using the full-context and PDF file,
total, and per query.

Token Type Pure LLM
Full Context

Pure LLM
PDF

Avg/Request
Full Context

Avg/Request
PDF

Prompt tokens 15,967,785 17,413,347 106,451.9 116,089.0
Output tokens 660,840 546,706 4,405.6 3,644.7
Total 16,628,625 17,960,054 110,857.5 119,733.7

4.1.3. Feature Extraction Performance

The hybrid approach uses LLMs to extract metadata features, including the number of
participants, participant demographics, and study design. Extraction of this information is
done in a single API call per query. One recent study suggests that LLMs are particularly
good at extracting these features from plain text data [50]. However, as seen in Table 4.3,
the low recall value suggests that in nearly half of the samples, LLM was unable to extract
any information regarding the number of participants. The dataset used to evaluate this
functionality contains 339 samples, and the availability of ground-truth labels for each
metadata feature is shown in Table 4.4.

Table 4.3.: LLM metadata extraction performance for participant numbers and descriptions
using precision, recall, and F1 on the evaluation set.

Feature Recall (%) Precision (%) F1 Score (%)

Participant Number 49.24 85.71 62.55
Participant Description 79.41 10.89 19.15

As seen in the results, participant number extraction achieves high precision with only a
moderate recall level, suggesting predictions have a relatively small amount of false positives
when LLM is confident about its predictions. In contrast, the extraction of participant
descriptions shows high recall but very low precision, suggesting the LLM is over-predicting.
The scarcity of labels (34 out of 339 samples) for this metadata feature makes evaluating the
accuracy of predictions unstable, with too many false positives. These false positives are a
result of missing labels and dragging the precision down. Study design, on the other hand,
could not be evaluated as there were no labels available for this metadata.

Table 4.4.: Confusion matrix and label availability for each extracted metadata field.

Feature TP FN FP GT Total Predicted

Participant Number 162 167 27 329 189
Participant Description 27 7 221 34 248
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It is also important to note that the amount of ground truth labels differs among metadata
types, as seen in the Table 4.4. Here, true positives (TP) indicate when the LLM has successfully
extracted the metadata aligning the label. False positives (FP) are extracted values for metadata
mismatches with the label. Lastly, false negatives (FN) indicate LLM has failed to extract a
value completely and returned "Unknown" while the label was available. A high number of
FNs for participant number extraction resulting from LLM could not extract this information
from the available text data, while it was annotated by human experts. This suggests that
human experts have additional strategies for acquiring and annotating this information,
rather than relying solely on the report title and abstracts. Participant numbers are almost
completely labeled, but the number of available labels for participant descriptions is also very
low, with only 34 of the samples having them. With a lover precision value, this indicates
LLM was able to extract this information quite often from the text fields, even though it was
not consistently annotated. Unfortunately, study design labels are completely unavailable;
therefore, this metadata field is not included in the metadata extraction evaluation.

Failure Analysis for Metadata Feature Extraction

When looking into the failed predictions in more detail, a number of patterns can be seen. One
of them is the human error in the ground truth label with a correct LLM prediction. Examples
shown in Figure 4.1 display that, despite the number of participants being clearly stated as
"seventeen", the label value for this sample is 16. Considering LLM has successfully extracted
the value 17, which is a TP, human error in the label makes this result a FP, decreasing the
calculated precision.

Another pattern found is that the sample has a ground truth label assigned for participant
number, despite having no clarification for this information in its text fields. In the examples
displayed in Figure 4.1, there are no clear statements for the number of participants, but
they both have an assigned label. This can be a result of human experts screening the full
text of these reports to retrieve this information. In some cases, they can even contact the
researchers who conducted the study to acquire this information straight from them. A
deeper investigation of these cases revealed that most of these samples are trial registration
documents where the number of participants is explicitly stated as the "sample size" in a
structured document. During testing, this situation could result in missing information
negatively affecting the ranking quality and underestimation of model performance.

4.1.4. Aspect Prediction Evaluation

Despite not being as decisive as estimated, the extraction of PICO-like aspects is still a
trending research domain in clinical studies, and leveraging LLMs for this task has derived
promising results over the baseline system. In order to evaluate LLMs’ capabilities in aspect
prediction and metadata extraction, a binary classification analysis is conducted. Aspect
prediction is treated as a supervised task where ground truth labels indicate whether each
aspect has been assigned to the query study by experts. Aspect scoring performed with two
different LLMs, GPT-5-mini and MedGemma, and each predicted score is evaluated according
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Common Annotation Error Types Observed

• Human annotation error: Incorrect manual labeling, including partial participant counts,
confusion between different population scales, or simple transcription mistakes, despite
the correct information being present in the abstract.

• Information not given: There is not enough information in the available title and abstract
text to extract the number of participants.

Example Human Annotation Error (Partial Counts)

• Annotated label: 54

• LLM prediction: 89

• Evidence: “...A total of 54 male patients with schizophrenia and 35 healthy controls were
included in the study...”

Example Human Annotation Error (Inclusion Group Confusion)

• Annotated label: 41372

• LLM prediction: 371

• Evidence: “...Throughout the 18-month campaign, 41,372 individuals visited our website,
and 371 advanced to remote clinical assessment ...”

Example Human Annotation Error (Transcription Error)

• Annotated label: 16

• LLM prediction: 17

• Evidence: “...Seventeen young males (26.67 +/- 6.64 years) were recruited from Birmingham
Early Intervention in Psychosis Services...”

Example Information Not Given

• Annotated label: 40

• LLM prediction: Unknown

• Evidence: The number of participants is not explicitly mentioned in the title or abstract.

Figure 4.1.: Observed expert-annotated metadata label issues and missing information cases
during participant number extraction. Examples of labeling errors, inclusion
confusion, transcription errors, and missing signals.
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to the ground truth aspects of the input. LLMs are tasked to score the aspects assigned to all
50 related studies between [0.0 ↓ 1.0] according to their relevance to the input study. Since
there was no labeled outcome aspect available within the dataset, this evaluation was only
performed on interventions and conditions. Predicted aspects scores are labeled as 1 (relevant)
if they appear in the ground truth set, 0 (non-relevant) otherwise. Inclusion of MedGemma
in this evaluation has been decided, because it was desired to include one more LLM to
create another point of comparison. Selection of MedGemma resulted from its availability for
this thesis and the fact that it is specialized to process medical text, compared to the more
general-purpose GPT-5-mini.

(a) GPT-5-mini (b) MedGemma

Figure 4.2.: ROC comparison of predicted aspect scores by the models (GPT-5-mini,
MedGemma) on intervention/condition type aspects compared to baseline scores.

After labeling all predictions, a ROC analysis was performed on the results, as the predicted
scores are continuous. The ROC curve in figure 4.2 demonstrates that GPT-5-mini performs
better at scoring relevant aspects higher than the baseline system’s cosine similarity score.
Despite the change in the Area Under the Curve (AUC) value being only around 0.04, it’s
important to notice that the already existing scores from the initial retrieval were already
performing well 4.2a. LLM performance over the baseline on scoring relevant aspects indicates
a better understanding of medical concepts and relationships. Embedding models can miss
these relations between aspects and report text, causing the performance gap.

MedGemma, on the other hand, displays a result that it is under-performing compared to
the baseline results 4.2b. One reason for this might be that the used version of MedGemma
lacks the configurable reasoning effort like GPT-5-mini has, which is set as medium for
this experiment. These results suggest that the LLMs specialized on medical texts are not
necessarily better than general-purpose ones on clinical tasks [69].

When inspected for each aspect category (interventions, conditions), it can be seen that
the majority of LLMs’ performance gain over the baseline is coming from intervention-type
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aspects, as shown in Figure 4.3. These results show that the LLM is particularly good at
scoring the relevant interventions higher than their initial retrieval score. For conditions, LLM
actually falls fractionally short after the baseline scores. However, the baseline scores for
relevant conditions are already significantly high, reaching an AUC value of 0.952 in the ROC
analysis. Despite the established performance cap being high and hard to surpass, LLM still
gets close to this cap by achieving 0.949 as its AUC value. Considering that interventions
also have an AUC value of 0.943, LLM performs sufficiently in scoring the relevance of the
aspects in both categories. Based on these observations, the LLM performs considerably
better at scoring interventions and is approximately as good as the baseline system at scoring
conditions based on their relevance.

(a) Conditions (b) Interventions

Figure 4.3.: ROC curves per aspect category (conditions and interventions), predicted by
GPT-5-mini, showing differences in relevant aspect scoring performance.

4.1.5. Finding the Optimal Thresholds for Aspect Scores

The number of aspects a single report can have is limited; therefore, including the complete
list of related aspects, even with more accurate LLM-predicted scores, will introduce noise
from low-ranking study groups into the learning-to-rank model. Selecting the most relevant
aspects was required to eliminate this noise. However, simply selecting top-n aspects from
each category based on the statistics of the expert-assigned ground truth aspects, shown in
Table 3.4, was not a good approach as the variance of the number of aspects per report is high
within the dataset. Thus, a grid search has been performed to find the optimal thresholds for
the aspect scores calculated according to the F1 score defined in Equation 3.3 as it effectively
balances recall and precision for this task.

Acquired threshold values from grid search are rather high as seen in the Table 4.5.
Nonetheless, these values are adequate when the score distributions of relevant aspects in
Figure 3.3 are taken into account.
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Table 4.5.: Computed thresholds by category for selecting "relevant" aspects after scoring.

Aspect Category Optimal Threshold

Interventions 0.896
Conditions 0.904

Figure 4.4.: Grid search over aspect score thresholds displaying F1 progression and the
selected optimal value for relevant aspect filtering.

Grid search progression for F1 score is visualized in Figure 4.4. The search space is
configured as [0.880, 0.999] to reduce computation time, as the distribution of LLM predicted
scores for relevant aspects displayed in Figure 3.3 has a mean value of 0.904. Search process
shows that until the optimal point, increasing threshold value provides a higher F1 score
as the number of false positives decreases. After reaching the optimal point, increasing
the threshold value causes a steep drop in the F1 score, as it filters out a large number of
true positives at once. After the steep drop, the increasing threshold starts eliminating hard
negatives, false negatives predictions that are particularly likely to be misclassified by the
model, causing a boost in the score [70].

4.2. Hybrid System Detailed Performance

This section details the performance of the hybrid approach by exploring the success cases,
analyzing ranking failures, and providing the cost comparison.

4.2.1. Success Cases

There are several critical improvement cases in the testing results where the ground truth, the
most relevant study group, was successfully recovered from lower ranks and placed at the
first rank. Figure 4.5 presents two such examples where the hybrid system outperformed the
baseline ranking.
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Hybrid Re-ranking Success: Participant Number and Trial Identifier
Example Query Report 1: Comparing two transitioning strategies to paliperidone palmitate once
every 6 months

• Number of participants extracted from abstract: 702

• Trial registration extracted via regex match: NCT03345342

Baseline Top-1 (Incorrect)

• Study ID: NCT01529515

• Participants: 305

• Initial rank: 1

Hybrid Top-1 (Correct)

• Study ID: NCT03345342

• Participants: 702

• Rank change: 3 ↔ 1

Example Query Report 2: Digital AVATAR therapy for distressing voices in psychosis: the phase
2/3 AVATAR2 trial

• Number of participants extracted from abstract: 345

• Trial registration extracted via regex match: ISRCTN55682735

Baseline Top-1 (Incorrect)

• Registration ID: ISRCTN65314790

• Participants: 142

• Initial rank: 1

Hybrid Top-1 (Correct)

• Registration ID: ISRCTN55682735

• Participants: 345

• Rank change: 2 ↔ 1

Explanation: The hybrid approach exploited the exact match of registration IDs and participant
counts, surpassing the baseline’s purely semantic ranking and correcting by recovering the
ground truth study from lower ranks.

Figure 4.5.: Success cases where discrete metadata signals (registration ID and participant
number match) correct embedding-based baseline ranking failures by promoting
the labeled most relevant study group to first rank.
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These examples validate the decisive power of metadata-based features extracted using both
LLM and traditional methods like regex matching. Incorporating these features into a learning-
to-rank model allows it to correct ranking errors within the initial retrieval results. In both
cases, the baseline system ranked candidate studies according to their cosine similarity score
based on semantic vector embeddings but missed the participant number and registration
ID signals, placing the study with the highest score at the top, even though these signals
mismatch. On the contrary, hybrid re-ranking promoted the correct study from lower ranks
by taking advantage of extracted features that are not reliably captured using only vector
embeddings.

4.2.2. Cost Comparison

By eliminating the need to use the full study context, and using a compact list of aspects, a
~93% reduction in token usage has been achieved, as shown in Table 4.6. This change also
retained the semantic reasoning capabilities that are important for studification tasks. The
hybrid approaches near pure LLM re-ranking performance at ~7% of the cost. This finding
demonstrates that strategic usage of LLM for aspect prediction and metadata extraction,
combined with local feature engineering, preserves many of the benefits acquired by LLM’s
capabilities.

Table 4.6.: Token usage comparison per-query for pure LLM and the hybrid approaches, with
the overall reduction.

Approach LLM – Full Context LLM – PDF Hybrid Reduction

Tokens / Query ↗110,000 ↗120,000 ↗8,000 ↗93%

4.3. Feature Importance and Explainability

A key advantage of the hybrid approach is the ability to inspect the decisive power of the
features on ranking predictions. XGBoost provides feature importance metrics to reveal the
contribution of each feature to the overall ranking score.

4.3.1. Feature Importance Distributions

Importance of each feature is measured by their gain value that indicates the average im-
provement in ranking accuracy provided by specific feature, where higher decisive power
correlates with higher gain. Importance for all 22 features used for training XGBoost model
are demonstrated in Table 4.7.

Table 4.7 lists the feature importance based on the gain gathered from the learning-to-rank
model. The original score from the baseline retrieval remains the most influential feature,
suggesting vector embedding cosine similarity approach of the baseline system provides a
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Table 4.7.: Gain-based importance of all 22 features used by the XGBoost model, showing
which signals have the most effect.

Rank Feature Gain Percentage (%) Category

1 original_score 51.36 22.27 Baseline
2 title_tfidf_cosine_max 32.22 13.97 Text
3 participant_num_exact_match 20.56 8.92 Metadata (LLM)
4 title_overlap_max 19.20 8.33 Text
5 registration_ids_match 18.09 7.85 Metadata
6 title_tfidf_cosine_mean 13.66 5.92 Text
7 participant_desc_exact_match 7.03 3.05 Metadata (LLM)
8 abstract_overlap_max 6.76 2.93 Text
9 abstract_tfidf_cosine_variance 6.72 2.91 Text
10 abstract_tfidf_cosine_max 6.60 2.86 Text
11 title_jaccard_max 6.24 2.70 Text
12 interventions_score_avg 6.05 2.62 Aspect (LLM)
13 study_design_match 5.67 2.46 Metadata (LLM)
14 conditions_score_avg 5.13 2.22 Aspect (LLM)
15 abstract_overlap_mean 4.06 1.76 Text
16 interventions_tfidf_cosine 3.78 1.64 Aspect (LLM)
17 title_overlap_mean 3.72 1.61 Text
18 abstract_tfidf_cosine_mean 3.24 1.41 Text
19 title_tfidf_cosine_variance 3.00 1.30 Text
20 conditions_tfidf_cosine 2.95 1.28 Aspect (LLM)
21 abstract_overlap_variance 2.69 1.16 Text
22 title_overlap_variance 1.88 0.82 Text

strong relevance signal for re-ranking. Among newly introduced features, text similarity-
related TF-IDF cosine similarity score and the lexical overlap value of titles possess the largest
share of importance, strengthening the central role of text alignment in studification tasks. The
high importance of lexical signals also suggests that reports belonging to the same underlying
study group indeed share a significant amount of terminology in their texts, especially in
their titles.

Metadata features, particularly the exact match of participant numbers and trial registration
IDs, list among the most important features. Indicating the highly decisive impact of these
signals, and their effective support to the text similarity features [71]. As discussed before,
these signals can be significantly effective on the ranking decisions. An equal number of
participants between the input report and the candidate study is decisive because multiple
reports performed under the same clinical trials use the same people as participants. Exact
match of registration IDs among different reports shows that they are under the same clinical
trial registration, strongly indicating that they most likely belong together even when other
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reports under that specific study group do not share the same registration.
Aspect features selected by their LLM predicted scores via optimal thresholds demonstrate

a moderate contribution to the ranking decisions. While the initial assumptions for these
features were that they would be more decisive by including semantic understanding capabil-
ities of LLMs, they fall short of expectations. Considering the rather limited size and tight
domain restriction for schizophrenia research, the used dataset might have possessed stronger
lexical patterns than the semantic relevance of PICO aspects, resulting in lexical signals
dominating over aspect features. Aspect features still contribute to the ranking; however, their
contribution is only supporting the semantic, lexical, and metadata features.

The distribution of feature importance shows a hybrid ranking process, where the original
score is passed from the baseline retrieval leveraged and supported by text similarity, metadata,
and other features.

4.3.2. Baseline Signal Analysis

The cosine similarity score from the initial retrieval is calculated by the vectors embedded
from the title and abstracts of reports, providing an initial semantic baseline signal for re-
ranking. The initial score stands as the most important feature among all 22 features used for
re-ranking. This finding suggests that the baseline system was already performing well on
relevance ranking. Since it also has a much larger search space than the re-ranking task, it
can be said that the baseline system provides a solid base, with room for improvement.

Original score can be classified as a semantic signal, since its calculated from vectors
predicted by embedding models. Having this signal as the most important feature shows the
effectiveness of semantic similarity in relevance ranking beyond IR tasks in medical research
papers.

The generous contribution of the baseline signal validates that the quality of initial retrieval,
while the hybrid re-ranking approach effectively leverages it.

4.3.3. Text Similarity Features

Considering the rather limited size and tight domain restriction for schizophrenia research,
the used dataset might have possessed stronger lexical patterns than the semantic relevance
of PICO aspects, resulting in lexical signals dominating over aspect features. There are
ongoing efforts on standardizing medical terminology to improve understanding in medical
publications [72, 73]. This standardization may have reduced the challenge of handling
clinical synonyms and increased the lexical similarity between the reports from the same
study group, thus boosting the importance of text similarity features.

4.3.4. Ablation Study Details

In order to observe the actual impact of features on the re-ranking performance, an ablation
study was conducted on the testing data. Features are divided into groups and ablated from
the training feature set one group at a time. The model was trained multiple times, missing
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the features in one group at a time. After training, the model was tested on the testing dataset
to reveal how much effect each feature set has on Recall@1. Results of this study for different
feature groups can be seen at Table 4.8. These results show that the original score from initial
retrieval continues to be the most critical component of the re-ranking task, as its absence
leads to a significant drop in performance.

Table 4.8.: Ablation study results by feature group: hybrid re-ranker performance after
removing each group, with resulting Recall@1 and change value.

Rank Feature Group Removed Recall@1 Performance Drop Impact %

1 Original Score 0.597 +0.113 +15.93%
2 Title 0.610 +0.101 +14.16%
3 Metadata 0.654 +0.057 +7.96%
4 LLM - Features 0.686 +0.025 +3.54%
5 Abstract 0.686 +0.025 +3.54%
6 Participant Features 0.698 +0.013 +1.77%
7 Aspects 0.711 +0.000 +0.00%

Similar to feature importance, ablation study results show that lexical similarity and
metadata features have a great impact on the performance. While lexical signals are acquired
from the title and abstract text, metadata features also leverage LLM to extract some of the
features in this group.

When inspected deeper in Table 4.9, among locally engineered features, the absence of
title-based TF-IDF similarity and registration ID match features establishes the largest impact,
validating the significance of title lexical similarity and structured metadata for relevance
ranking.

Participant and study design features have a moderate contribution, indicating their effect
is to complement the other signals, refining ranking decisions. On the other hand, LLM-
based aspect features have a negligible impact on Recall@1 when discarded [74, 75]. This
can suggest their contribution to ranking decisions is mostly redundant with existing text
similarity features, or they are more relevant for top-5 ranking rather than the first rank [76].
Nevertheless, extraction of PICO-like aspects is still a hot research topic, and it is valued
by the medical experts participating in evidence-based clinical research, since these aspects
provide an additional point of view for the experts during screening [77].

Variance-type lexical similarity features exhibit a lower performance loss when excluded
from the re-ranking pipeline. The absence of some of them even has a positive impact on the
ranking performance, implying that they introduce noise from non-relevant reports within
the relevant candidate study group. This also implies that different reports under the most
relevant study group can have highly varying levels of relevance to the input report.

A notable find from the ablation study is that the hybrid system manages to achieve 68.6%
Recall@1 even without any LLM-assisted features, still surpassing the baseline performance
(64.2%) by 4.4 percentage points. This suggests that even in the case of an API unavailability,
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Table 4.9.: Detailed ablation study results ranked by their impact: Recall@1 after removing
individual features (aspect features are grouped by category) with the change
value.

Rank Feature/Group Removed Recall@1 Performance Drop Impact %

1 Original Score 0.597 +0.113 +15.93%
2 Title - TF-IDF - MEAN 0.648 +0.063 +8.85%
3 Registration ID 0.673 +0.038 +5.31%
4 Title - TF-IDF - MAX 0.679 +0.031 +4.42%
5 Title - Overlap - MAX 0.686 +0.025 +3.54%
6 Title - Overlap - MEAN 0.692 +0.019 +2.65%
7 Participant Features 0.698 +0.013 +1.77%
8 Study Design Match 0.704 +0.006 +0.88%
9 Abstract - Overlap - MEAN 0.704 +0.006 +0.88%
10 Abstract - TF-IDF - MAX 0.704 +0.006 +0.88%
11 Abstract - TF-IDF - MEAN 0.704 +0.006 +0.88%
12 Abstract - TF-IDF - VARIANCE 0.704 +0.006 +0.88%
13 Aspect - Conditions 0.711 +0.000 +0.00%
14 Aspect - Interventions 0.711 +0.000 +0.00%
15 Abstract - Overlap - VARIANCE 0.711 +0.000 +0.00%
16 Title - Jaccard - MAX 0.711 +0.000 +0.00%
17 Abstract - Overlap - MAX 0.717 -0.006 -0.88%
18 Title - Overlap - VARIANCE 0.717 -0.006 -0.88%
19 Title - TF-IDF - VARIANCE 0.730 -0.019 -2.65%

the hybrid system would still outperform the baseline system by +4.4% and degrade gracefully
[78].

The ablation study findings justify the hybrid approach by demonstrating that improved
ranking performance can be achieved by combining the baseline retrieval, lexical similarity,
metadata, and semantic features.

4.4. Research Questions Revisited

This section will revisit the research questions outlined in the Introduction 1 and discuss the
answers derived from the results of previously reported experiments and evaluations.

4.4.1. Aspect Prediction Accuracy (RQ1)

RQ1: How accurately can PICO-like aspects (conditions, interventions) be predicted from
report titles and abstracts using LLMs versus baseline retrieval? Evaluation of aspect scoring
suggests that the LLM is able to score expert-annotated ground truth aspects higher compared
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to the cosine similarity scores from initial retrieval, as demonstrated in ROC curve analysis in
Figure 4.2. This evaluation has been performed only on the conditions and interventions, as
the current dataset lacks ground-truth assignments for outcome-type aspects.

Sub-question: How does prediction accuracy vary across different aspect types? This
evaluation is reduced to condition and intervention categories because the dataset does not
contain ground-truth labels for the assigned outcomes of the input report. Detailed ROC
analysis reveals that LLM is equally good at scoring conditions and interventions based on
their relevance to the input report. However, the performance difference between the baseline
retrieval and LLM prediction performances mostly comes from the difference in intervention
scores. Additionally, these performance benefits contribute only moderately to re-ranking
results.

4.4.2. Feature Contribution Analysis (RQ2)

How much can extracted and engineered features improve re-ranking performance beyond
baseline, and how do different feature types contribute to this improvement? The feature
importance analysis and ablation study report that the major contribution to the learning-
to-rank model’s ranking decisions comes from the cosine similarity scores of the initial
retrieval results. However, when combined, lexical signals from text similarity features carry
47.5% of all feature importance distribution, even though the initial retrieval score is still the
single most important feature. According to the ablation study results, exclusion of baseline
or title-based lexical signals leads to a -11% drop in Recall@1. Among feature categories,
title-based lexical similarity features from the lexical similarity group stand as the second
most important feature, suggesting the usage of common words is especially common when
it comes to titles of reports belonging to the same study group. Lexical similarity is followed
by participant number match and trial registration ID match from metadata-oriented features,
validating the decisive effect of this information on ranking decisions when available. The
initial estimate of the effect of PICO-like aspects on ranking performance was contradicted
by the results. This suggests either expert annotations for aspects are implicitly captured by
textual similarity features, aspects are already redundant with report text, or aspects matter
less than anticipated for ranking quality, regardless of expert relevance.

4.4.3. End-to-End Performance (RQ3)

Does hybrid re-ranking with a learning-to-rank model improve Recall@1 vs. baseline
vector search? As visualized in Figure 4.6, the hybrid re-ranking approach improves end-to-
end ranking with a +6.9% change on Recall@1 over the initial retrieval results and achieves
close performance to the performance ceiling established by pure LLM re-ranking while
mitigating a major amount of cost and providing additional explainability. This verifies the
design decisions taken earlier on strategic usage of LLMs for metadata extraction and aspect
scoring, and combining these with a lightweight learning-to-rank model. Ultimately, these
decisions enabled a hybrid approach to preserve most of the benefits earned by using LLM
without also inheriting the full cost of large context windows and the opacity of the pure
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Figure 4.6.: Bar chart comparison of Recall@1/3/5 and MRR metrics across baseline, both
pure LLM, and hybrid approaches.

LLM re-ranking approach.
Another promising finding about the hybrid approach was its graceful degradation when

LLM-dependent features are unavailable. Locally engineered textual similarity and metadata
signals still deliver sufficient performance on relevance score prediction.

4.5. User Study

After implementing the hybrid system, a user study was conducted using success and failure
cases to gather expert feedback on the ranking results.

4.5.1. Constructing User Study

The prepared user study contains 8 cases, each with an input report, 2 candidate study
groups, and 3 questions. The input report is represented in the dataset by its title, abstract,
and authors. Candidate studies are also represented in the dataset by their metadata, assigned
aspects, and assigned reports. These 2 candidate studies are the first-ranked studies, one
according to he baseline results and one according to the re-ranked results of the hybrid
approach. In all cases, one of the presented candidate studies is the ground truth most
relevant study to the input report, and all cases contain questions for the selection of the
candidate study, the reason for the selection, and a confidence level indicator. The candidate
selection contains 3 options: one for each candidate and one indicating the selection is not
possible. Reasons for selection include registration ID, participant number, interventions,
conditions, outcomes, and other reasons (text similarity). Here, text similarity is included in
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the other selection, because it is not as easy to justify as the other reasons. The last question
asks participants to indicate the confidence level of the candidate selection on a scale of 1 to 5.

The user study has 2 case types based on the evaluation results of the re-ranked first-rank
candidate study. A case is either a TP, where the re-ranked option is the ground-truth study,
or an FP, where the first-ranked option from the baseline results is the actual most relevant
one but degraded by re-ranking. Of 8 cases, 5 are TPs, and 3 are FPs. These cases are selected
based on their label (TP or FP) and the number of reports they have in their candidate studies.
Since some studies may have over 10 assigned reports, including such cases would raise the
participation effort to an undesirable level. Therefore, cases where the candidate studies have
a manageable number of assigned reports were favored for this study. The motive behind this
design was to observe experts’ opinions on 2 different ranking results and see whether they
prefer the re-ranked option, even though it’s labeled otherwise. The target group consists of
medical experts from Cochrane Schizophrenia Group, and the survey has received 4 responses.
These responses are from 2 doctors and 2 doctoral students in the research group.

4.5.2. User Study Results

Figure 4.7 shows the reasons indicated by experts to validate their decisions on selecting
between the baseline top-1 and re-ranked (hybrid) top-1 candidate study. Overall, participants
mostly selected discrete metadata features rather than text similarity. This is understandable,
as they are easier for humans to evaluate and compare than textual similarity. Human experts
can easily detect participant numbers or registration IDs within the report text, yet judging
the overall semantic or lexical similarity between two report texts is a task better suited to
machines.
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Figure 4.7.: Distribution of evidence preferences selected in user study when choosing be-
tween baseline and re-ranked top-1 candidate.
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Among the selected reasons, registration ID is the most frequently selected (23.4%), followed
by interventions (19.5%) and participant number (16.9%). This validates the initial insight that
interventions are the most important aspect category among others and suggests that human
experts can easily detect these clinical terms in the report text and associate them with other
terms to judge the report’s relevance. Even though they are given minimal importance in
feature analysis and have negligible impact when ablated from the feature set, user study
results indicate that PICO aspects remain relevant for expert ranking decisions and that their
extraction is valuable for studification tasks.

Measured Fleiss’s κ indicated that overall interannotator agreement on this survey was
moderate (κ = 0.520), suggesting experts agreed on their ranking decisions above chance.
When focused on TP cases, the re-ranked top-1 candidate was the labeled most relevant study;
this measure was very high (κ = 0.840), indicating that TP cases were easier to judge for
experts. On the other hand, in FP cases where the baseline top-1 ranked candidate was the
most relevant study, this value drops slightly negative (κ = ↓0.007), reflecting that these
cases were rather ambiguous as experts chose different candidates (including "decision not
possible") instead of focusing on one candidate. These results suggest that when hybrid
re-ranking successfully places the most relevant candidate at the first rank, experts’ opinions
also align with this decision. However, the cases where the hybrid approach fails are also the
cases that are unclear for experts to decide which candidate is the most relevant. The raw
results of the user study is can be seen in Table A.1
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This thesis explored studification, the process of grouping medical reports that share the
same underlying RCT to increase the efficiency of medical screening during evidence-based
systematic reviews. It also examined a baseline system aimed at reducing the manual work-
load associated with this task [5], and ultimately, proposed a new approach that integrates
signals from the baseline system with LLMs and other extracted features to improve ranking
performance at the first rank. Studification is formulated as an information retrieval and
ranking problem in which a query report, represented by its title, abstract, and authors, is
used to match the correct study group from an initial shortlist of candidate study groups.

5.1. Summary of Approaches and Contributions

The baseline system, employed to aid medical experts in their studification tasks, was used to
retrieve a set of top-50 candidate studies from a much larger vector dataset based on cosine
similarity of their vector embeddings, prioritizing high recall. This provided efficient retrieval
but not sufficient first-rank accuracy. This motivated the exploration of three approaches:
baseline retrieval, pure LLM re-ranking to set a performance ceiling without cost or practicality
concerns, and a hybrid re-ranking approach that uses LLMs strategically in combination with
baseline results.

The main technical contribution is the hybrid approach that adds a re-ranking stage
to the baseline IR pipeline. This approach combines the initial cosine similarity score as
a semantic signal with locally computed lexical similarity features over titles/abstracts,
metadata matching signals such as the number of participants or trial registration IDs, and
LLM-assisted metadata extraction and aspect scoring. All these features are leveraged by
an XGBoost learning-to-rank model to predict a relevancy score for all candidate studies,
ultimately resulting in a final ranked candidate list, addressing practical concerns of pure LLM
re-ranking by reducing the cost, providing more explainability, while achieving a comparable
performance to the ceiling established by LLMs.

Evaluations resulted in the hybrid approach achieving 71.1% Recall@1, following two pure
LLM experiments reaching 74.4% (full context) and 77.9% (PDF file), and surpassing the
baseline results, which settled at 64.2%. These results have shown that the LLMs are capable
of ranking the relevancy of many medical study groups corresponding to an input report.
LLM experiments validated that vector embeddings alone can be ineffective in capturing the
discrete signals like participant numbers and registration IDs, while LLMs can handle these
signals with their ability to reason and break the task into multiple steps [27]. Failure analysis,
and the second LLM experiment, where providing the PDF file of the input report resulted in
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an even higher Recall@1, validating that the title, abstract, and author data of the input report
sometimes are not enough to capture signals that are decisive. However, an increased context
window also affected the already high cost, making it even higher.

The proposed hybrid system sits between the baseline and pure LLM approaches in terms
of performance. Achieving a +6.9% increase over the baseline and standing within 3.4
percentage points of the pure LLM performance, while using ~93% less tokens per query.
Additionally, the usage of XGBoost allowed the analysis of feature importance, where the
results demonstrated that the baseline score and lexical similarity of titles are responsible for
a large amount of ranking decisions. At the feature level, exact matches between participant
numbers and registration IDs rank among the top 5 most important features, confirming the
decisive power of these signals. Ablation study results suggested that the aspect features
are not as effective in ranking decisions as anticipated. These features have already shown
low importance in the feature importance analysis, and the ablation study validated this
finding. When ablated, aspect features have little to no impact on the Recall@1 performance,
suggesting that these features are mostly redundant with the lexical similarity features from
titles and abstracts, which already dominate the overall feature importance. Yet, this study
also showed that, when all LLM-based features are ablated, the hybrid approach scores 68.6%
Recall@1, still outperforming the baseline by +4.4%, showcasing graceful degradation of the
hybrid approach.

The user study performed with experts provided insights for evaluation in addition to
the key metrics by estimating if re-ranking results match expert decisions. It revealed that
experts rely mostly on discrete metadata. Although experts frequently used interventions to
justify their answers, the ablation study showed that this feature is not very important for
ranking. Despite their agreement being moderate overall (κ = 0.520), agreement was strong
in TP (κ = 0.840), and low in FP cases (κ = ↓0.007), suggesting scenarios where re-ranking
struggles are challenging even for the experts.

5.2. Limitations

There are several limitations regarding the scope of this thesis. One of these limitations is
the scope of the datasets that are used for training of the hybrid approach and evaluation of
all approaches. These datasets are limited to schizophrenia research; therefore, the observed
importance of lexical similarity features may be a result of this tight scope, caused by the
narrow domain of available reports. Thus, ranking performance and distribution of feature
importance may differ in other medical research domains.

Another potential limitation is the label quality of the samples. These labels are human
annotations, which makes them subject to human error. Performed failure analysis for the
feature extraction step revealed that there are samples with metadata labels that do not
indicate the ground truth. Among these findings, cases were identified for participant number
labels that are incorrect or impossible to validate with the available title and abstract data.
This label quality issue resulted in a slightly lower precision and a significantly lower recall
in the extraction quality analysis of this metadata field than it could have been [79, 80, 81].
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This issue might have propagated into other labels within the dataset as well.
Limited representation of the input report is a limitation regarding the data completeness,

as the baseline and hybrid approaches both rely on title, abstract, and author information to
represent the full input report. Performed failure analysis indicated that valuable information,
such as participant numbers, can be absent from these fields, making them only accessible
from the full text or the trial registry document of the report.

Conducted user study only received 4 responses from the collaborating experts in the
schizophrenia research domain. This number is rather limited and may have caused in-
sufficient representation of human-expert decisions made in real-life studification tasks.
Considering the restrictive domain and experience requirement of this user study, even a
limited number of responses is deemed valuable.

5.3. Future Work

The hybrid approach implemented in this thesis revealed that the metadata features, such
as participant numbers and registration ID, can have a high impact on relevance ranking on
medical reports. Future work in this field can take this finding further by designing an agentic
approach where these discrete signals are separated further within the ranking process. For
instance, matching participant numbers and registration IDs can be controlled sequentially to
the text similarity comparison, isolating the impact of these signals.

Clinical studies require human supervision. Inclusion of expert feedback built into the
hybrid re-ranking system, where the model also considers human evaluation on its ranking
decisions, creating a human-in-the-loop refinement system, would benefit the results and the
medical staff using this system [82]. Conducted failure analysis on feature extraction results
revealed cases where predicted values match the report text but contradict labels, suggesting
collaborative annotation by human experts, and LLM can improve both label and extraction
quality.
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A. Appendix

A.1. Full Prompts

You are an expert medical research assistant specializing
in clinical trial matching.
A researcher is looking for the most relevant clinical trials
based on their search query (title and abstract). Your task is to
rank all (or top 10) the candidate studies.
Instructions

- Analyze the query study’s title and abstract
- Compare with each candidate study in the
related_studies list
- Consider medical accuracy, specificity of conditions, interventions, and

outcomes
- Return all the study IDs in ranked order (1 = most relevant)
- Return ONLY a JSON array of study IDs (as integers)

Required Output Format:
[study_id_1, study_id_2, study_id_3, ..., study_id_n]
Data:
{json_data}
Provide your ranking now:

Figure A.1.: Full prompt for the pure LLM re-ranking, with input report, candidate studies,
and relevant aspects are all provided in a single JSON payload.
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As a medical research expert, rate the relevance of each {category[:-1]} to this
medical study on a scale of 0.000 to 1.000.

Study Title: {{TITLE}}
Study Abstract: {{ABSTRACT}}

{category.title()} to evaluate:
{{ASPECT_LIST}}

Consider the following factors:
- Direct mention or clear implication in the study
- Clinical relevance and therapeutic importance
- Methodological appropriateness for the study design
- Evidence strength and statistical significance
- Potential for clinical translation
- Safety and efficacy considerations

For each {category[:-1]}, provide a precise relevance score between 0.000 and 1.000.
Avoid giving exactly 0.0, 0.5 or 1.0 unless absolutely certain. Use the following
guidelines:

- 0.9-1.0: Directly mentioned and central to the study
- 0.7-0.8: Strongly implied or highly relevant
- 0.5-0.6: Moderately relevant or tangentially related
- 0.3-0.4: Weakly relevant or speculative connection
- 0.0-0.2: Not relevant or contradictory

Return ONLY the scores in this exact format: 1:0.854 2:0.323 3:0.912

Figure A.2.: Prompt template for scoring aspect relevance per aspect category, including the
output formatting and scoring guidelines.

54



A.1. FULL PROMPTS

You are a medical research expert analyzing clinical trial abstracts.
Extract the following information from the study abstract/title:

1. **Participant Number**: The total number of participants/subjects in the study
- Extract the exact number if mentioned explicitly or stated in the abstract
- Return "Unknown" if not mentioned or unclear
- Examples: "150 patients", "n=75", "50 participants" extract the number

2. **Participant Description**: The demographic group of participants
- Valid values: Adult, Child, Adolescent, Older Adult, Male, Female
- Choose the MOST SPECIFIC category that applies
- Adult: typically 18-65 years
- Older Adult: typically 65+ years, elderly, seniors
- Adolescent: typically 13-18 years, teenagers
- Child: typically 0-12 years, pediatric
- Male/Female: if study is gender-specific
- Return "Unknown" if not mentioned

3. **Study Design**: The type of clinical trial
- Valid values: RCT (Randomized Controlled Trial), CCT (Controlled Clinical Trial)
- RCT: explicitly mentions "randomized" or "randomization"
- CCT: mentions "controlled trial" but no randomization
- Return "Unknown" if not mentioned or if it’s another type (observational, case

study, etc.)

**IMPORTANT**: Return your answer ONLY as a valid JSON object with this exact format:
{{
"participant_number": <number or "Unknown">,
"participant_description": "<category or Unknown>",
"study_design": "<RCT or CCT or Unknown>"

}}

Study Title: {title}
Study Abstract: {abstract}

Figure A.3.: Prompt template for metadata (participant number, participant description, and
study design) extraction, with strict fallback guidelines, and output formatting.
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A.2. REGEX FOR REGISTRATION ID EXTRACTION

A.2. Regex for Registration ID Extraction

isrctn = re.compile(r"\bISRCTN\d\d\d\d\d\d\d\d\b")
chictr = re.compile(r"\bChiCTR\d\d\d\d\d\d\d\d\d\d\b")
chictr_trc = re.compile(r"\bChiCTR.TRC.\d\d\d\d\d\d\d\d\b")
chictr_ior = re.compile(r"\bChiCTR.IOR.\d\d\d\d\d\d\d\d\b")
chictr_inr = re.compile(r"\bChiCTR-(?:INR|IPR|POC|IIR|IOQ|OPC)-\d{8}\b")
chictr_ipr = re.compile(r"\bChiCTR-IPR-\d\d\d\d\d\d\d\d\b")
actrn = re.compile(r"\bACTR(?:N|\d)\d{14}\b")
ctri = re.compile(r"\bCTRI(?:/|-)\d{4}(?:/|-)\d{2,3}(?:/|-)\d{6}\b")
nct = re.compile(r"\b[Nn][Cc][Tt].?0*[1-9]\d{0,7}\b")
drks = re.compile(r"\bDRKS\d\d\d\d\d\d\d\d\b")
nlomon = re.compile(r"\bNL-OMON\d\d\d\d\d\b")
nl = re.compile(r"\bNL\d\d\d\d\b")
irct = re.compile(r"\bIRCT\d\d\d\d\d\d\d\d\d\d\d\d\d?\d?N\d+\b")
kct = re.compile(r"\bKCT\d\d\d\d\d\d\d\b")
tctr = re.compile(r"\bTCTR\d\d\d\d\d\d\d\d\d\d\d\b")
rbr = re.compile(r"\bRBR-.......\b")
ctis = re.compile(r"\bCTIS\d\d\d\d-\d\d\d\d\d\d-\d\d-\d\d\b")
jprn_umin = re.compile(r"\b(?:JPRN-)?UMIN\d\d\d\d\d\d\d\d\d\b")
jprn_japic = re.compile(r"\b(?:JPRN-)?JapicCTI-\d{6}\b")
jprn_jrct = re.compile(r"\bJPRN-jRCTs?\d\d\d\d\d\d\d\d\d\d?\b")
euctr = re.compile(r"\bEUCTR\d{4}-\d{6}-\d{2}\b")
itmctr = re.compile(r"\bITMCTR\d\d\d\d\d\d\d\d\d\d\b")
pactr = re.compile(r"\bPACTR\d\d\d\d\d\d\d\d\d\d\d\d\d\d\d\b")
ntr = re.compile(r"\bNTR\d\d\d\d?\b")
ukcrnid = re.compile(r"\bUKCRNID\d\d\d\d\d?\b")
slctr = re.compile(r"\bSLCTR-\d\d\d\d-\d\d\d\b")
hkctr = re.compile(r"\bHKCTR-\d\d\d\d\b")
m = re.compile(r"\bM\d\d-\d\d\d\b")
mct = re.compile(r"\bMCT-\d\d\d\d\d\b")

Figure A.4.: Regex patterns used to match and extract trial registration identifiers from text
fields (title, abstract, and authors).
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A.3. PSEUDO-CODE

A.3. Pseudo-code

Input: query metadata, candidate metadata
Output: metadata-based feature scores

IF query and candidate share at least one registration ID THEN
registration_ids_match = 1.0

ELSE
registration_ids_match = 0.0

END IF

IF both study designs are present AND identical THEN
study_design_match = 1.0

ELSE IF either study design is missing THEN
study_design_match = 0.5

ELSE
study_design_match = 0.0

END IF

IF participant descriptions are present AND identical THEN
participant_desc_exact_match = 1.0

ELSE
participant_desc_exact_match = 0.0

END IF

IF number of participants is identical THEN
participant_num_exact_match = 1.0

ELSE
participant_num_exact_match = 0.0

END IF

Figure A.5.: Pseudo-code defining metadata match features (registration ID, study design,
participant number, participant description) used in feature engineering.
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A.4. USER STUDY RAW RESULTS

A.4. User Study Raw Results

Table A.1.: Raw expert responses for the user study (per case). Multiple reasons could be
selected per case. Selection is one of Baseline, Reranked, or Decision not possible.

Case Ground Truth Expert Selection Reasons Confidence (1–5)

C1 Reranked

Expert 1 Reranked

Participant Number
Intervention
Conditions
Outcomes
Other (text similarity)

5

Expert 2 Reranked
Participant Number
Intervention
Outcomes

4

Expert 3 Reranked Authors 2

Expert 4 Reranked Participant Number
Intervention 5

C2 Reranked

Expert 1 Baseline

Registration ID
Participant Number
Intervention
Conditions
Outcomes
Other (text similarity)

5

Expert 2 Decision not possible Other (text similarity) 4

Expert 3 Decision not possible Registration ID
Other (text similarity) 5

Expert 4 Decision not possible Registration ID 1

C3 Reranked

Expert 1 Reranked

Registration ID
Participant Number
Intervention
Authors
Outcomes

5

Expert 2 Reranked

Registration ID
Participant Number
Intervention
Authors

5

Expert 3 Reranked Registration ID 5

Expert 4 Reranked Intervention 5

C4 Reranked

Expert 1 Reranked
Registration ID
Participant Number
Intervention

5

Expert 2 Reranked Registration ID 5

Expert 3 Reranked Registration ID 5

Expert 4 Reranked Intervention 4

Continued on next page
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A.4. USER STUDY RAW RESULTS

Case Ground Truth Expert Selection Reasons Confidence (1–5)

C5 Reranked

Expert 1 Reranked

Registration ID
Participant Number
Authors
Conditions

5

Expert 2 Reranked
Registration ID
Participant Number
Authors

5

Expert 3 Reranked Registration ID 5

Expert 4 Reranked Intervention 5

C6 Baseline

Expert 1 Reranked

Participant Number
Intervention
Conditions
Outcomes
Other (text similarity)

5

Expert 2 Baseline Intervention
Conditions 3

Expert 3 Decision not possible Authors 1

Expert 4 Baseline Intervention 4

C7 Baseline

Expert 1 Baseline
Registration ID
Outcomes
Other (text similarity)

5

Expert 2 Baseline Registration ID
Intervention 5

Expert 3 Baseline Authors 2

Expert 4 Reranked Conditions 2

C8 Baseline

Expert 1 Baseline

Registration ID
Participant Number
Authors
Outcomes

5

Expert 2 Baseline

Registration ID
Participant Number
Intervention
Authors
Outcomes

4

Expert 3 Decision not possible Registration ID
Authors 5

Expert 4 Baseline Registration ID
Participant Number 5
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