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Abstract

Neutral atom quantum computing offers scalable qubit arrays and distinctive ca-
pabilities such as physical qubit shuttling, making it a promising but compilation-
intensive hardware platform. However, existing neutral atom compiler approaches
are difficult to compare fairly because they rely on different architectural
assumptions and incompatible evaluation metrics. This thesis presents a unified
evaluation framework for shuttling-based neutral atom compilation. It enables
cross-tool comparison across zoned and non-zoned architectures under harmonized
assumptions by reconstructing compiler outputs into a common instruction-level
representation and extracting metrics directly from it. In this way, the thesis
provides a more consistent basis for analyzing the trade-offs of different neutral

atom compilation strategies.



Zusammenfassung

Neutral-Atom Quantenberechnung bietet skalierbare Qubitanordnungen und
besondere Fahigkeiten wie das physische Verschieben von Qubits, was diese
Technologie zu einer vielversprechenden, aber zugleich kompilierungsintensiven
Hardwareplattform macht. Bestehende Ansédtze zur Kompilierung fiir neutrale
Atome lassen sich jedoch nur schwer fair vergleichen, da sie auf unterschiedlichen
Architekturannahmen beruhen und inkompatible Evaluationsmetriken verwenden.
Diese Arbeit préasentiert ein einheitliches Evaluationsframework fiir shuttling-
basierte Kompilierung auf Neutral-Atom Systemen. Es ermoglicht einen tooliiber-
greifenden Vergleich zwischen zonierten und nicht-zonierten Architekturen unter
harmonisierten Annahmen, indem Kompiliererausgaben in eine gemeinsame in-
struktionsebene Darstellung tiberfiihrt und Metriken direkt daraus extrahiert
werden. Auf diese Weise schafft die Arbeit eine konsistentere Grundlage fiir die

Analyse der Abwagungen verschiedener Neutral-Atom Kompilierungsstrategien.
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1 Introduction

Quantum computing is currently advancing rapidly, with several hardware tech-
nologies progressing in parallel and offering different trade-offs in speed, coherence,
and error rates [1-3]. It is widely discussed for important problem classes such as
cryptography, combinatorial optimization, chemistry, and machine learning, where
it promises new ways to tackle problems that are difficult for classical computers
[4-9]. At the same time, access to quantum processors through cloud platforms
has made the performance of real software toolchains an increasingly practical

concern.

Among the available platforms, neutral atom quantum computing is partic-
ularly promising because it combines rapid experimental scaling with hardware
features that strongly affect compilation. Recent demonstrations already exceed
the 10® qubit scale, while reported gate fidelities are competitive with other
leading approaches [10-12]. In addition to scale, neutral atom systems offer an
unusual advantage through physical qubit shuttling, which allows connectivity to
be reconfigured during execution [11,13]. At the same time, the underlying inter-
action mechanism also introduces platform specific constraints and error sources,

which motivate different architectural choices such as zoned layouts [13-15].

To exploit the unique advantages of neutral atom processors, while simul-
taneously respecting the physical constraints they impose, compilation becomes
a central enabling layer. It must transform an abstract quantum circuit into a
hardware feasible execution plan that accounts for limited interaction conditions,
restrictions on parallel operations, and, depending on the architecture, explicit
qubit movement and transfer steps [16]. Since these capabilities and constraints
directly determine which optimizations are meaningful and which metrics are
informative, neutral atom compilation is inherently dependent on the assumed
hardware model [16].

Against this background, a central challenge is that the current neutral atom
compiler landscape remains difficult to compare in a principled and fair way.

Different tools often assume different architectures, exploit different hardware ca-



pabilities, and report performance using incompatible output formats and metrics.
As a result, it is often unclear whether observed differences arise from genuinely
better compilation strategies or simply from incompatible evaluation settings. To
address this gap, this thesis develops a unified evaluation framework for neutral
atom compilation that supports cross-tool comparison under harmonized assump-
tions, covers both zoned and non-zoned architectures, and derives comparable
metrics directly from reconstructed instruction-level outputs rather than compiler-
reported summaries. In this way, the thesis aims to provide a clearer basis for

understanding the practical trade-offs between different compilation strategies.

The remainder of this thesis is organized as follows. Chapter 3 introduces
the fundamental theoretical principles of quantum computing. Chapter 4 then
presents the neutral atom quantum computing platform, including its key capa-
bilities. Chapter 5 gives an overview of the compilation problem for neutral atom
quantum computers. Chapter 6 presents the proposed framework, including its
methodological design and the considered compiler toolchains. Finally, Chapter 7
applies the framework under harmonized assumptions to evaluate these approaches

and compare the resulting trade-offs across shuttling-based compilation strategies.

The implementation of the proposed framework is publicly available'.

'https://github.com/nihzm /EvaluationFrameworkForNAQuantumCompilers


https://github.com/nihzm/EvaluationFrameworkForNAQuantumCompilers

2 Related Work

This work can be viewed as an extension of the work by Emil Khusainov in
his bachelor thesis about Tooling and Benchmarking of a Hardware-Agnostic
Compilation Toolchain for Neutral-Atom Quantum Computers [17]. Similar to
Khusainov’s work, this thesis also considers the domain of shuttling-based neutral
atom compilation, but extends the comparison to a broader set of compiler
toolchains. In particular, it places stronger emphasis on contrasting approaches
that assume zoned and non-zoned architectures. Furthermore, while Khusainov’s
work already highlighted the difficulty of fair comparison across tools, the present
thesis extends this direction by extracting evaluation metrics independently from
the instruction lists produced by the considered compilers rather than relying
solely on tool-reported summary results. Section 6.2 clarifies the evaluated open-

source toolchains, which are included in the framework developed in this thesis.



3 Theoretical Principles of Quantum Computing

Quantum computing is a computational paradigm based on the principles of
quantum mechanics. In contrast to classical computing, which processes informa-
tion encoded in binary bits, quantum computing operates on quantum bits whose
behavior is governed by quantum phenomena such as superposition, interference,
and entanglement. These properties enable computational models that can poten-
tially solve certain problems more efficiently than classical computers. In order to
keep the remainder of this work self-contained, this section briefly describes the

concept of logical quantum computing [18-20].

3.1 Qubits and Quantum States
The fundamental unit of quantum information is the qubit. While a classical bit
assumes a definite state 0 or 1, a qubit can exist in a linear superposition of both

basis states. A general single-qubit state is represented in Dirac notation as

) = af0) + 8I1)
with [0) = (1,0)T and |1) = (0,1)T being the computational basis states, and
where o, € C are complex probability amplitudes. Physical validity requires

normalization:
la]? +]8]* =1

Upon measurement in the computational basis, the qubit state collapses to |0)
with probability |a|? or to |1) with probability |5|?. For a system of n qubits, the

general state is a vector in a 2"-dimensional Hilbert space:

2n—1 2n—1
) = Z o i), Z ;> =1
i=0 i=0

The probability for the qubit state collapsing to the i" basis state is given by |a|?.
A key non-classical feature that arises in multi-qubit systems is entanglement,
where the joint state cannot be written as a tensor product of individual qubit

states [18,19].



3.2 Quantum Gates and Operations
Quantum computation proceeds through the application of quantum gates, which
are unitary transformations represented by 2" x 2"-dimensional unitary matrices

that evolve the state of n qubits:
) = Ul

The unitarity of an unitary operation U implies UTU = UUT = I, ensuring that

quantum evolution is reversible and preserves normalization [20].

3.3 Quantum Circuits

A quantum circuit is a time ordered sequence of quantum gates applied to a
register of qubits, followed by measurements. A circuit can be represented as the
unitary matrix U € C2"*2" | representing the overall unitary transformation of an
n-qubit quantum computation. U is calculated by a Kronecker product of the
individual gates in their order of application. The circuit model is the dominant
abstraction for gate-based quantum computation, independent of the underlying

physical implementation [21].



4 Neutral Atom Quantum Computing

Neutral atom quantum computing (NAQC) is a leading hardware platform utiliz-
ing the principles of quantum optics to manipulate individually trapped atoms
as qubits. Several recent experimental and theoretical advances have enabled this
platform to mature into a strong candidate for scalable, gate-based quantum
computing [1,22-24].

In the following, we briefly discuss how NAQC meets the key requirements
for a viable quantum computing platform and highlight the physical principles
underlying this technology. Properties known as DiVincenzo’s criteria describe
these requirements. In particular, a platform must provide a scalable realization
of qubits, reliable state initialization, access to a universal set of quantum gates,
coherence times exceeding characteristic gate operation times, and qubit-resolved

measurement [25].

4.1 Neutral Atom Qubit Realization

Commonly employed atomic species used as qubits include alkali atoms such as
rubidium (Rb) and cesium (Cs) [26,27], as well as alkaline-earth-like atoms such
as strontium (Sr) and ytterbium (Yb) [16]. Qubit states |0) and |1) are encoded
in selected internal electronic states of the atom. These are typically chosen to be
long-lived states to ensure stability. Examples include two hyperfine ground states
in alkali atoms [1,16,26,28,29], nuclear spin states [30-32], low-energy singlet and
triplet states [33,34], fine-structure states [35,36] or, particularly in alkaline-earth-
like atoms, circular Rydberg states [37]. Due to differing physical properties among
atomic species, dual-species atom arrays have been proposed and experimentally

demonstrated to exploit complementary advantages [38].

These neutral atoms can be confined in optical dipole traps, which are gener-
ated by far-detuned laser fields interacting with the atomic dipole moment [29]. A
schematic implementation of such an optical trapping setup is shown in figure 1 .
After initial cooling in a magneto-optical trap (MOT), atoms are transferred into

optical trapping potentials formed via a spacial light modulator (SLM) and an



acousto-optic deflector (AOD), typically using a polarizing beam splitter (PBS)
[39,40]. The SLM generates arrays of static optical tweezers in programmable
spatial configurations [41-43], while the AOD produces dynamically controllable
optical traps, a feature central to scalable and reconfigurable architectures [44,45].

Together, these trapping mechanisms form the physical substrate of the qubit

PBS
u-y
SILM

Light
- Camera 2D Plane

Direction
AOD

register.

Dichroic Vaccum Chamber
Mirror

-
2

Figure 1: Optical Control Scheme of a Neutral Atom Quantum Computer
[18]. Laser light is shaped and directed by several optical elements before
reaching the atoms inside the vacuum chamber. The SLM creates a fixed
pattern of optical tweezers that serves as the static trapping array, while the
AOQOD steers laser beams dynamically to create movable traps for transporting
atoms. The PBS combines or redirects these light paths, and mirrors guide
the beams into the trapping region.

In state-of-the-art optical tweezer platforms, atoms are initially loaded probabilis-
tically. Subsequently, they can be dynamically rearranged into deterministic target
configurations [39,46,47]. Furthermore, atoms can be reloaded from a reservoir
to mitigate particle loss during operation [42,48]. A central advantage of the
dynamically field-programmable qubit arrays (DPQA) architecture considered
in this thesis, is its ability to dynamically reconfigure the qubit layout during
computation. Recent experimental advances have demonstrated that atoms can be
actively shuttled while a quantum program is running, enabling nearly arbitrary
two-dimensional rearrangements of the qubit array [11,13]. This capability is

realized by transferring atoms between static traps generated by a SLM and mobile



traps produced by AODs [11,13]. Such in-situ reconfiguration provides substantial
architectural flexibility and allows adaptive connectivity between qubits, which is
particularly advantageous for implementing interaction-dependent gate sequences

and optimizing compilation strategies.

4.2 Neutral Atom State Control

Transitions between internal electronic states of neutral atoms can be coherently
and precisely driven using laser pulses. In particular, Raman transitions between
hyperfine states |0) and |1) enable arbitrary single-qubit rotations and thus full
single-qubit controllability [1]. These single-qubit gates can be implemented either
through global illumination of the entire qubit register or via focused laser beams
addressing individual atoms [13,23,49,50]. These laser-driven transitions further
enable preparation of qubits in well-defined computational basis states, typically
the |0) state [16].

Universal quantum computation additionally requires controlled two-qubit
gate operations. These, as well as general multi-qubit gates, are realized by
temporarily exciting atoms to Rydberg states, which are highly excited electronic
states characterized by large principal quantum numbers. When an atom is excited
to a Rydberg state, its outermost electron occupies a strongly enlarged orbital,
enabling interactions with nearby atoms [18]. Atoms in Rydberg states exhibit
strong polarizabilities, leading to pronounced dipole-dipole interactions between
nearby Rydberg-excited atoms [51]. Local Rydberg lasers allow selective excita-
tion of individual atoms into such states [52]. Building on the same interaction
mechanism, parallel entanglement of multiple qubits can be achieved by globally
illuminating the register, thereby inducing simultaneous two-qubit gates between
atom pairs within the Rydberg interaction radius [12,28]. By coherently coupling
one computational basis state, typically |1), to a Rydberg state |r), an effective
interaction is induced between two atoms simultaneously occupying the |1) state

[51,53]. This interaction mechanism forms the basis of entangling gates such as

the controlled-Z (CZ) gate [28,54].



However, the strong long-range dipole-dipole interactions induce a significant
energy shift in neighbouring atoms, a phenomena called the Rydberg blockade
effect [51,55,56]. The excitation of one atom to a Rydberg state shifts the Rydberg
transition out of resonance for nearby atoms. This prevents the simultaneous
excitation of nearby atoms within a characteristic blockade radius, implying that
on nearby atoms no multi-qubit gate can be performed in parallel. This provides
the physical basis for deterministic two-qubit logic gates [16,19,53,57-59]. A
convenient formalization defines an interaction radius r(g) for a gate g as half
of the maximum pairwise qubit distance it spans, and the restriction zone z(g)
as the union of circles of radius 7(g) centered at each participating qubit. The

parallel execution constraint then requires z(g;) N z(gy) = 0, including boundaries

b

as illustrated in figure 2 . Otherwise, the gates conflict and must be serialized.

The Rydberg blockade does not restrict Raman transitions, so single-qubit gates

can be performed in parallel with two-qubit gates [13,60].
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Figure 2: Schematic Representation of Rydberg Blockade for Parallel Gate
Execution [18]. An active two-qubit gate on Q,— @ creates a restriction
zone that prevents simultaneous entangling operations on nearby qubits such
as Qy— Q5 or Qo— Q4. In contrast, a sufficiently separated pair such as Q43—
(2, remains executable in parallel. The figure therefore illustrates how spatial

overlap of blockade regions determines conflicts between two-qubit gates.



4.3 Coherence Times

Neutral atoms are noted for having exceptionally long coherence times compared
to other platforms, such as superconducting devices [11,13,61]. During idle periods,
trapped-atom qubits are mainly affected by dephasing and amplitude damping,
with amplitude damping corresponding to relaxation from |1) to |0). The time
scale for dephasing is characterized by the coherence time 75, while amplitude
damping is described by the relaxation time 73. Both 7T} and T, times for neutral
atom qubits can reach the order of seconds under optimal conditions, significantly

exceeding typical gate operation times on the order of microseconds [12,33,62].

4.4 Measurements

Measurement in NAQC is primarily achieved through fluorescence imaging. This
is realized by driving a laser-induced transition between one qubit level and an
auxiliary electronic level, and then imaging the emitted photons with a camera
[16]. A process that allows for the readout of qubit states in the computational

basis even mid-circuit [63-65].

10



5 Compilation for Neutral Atom Quantum Com-

puters

NAQC offers new capabilities for gate implementation and additional operational
degrees of freedom. However, these benefits also introduce extra constraints into
the compilation workflow. Moreover, for operations such as shuttling, conventional
compilation figures of merit are not directly applicable, which motivates new ap-
proaches both for compiling quantum algorithms and for evaluating the resulting
compilation quality. To fully exploit these capabilities, dedicated hardware-aware
optimization techniques and software tooling are required. In particular, this
includes compilation: translating high-level algorithmic descriptions into a low-
level sequence of hardware-executable operations, satisfying the relevant physical
constraints while optimizing chosen figures of merit. Schmid et al. [16] presented
an abstract overview about the compilation and evaluation process on the NAQC
platform, to be seen in figure 3 , which we will use as a guiding outline for the
following discussion. Further, we will illustrate the novel ideas of zoned architec-

tures, as they are the central architectural model evaluated in this thesis.

11
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3. FIGURES OF MERIT

Figure 3: Overview of Neutral Atom Compilation and Evaluation Workflow
[16]. Starting from a platform-independent circuit description obtained
during input and preprocessing, the compilation flow branches according to
the computational capabilities of the target neutral atom platform, including
nearest neighbour connectivity, long-range interactions, multi-qubit gates,
shuttling-based DPQA architectures, and fault-tolerant schemes. Depending
on these hardware capabilities, different requirements arise for synthesis,
mapping, and scheduling. The resulting compiled circuits are then assessed
using figures of merit such as gate and depth counts, movement-related

operation counts, and overall runtime or estimated success probability.

5.1 Preprocessing

This stage serves as the input layer of the compilation flow and performs opti-
mizations that do not depend on any specific hardware platform, for example
function inlining to simplify control flow or gate-level optimizations such as gate
commutation rules [66]. Because this phase is not tied to neutral atom hardware,
it can directly leverage mature optimization techniques originally developed for
superconducting (SC) toolchains. The output is an optimized gate sequence, but
it may still include abstract high-level gates that will be decomposed later once

the actual hardware capabilities and constraints are considered. Some compilation

12



work can be performed ahead of time, stored in an intermediate representation,

and later reused instead of recomputed [67,68].

5.2 Computational Capabilities
This layer corresponds to the platform-dependent compilation steps. In practice,
this is commonly realized as a toolchain comprising three core stages: synthesis,

mapping, and scheduling [69].

Synthesis Mapping Scheduling
()
qo qo Q7 — qa I
q1 I q1 @ Q5 — g3 93
q2 Uy I U » q2 Q6 — q2
q3 I 2 a3 ® q-a .
2
qa qa @ @

Figure 4: Platform-Dependent Compilation Stages [16]. a) Synthesis. Decom-
posing the abstract quantum gates from a quantum circuit into a sequence
of native gates supported by the hardware. The Solovay—Kitaev theorem
states that any unitary operation can always be approximated using a finite
universal gate set Zuniv, accurate up to an arbitrary small error [70]. For
universal quantum computation, the gate set directly available on a specific
hardware platform Znamc must be universal.

b) Mapping. Assigning logical circuit qubits to physical hardware qubits
with the objective of minimizing the separation between qubits that interact
throughout the program. Because hardware often has limited connectivity,
neutral atom quantum compilers must establish required connections either
by logically swapping the states of two qubits at the virtual gate level through
SWAP operations or by physically rearranging atoms with optical tweezers
through MOVE operations. Besides required connectivity, in general and
especially for multi-qubit gates, further constraints arise from factors such
as gate directionality and the geometric layout of the qubits.

c) Scheduling. Arranging gates spatially and temporally, with respect to
the circuits dependencies and parallelism constraints posed by the underlying
platform. Most notably coupling limits on which qubit pairs can interact and
parallel-execution limits such as interaction-induced restriction zones that

prevent certain gates from running simultaneously.

13



5.2.1 Nearest-Neighbour Connectivity
The first and most basic capability is the ability to perform gates between qubits

that are directly connected. This is a fundamental requirement for any quantum
computing platform and serves as the baseline for compilation [16,71,72]. This
capability can be described as utilizing hardware functions equivalent to those
found in SC systems. Thus platform-dependent compilation techniques for SC
systems can be directly adapted for this mode after just simple adjustments of
parameters like gate time and fidelity [16,18]. Even when operating in this limited
nearest-neighbour mode, compilers must account for the gate restriction volume

during scheduling.

5.2.2 Long Range Interactions
A key distinction of the NA platform is that two-qubit phase gates are not limited

to adjacent atoms, but can be executed between any two atoms as long as the
Rydberg blockade interaction is sufficiently strong at that distance [12,23,28]. The
immediate effect is a higher connectivity between qubits, which can be exploited
by compilers to reduce the number of required SWAP or MOVE operations and
thus less routing overhead [16]. Still, parallelism is bounded because the restric-
tion zones grow with interaction range, a central tradeoff to take into account
in compilation [19,57]. While higher Rydberg excitation levels can, in principle,
push interactions to larger distances and increase connectivity, they also become
progressively harder to control experimentally. As a result, the usable long-range
coupling is still bounded by a device-specific maximum interaction distance Ry,
meaning multi-qubit gates are only practical when all participating qubits lie

within this range:

max d(Q,Q5) <R
Q1,Qo€g 1eg ( ! 2> b

Here, g.reg are the physical qubits which gate g performs on. Beyond R;, high-

fidelity execution is no longer achievable [73].

14



5.2.3 Multi Qubit Gates

Beyond improving connectivity, long-range Rydberg interactions enable native
multi-qubit gates, which can simplify synthesis and speed up workloads dominated
by multi-qubit operations [28]. Native multi-qubit gates are particularly valuable
for implementing classical reversible circuits built from Toffoli (CCZ) and other
multi-controlled operations. These circuits often appear as subtasks or as oracle
realizations in quantum algorithms, but synthesizing efficient oracles is generally
challenging [74,75]. Moreover, access to such native operations supports alternative
decomposition strategies beyond purely one- and two-qubit gate sets, for example
gate libraries based on Hadamard and Toffoli gates, possibly reducing number
of pulses and thus improving fidelity and runtime [20,76,77]. Several theoretical
schemes have been proposed to realize multi-qubit gates such as C|. Z or C'Z, up to
single-qubit rotations, as well as more exotic variants [58,78,79]. Complementing
these proposals, experiments with trapped Rb atoms have already demonstrated

parallel application of Toffoli gates across multiple atom sets [12,28].

Multi-qubit gate mapping constraints are implementation-dependent and
are determined by the required laser-pulse sequence. A conservative worst-case
assumption is that every qubit in the gate must be within the interaction radius

of every other qubit:
d(Qian) <rw VQ;,Q; €0Q,Q; FQ;

(@ being the set of qubits involved in the gate. Under this model, r,, directly limits

int
the maximum size and allowable geometric configurations of multi-qubit gates.

For a three-qubit Toffoli gate arranged linearly, the constraint implies r, , > 2d.

int
A more compact non-linear layout can reduce this requirement, for example to
e = V/2d for a triangular arrangement. Some implementations relax the all-to-
all proximity requirement, a Toffoli gate may only need one qubit within r,, of
the others [28]. Implementations can also add extra geometric constraints beyond
distance, such as requiring qubits to be collinear, excluding perpendicular arrange-

ments [28]. Similar to long-range two-qubit gates, more atoms participating in a

15



multi-qubit gate further increase the restriction volume, which can significantly

limit parallelism and thus requires careful consideration in scheduling.

5.2.4 Shuttling
Shuttling is the capability to physically rearrange qubits during program execu-

tion by moving atoms with optical tweezers, without disrupting entanglement
[11,13,80]. This is a unique feature of the NA platform that can be exploited to
dynamically modify the qubit layout and connectivity, enabling new compilation
strategies and avoiding virtual SWAP operations [19]. High-fidelity shuttling is a
promising alternative to avoid the tradeoff between long-range interactions and
growing restriction zones, as it allows qubits to be moved into proximity for
gates and then separated to mitigate crosstalk. This capability enabled the fully
shuttling-based architecture of dynamically field-programmable quantum arrays
(DPQA), fully eliminating the need for virtual SWAP operations [11,13,61,81,82].
Hybrid architectures that combine shuttling with long-range interactions have also
been proposed, as well as an extension of the DPQA setup with separate zones
for dedicated entangling, measuring and storing qubits [13-15,83].

However, an AOD cannot load or transport qubits arbitrarily, and shuttling must

obey specific hardware constraints, illustrated in figure 5 [11,15].

No-Crossing Constraint. AOD rows and columns must keep a minimum

distance d, ., and cannot cross, so their relative order is preserved during motion.

min

Otherwise, trap potentials would overlap, causing undefined behavior and possible

atom loss.

Row/Column Preservation. Atoms stay in their assigned rows and
columns throughout a move. Atoms that share a column move together in x, and
atoms that share a row move together in y

Ghost-Spot Avoidance. Row-column intersections create extra traps that
can unintentionally capture or disturb atoms.

Qubit Alignment for Two-Qubit Gates. To pair up qubits, they must be

overlapped, which cannot be done with both simultaneously constrained by the
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same AOD. One qubit therefore has to be moved out to SLM traps to enable the

required overlap.
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d) Qubit Alignment for Two-Qubit Gates.

Figure 5: Illustration of Shuttling Constraints in Neutral Atom Architec-
tures [15]. a) To move the lower-right atom array toward the upper-left
corner without AOD beam crossing, the intermediate array must also be
displaced or temporarily stored in SLM traps. b) If the middle array is
intended to remain stationary while the outer arrays move, it must first be
transferred to SLM traps. ¢) Direct loading of the lower-right array would
also load the other arrays due to ghost spots. Therefore, an additional offset
movement is required to place the ghost spots into the inter-atomic spacing
before loading in a second step. d) For two atom arrays to overlap and enable

a logical entangling gate, at least one of them must be placed in SLM traps.

5.2.5 Fault Tolerant Quantum Computing

Scalable quantum computing will ultimately require fault-tolerant error correction
to prevent noise from accumulating into logical failure [84]. For neutral atom
platforms, a key future capability is fault tolerance that addresses both standard

gate errors and leakage out of the computational subspace [16,19].

Several proposals address leakage by either converting it into standard Pauli
Z errors [85] or by detecting it so it can be treated as an erasure [86-89]. Along
similar lines, two-qubit gate schemes have been proposed that bias failures towards
detectable erasures as the predominant error mode [90,91]. Most quantum error-
correction schemes rely on mid-circuit measurements and real-time feedback,

which has recently been demonstrated with neutral atoms, but is still difficult to
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implement at scale [63—-65]. As a result, measurement-free fault-tolerant quantum

error correction is a promising alternative direction for NA platforms [92,93].

Recent efforts explore how neutral atom shuttling can be used to assemble and
manipulate encoded logical states for codes such as qLDPC [94], the surface code
[95], and generalized bicycle codes [96]. Together with advances in fault-tolerant
implementations of non-Clifford gates [97], this line of work supports a viable

route towards fault-tolerant computing on neutral atom quantum platforms.

5.3 Figures of Merit

Neutral atom compilation supports fundamentally different ways of realizing
connectivity. Because of that, a classic metric like number of SWAP operations

can become meaningless, so capability-specific metrics are required [16].

A standard proxy is the total gate count, typically focusing on the dominant
error contributors. In other platforms this is often amount of CNOT gates or T
gates. For neutral atoms you analogously focus on the gates that currently limit
fidelity or time [16]. In addition to total count, circuit depth is used as a proxy
for execution time, which is the number of executable layers. For neutral atoms,
depth must be interpreted with care: Rydberg gate-restriction volumes reduce
parallelism, so scheduling tends to yield larger depths than what a connectivity-
only model would predict [16]. For neutral atoms, depth should be interpreted as
a timing-aware makespan. Because gates have different durations, layer-by-layer
schedules can introduce artificial synchronization barriers that inflate idle time.
Timing-aware schedulers instead exploit early finishing operations by starting
subsequent, non-conflicting gates as soon as dependencies and restriction zones
permit [19]. Other examples evaluate pulse count and critical-path pulses, showing
that replacing gate sequences with C'C'Z can reduce time-like cost even when gate-

level counts are less informative [20].

Shuttling does not add gates to the circuit, so gate count alone is not a good
indicator. Instead, a direct proxy is counting physical motion operations [16]. Tan

et al. [81] state that the dominant DPQA error source is the Rydberg laser and
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therefore optimizes the number of times it is turned on, corresponding to the
number of parallel two-qubit stages. This stage-minimization goal is reinforced by
more detailed noise models that treat fidelity loss as a combination of imperfect
gates, atom transfers, and decoherence, including side-effect excitation of non-
participating atoms during entangling stages. Under such models, fewer stages
directly means fewer opportunities for these errors to accumulate [11,13]. Because
neutral atoms allow many implementation choices and possible execution blockade
by restriction zones need to be taken into account [19], simple counts are often
not sufficient. The most meaningful end metrics are total runtime and output
fidelity. Exact output fidelity is generally intractable, so an approximate success

probability to compare compilers and even compare capabilities can be used [16].

These figures of merit depend strongly on hardware parameters, so meaningful

evaluation needs an explicit parameter set [16].

5.4 Zoned Architectures

Monolithic neutral atom layouts often illuminate a large fraction of the qubit array
with the Rydberg beam during entangling operations, which can excite idling
qubits and create dominant side-effect errors. Zoned architectures mitigate this
by restricting the Rydberg laser to a dedicated entanglement region while keeping
idle qubits in a separate storage region that is not illuminated. The design goal
is therefore to trade additional data movement for reduced unwanted Rydberg
exposure, typically improving end-to-end fidelity [14,98]. Most zoned architecture
proposals split the 2D plane into three zones, illustrated in figure 6 [13,15].

Entangling Zone. Dedicated to Rydberg entangling gates. A global Rydberg
beam is applied to this zone, enabling parallel entangling operations among qubits
placed within the interaction range. Qubits that should not interact must be
spaced so their mutual interaction is negligible. A lone qubit can still be excited,
ideally acting like identity but with possible decay error.

Storage Zomne. Optimized for dense packing, high coherence, and single-

qubit operations, while being shielded from Rydberg and measurement beams.
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Readout Zone. Designed so that measurement can be performed without
disturbing other qubits, enabling mid-circuit measurements, a key ingredient for

fault-tolerant quantum computing.

Atom in SLM

a )
Global Rydberg

Beam

ENTAGNLING

Local Raman
Beam

ey U:
'
i

e

Readout Beam

STORAGE

READOUT

Figure 6: Zoned Architecture Illustration [15]. The readout zone is where atoms
are illuminated with a dedicated measurement beam for fluorescence detec-
tion, keeping measurement light away from the rest of the register. The
storage zone holds idle qubits under minimal illumination, while local Raman
beams provide site-selective single-qubit control. The entangling zone is
activated with a global Rydberg beam to drive parallel two-qubit interactions
among qubits brought into range. Physical qubits are grouped in sets of
seven because the source assumes Steane’s [[7, 1, 3]] code: each logical qubit
is encoded across 7 physical atoms, so a local Raman beam is applied

transversally to all seven atoms of the corresponding code block.
Computation typically begins with all qubits placed in the storage zone, where
coherence is highest. Single-qubit gates can then be applied in place, without
additional movement, while qubits remain stored [15]. Entangling gates naturally
follow a cyclic execution structure: qubits are loaded from SLM traps into AOD
traps, moved into the entanglement zone, and optionally transferred back into

SLM traps within that zone before the global Rydberg beam is applied to execute
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CZ gates in parallel. Afterwards, the qubits are either returned to the storage zone
or, if measurement is required, moved analogously to the readout zone [15]. The
AOD motion constraints still apply. Additionaly, because entanglement is applied
by a global beam, the compiler must ensure qubits are positioned so that only

intended pairs interact and other qubits are sufficiently separated [14].

High-level objectives in zoned neutral atom architectures are to maximize
entangling throughput by using each global Rydberg activation efficiently, while
minimizing movement-driven routing overhead between zones and avoiding unin-
tended Rydberg exposure of idle qubits [14,15,98]. A secondary objective is to
exploit placement reuse, keeping qubits in advantageous configurations to reduce
zone transfers, without accidentally bringing idle qubits into the entangling region
[14].

Key architecture-level design knobs in zoned neutral atom systems include
the sizes and shapes of the zones, which determine capacity and parallel entan-
glement throughput, as well as zone separation and trap spacing, which trade
off movement latency against cross-talk risk. Storage zone geometry also strongly
influences routing overhead, because more constrained layouts increase average

travel distances and the time spent loading and shuttling qubits [14,15].
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6 Methodology

6.1 Framework Overview

To systematically explore this space of shuttling-based neutral atom compilation,
the framework developed in this thesis is built around three goals. First, it enables
a controlled comparison of different shuttling strategies and architectural assump-
tions, in particular contrasting zoned execution models against non-zoned DPQA-
style compilation. Second, it unifies hardware assumptions across toolchains as far
as possible by mapping all evaluated compilers to a common parameterization of
geometry, movement resources, timing, and error models. Third, it does not rely on
tool-reported summary metrics. Instead, each compiler output is processed with
a dedicated parser that reconstructs a unified, semantics-preserving instruction
trace, from which all evaluation metrics are computed consistently, including

movement-related costs and Rydberg-exposure.

6.2 Included Compilers

To enable a meaningful and reproducible evaluation, only compiler toolchains were
considered that provide an end-to-end compilation flow and explicitly exploit qubit
shuttling as part of their execution model. Additional inclusion criteria were public
availability as open-source software, sufficient documentation to allow faithful
configuration and interpretation, support for well-defined benchmark inputs at
scale, and the availability of an extractable low-level schedule or instruction list
so that all metrics can be computed independently rather than taken from tool-
reported summaries. Based on these requirements, this thesis evaluates Enola
[99] and Weaver [71] as representative non-zoned approaches and ZAC [14] and
NALAC [15] as representative zoned-architecture compilers. Other neutral atom
compilation proposals were excluded because they did not meet one or more of the
criteria above, for example by providing only partial compilation steps, lacking
usable input interfaces, or not exposing execution traces suitable for trace-derived

metric extraction [18,81,83,98,100].
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6.2.1 NALAC

The concrete routing problem of logical, transversal gates it tries to solve, NALAC
defines as: Given a sequence of logical two-qubit entangling gates, the compiler
must generate an executable sequence of steps that moves the involved logical
qubit arrays to the correct zones with minimal movement overhead. The stated
objectives are to maximize parallelism of entangling operations per global Rydberg

activation, and minimize routing-time overhead.
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Figure 7: Proposed Approach by NALAC [15]. For comparison, the naive ap-
proach is shown in contrast, drawn in light grey where it differs from the
proposed solution.

As illustrated in figure 7 , entangling operations are organized into runs and steps
to exploit both gate-level and transport-level parallelism under AOD constraints.
Each run begins by shuttling a selected set of qubits into the entangling zone
and ends by returning them to storage. Keeping one qubit of each interacting
pair in an SLM trap is necessary and sufficient to satisfy the array-alignment
constraint, enabling multiple entangling operations per run without extra trap

transfer overhead.

Each run is partitioned into steps, and each step executes a set of independent
entangling gates, meaning no two gates share a qubit. Between steps, AOD-held
qubits move to the next partner or a resting position. This leads to parallel
execution of multiple independent entangling gates within a step, and parallel
shuttling of additional qubits into the entangling zone to support the steps of a

run. An example can be seen in figure 8 .

It uses an interaction graph with qubits as nodes and required interactions as

edges, to compute the maximal independent set to decide which qubits reside in

23



SLM or AOD traps. Edge coloring of the interaction graph assigns each interaction

to a step, yielding a run that respects AOD constraints.
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Figure 8: Time-Step Visualization of an Example Run [15]. AOD-held qubits
are shuttled through the entangling zone to execute (parallel) entangling
interactions with SLM-held qubits under global Rydberg illumination, with
AOD motion between steps.

6.2.2 ZAC

ZAC targets improved circuit performance by making qubit reuse a first-class
optimization goal. It combines a reuse-aware placement strategy with a movement-
duration cost model that also looks ahead to upcoming stages. ZAC applies
a load-balancing scheduler that distributes rearrangement jobs across multiple

AODs to reduce execution time and improve hardware utilization.

ZAC first rewrites the input into a form suitable for the backend, applies basic
single-qubit optimizations, and then performs as-soon-as-possible-style staging so
the output becomes a sequence of gate stages, including explicit Rydberg stages

and single-qubit stages.

Then ZAC computes an initial mapping of qubits to storage traps via simu-
lated annealing to reduce expected movement overhead early in execution [101].
After this initial placement, ZAC applies reuse-aware dynamic placement across
Rydberg stages: Qubits that will interact again in the next stage are kept in
the entangling zone instead of being returned to storage, avoiding unnecessary
transfers and travel. Since naive reuse can create conflicts when reuse choices are
incompatible, ZAC selects reusable qubits using an explicit matching formulation.
For this, ZAC repeatedly reduces placement subproblems to bipartite matching

and assignment: ZAC models reuse opportunities between consecutive Rydberg
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stages as a bipartite graph and selects a conflict-free set of reused qubits via
matching, using maximum-cardinality matching when the goal is to reuse as
much as possible. Gate placement onto candidate Rydberg sites is formulated
as a bipartite linear-assignment problem, where edge weights approximate move-
ment time and can optionally include a lookahead term for the next stage. To
solve these assignments efficiently, ZAC employs the Jonker-Volgenant algorithm
and, in practice, leverages standard bipartite-matching implementations for both

minimum-weight and maximum-cardinality matching [102].

Once placements are fixed per stage, ZAC derives the necessary rearrange-
ment jobs and respects dependencies. For multiple AODs, ZAC uses a simple
but effective list-scheduling and load-balancing heuristic: Repeatedly assign the
longest-duration parallelizable rearrangement instruction to the earliest-available

AOD to reduce total execution time.

6.2.3 Enola
Enola compiles for dynamically field-programmable qubit arrays (DPQA) where

a global Rydberg laser can excite all qubits and induce parallel C'Z-type gates
within a Rydberg interaction range r,. Gates executed in one such global exposure
are treated as a Rydberg stage. Even qubits that do not participate in a two-qubit
gate can still be excited during a stage and accumulate side-effect error. Therefore,
Enola’s primary optimization goal is to minimize the number of Rydberg stages,
motivated using a detailed fidelity model that combines imperfect gates, atom
transfers, and decoherence, and explicitly accounts for side-effect excitation during

global Rydberg exposures.

We will focus on Enola’s DPQA layout synthesis flow, which is the most
relevant for our evaluation and also the most comprehensive in terms of coupling
multiple compilation tasks. The flow consists of the three main steps scheduling,
placement, and routing with illustrations to be found in figure 9 , figure 10 , and
figure 11 . A practical preprocessing step they assume is to temporarily remove
single-qubit gates, compile only the two-qubit skeleton, then insert single-qubit

gates back afterwards.
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Figure 9: Scheduling in Enola [99]. a) Enola relates DPQA scheduling to graph
edge coloring and uses the Misra—Gries edge-coloring algorithm to achieve
a provably near-optimal number of stages [103]. b) Generic circuits can be
partitioned into dependency subcircuits and commutation groups, with the

dependency subcircuits scheduled as soon as possible.
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Figure 10: Placement in Enola [99]. The placement problem is addressed with

qs qf @
4

simulated annealing, targeting reduced total travel distance between inter-
acting qubits [101]. a) A trivial layout that assigns qubits left-to-right and
top-to-bottom. b) A simulated-annealing placement that optimizes gate
distances. ¢) A dynamic scheme where, after executing a Rydberg stage,
simulated annealing is rerun on the moved qubits to compute an updated

placement for the next stage.
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Figure 11: Routing in Enola [99]. The DPQA routing step is reduced to selecting
independent sets to avoid AOD order violations while still allowing parallel
movements. Enola explicitly claims this formulation as a first in this
context. a) Each move is represented as a 4-tuple. b) Conflicts are defined
between pairs of moves. ¢) Compatible moves are selected as independent
sets (IS) in the conflict graph. After choosing an IS, the corresponding
moves and their duals are removed, and the procedure repeats until no

moves remain

6.2.4 Weaver

Weaver is a retargetable compiler framework that treats an extended OpenQASM
dialect, wQasm, as its central intermediate representation [67]. At a high level,
it first performs general-purpose hardware-independent compilation on the input
circuit and then switches to a backend-specific pipeline that can exploit DPQA-
specific capabilities. The overall design is organized into three stages, illustrated

in figure 12 .
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Figure 12: Weaver Overview [71]. a) Hardware-Agnostic Compilation. The
user supplies a quantum circuit, which Weaver lowers into wQasm IR. From
this representation, it also produces a native circuit expressed in a gate
set intended to remain compatible across both superconducting and DPQA
technologies.

b) Hardware-Aware Compilation. Based on the selected target, Weaver
routes the native circuit into either a superconducting path or an DPQA
path. In the DPQA path, the circuit is optimized by their wCompiler,
which applies a sequence of DPQA-specific optimization passes, and then
the optimized result is converted into low-level DPQA pulse instructions
for execution on the hardware controllers.

c) Equivalence Checking. To ensure that the DPQA-specific transfor-
mations preserve semantics, Weaver passes the generated pulse list to
wChecker, which first performs a pulse-to-gate translation and then verifies
correctness via a unitary equivalence check against the original nativized

circuit.
After lowering the input into wQasm and generating a backend-compatible
native circuit, the DPQA path performs hardware-aware compilation through
wOptimizer. It targets DPQA-specific cost drivers for quantum approximate
optimization algorithm (QAOA) style circuits, and it concentrates on optimizing
the cost-Hamiltonian evolution that encodes the problem instance [104,105].
Internally, a MAX-3SAT instance is expressed as a boolean polynomial up to
cubic degree, and its terms are compiled into Z axis rotations realized through
CNOT-ladder fragments before DPQA-specific compression is applied. Internally,
wOptimizer applies three passes, each aligned with a distinct DPQA capability

seen in figure 13 .
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Figure 13: wOptimizer Overview [71]. a) Clause Coloring. This pass boosts
DPQA parallelism by grouping independent MAX-3SAT clauses into the
same execution batch. Weaver builds a clause-intersection graph and
reduces batching to graph coloring. Clauses with the same color can run
in parallel. Since optimal coloring is NP-hard, it applies the greedy DSatur
heuristic [106].

b) Color Shuttling. Instead of SWAP-based routing, Weaver physically
shuttles qubits between consecutive color batches. Qubits needed for the
next batch are transferred into AOD traps and moved into the next config-
uration. Parallel shuttling is allowed as long as the atom order is preserved
along the AOD row or column. If the required order changes, the move is
split into multiple shuttling steps to remain AOD-feasible.

c) 3-Qubit Gate Compression. This pass reduces depth by rewriting
each clause to use native 3-qubit structure instead of a pure 2-qubit
ladder. Because 3-qubit gates may be less faithful than C'Z, Weaver applies
compression only when the C'Z against CCZ fidelity tradeoff makes it

beneficial, then uses clause-dependent templates.

6.3 Benchmarks

OpenQASM is a widely used standard interchange format for quantum circuits
and is therefore a natural basis for benchmark-driven evaluation [67]. In this thesis,
the toolchains Enola, ZAC and NALAC are treated as circuit compilers that can
be invoked on arbitrary QASM inputs. Since parts of the included toolchains
still assume OpenQASM 2 style circuits, OpenQASM 3 inputs are normalized by
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translating them into an equivalent OpenQASM 2 representation before compi-

lation.

A notable exception is Weaver, whose DPQA optimization pipeline is driven
by boolean satisfiability instances rather than arbitrary circuit inputs. In prac-
tice, Weaver targets the MAX-3SAT problem family, where a formula is given
in conjunctive normal form as a conjunction of clauses over boolean variables.
Each clause is a disjunction of literals, where a literal is either a variable x; or
its negation —x;. In 3-SAT and MAX-3SAT, each clause contains three literals.
SAT denotes the decision variant that asks whether all clauses can be satisfied
simultaneously, whereas MAX-3SAT asks for an assignment that maximizes the
number of satisfied clauses [107]. To enable a cross-toolchain evaluation despite
the differing input formats, Weaver additionally provides functionality to convert
DIMACS CNF instances into the corresponding QAOA-style cost-Hamiltonian
circuits, yielding QASM benchmarks that can be compiled and analyzed alongside

the other frameworks.

Concretly we use uniform random 3SAT instances as problem benchmarks
[107]. They are constructed by fixing the number of variables n and clauses k, then
generating a 3-CNF formula by sampling k clauses, where each clause consists of
three distinct literals drawn uniformly from the 2n possible literals. Clauses with
duplicate literals or tautologies are rejected and resampled. By varying (n, k), this
benchmark family scales systematically in both size and clause density. This makes
it well-suited for our evaluation because it is easy to reproduce, yields structurally
diverse instances without manual tuning, and exposes compiler behavior across
connectivity and constraint regimes that stress placement, routing, and scheduling
under the neutral atom hardware model [71,107].

To further reduce gate-set bias between toolchains, all circuit benchmarks are
transpiled with Qiskit into a common basis gate set {U3,CZ} [108]. This choice
follows conservative, widely used assumptions and ensures that differences in
reported metrics are primarily attributable to compilation and routing strategies

rather than to incompatible native gate decompositions.
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Finally, practical benchmark sizes are constrained by compilation scalability,
most notably for Enola, which limits how far the number of variables and qubits
can be increased within the available evaluation budget. Overall, the benchmark-
ing methodology is designed to include all considered frameworks despite their
differing input formats and architectural assumptions. However, achieving this
comparability requires normalization steps and parameter harmonization that

inevitably reduce the range of variation that can be explored in the evaluation.

6.4 Parameterization

The considered compilation frameworks expose different sets of hardware para-
meters and, in several cases, embed additional assumptions directly in their
compilation pipeline. Furthermore, the same physical quantity is sometimes
referred to using different names across toolchains. To enable a fair cross-compiler
evaluation, this work defines a unified parameter set that captures the union of
relevant assumptions and maps each compilers configuration onto it. The goal is
to ensure that observed differences in output metrics primarily reflect algorithmic
choices in placement, routing, scheduling, and shuttling, rather than mismatched

hardware models. The union of parameters is shown in table 1 .
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Parameter

Explanation

SLM columns and rows

Dimensions of the static SLM trap grid that bound the

available placement area.

AOD columns and rows

Number of usable AOD columns and rows available for

transport.

Rydberg interaction range

Maximum distance at which a two-qubit Rydberg entan-

gling gate is considered feasible.

Blockade radius factor

Scaling factor that turns the interaction range into a
larger blockade or restriction region for parallel execu-

tion.

AOD and SLM site separation

Geometric spacing between neighboring AOD sites and

SLM sites.

Rydberg gate duration, single-
qubit gate duration, atom transfer

duration

Duration of an entangling operation, single-qubit gate,

or atom transfer between trap types.

Shuttling speed

Speed used to convert geometric travel distance into

shuttling time.

Rydberg gate fidelity, single-qubit
gate fidelity, atom transfer fidelity,
shuttling fidelity

Success probability per entangling operation, single-
qubit gate, atom transfer between trap types, or shuttling

motion

Tlv T2

T, models energy relaxation and 7, models dephasing,
used to parameterize decoherence during execution and

idle periods.

Trap transfer proximity

Numerical tolerance for deciding whether a transfer op-

eration is considered geometrically feasible.

AOD beam proximity

Numerical tolerance for AOD beam or track proximity

constraints.

Epsilon

Minimum allowed spacing between simultaneously active

AOD rows or columns.

Minimum atom distance

Minimum allowed distance between any two atoms.

Table 1: Unified Parameter Set for Cross-Tool Hardware Modeling.
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To include zoned architectures under consistent assumptions, we employ the
unified zoned-layout configuration interface of QMAP, a quantum circuit compi-
lation tool developed within the Munich Quantum Toolkit (MQT), which already
integrates both NALAC and ZAC as compilation backends [109,110]. This inter-
face enables us to specify the dimensions of the storage and entanglement zones,
as well as the relevant constraints on qubit placement and inter-zone movement,
in a manner that is compatible with both toolchains. By relying on this shared
configuration layer, we ensure that the evaluation of NALAC and ZAC is grounded
in identical zoned-architecture assumptions, thereby allowing a more direct com-

parison of their respective compilation strategies and performance metrics.

To achieve a fair comparison between zoned and non-zoned architectures,
we instantiate the zoned layout used in our experiments from the same parame-
terization employed throughout the evaluation. Starting from the full SLM grid
defined by the evaluation parameters, we allocate a storage region sufficiently
large to hold the complete initial qubit set. The remaining declared area is
assigned to the entanglement zone, where entangling operations are applied under
a global Rydberg beam, consistent with the zoned execution model assumed by
both compilers [14,15]. The fairness and similarity of this layout to the non-zoned

DPQA-style grid are illustrated in figure 14 .
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Figure 14: Zoned Layout for Fair Comparison. The same dimensions as assumed
for the SLM and AOD grids in the non-zoned toolchains are used and split

into storage and entanglement zones for the zoned toolchains.
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Although zoned neutral-atom layouts may additionally provide a dedicated
readout or measurement zone as a third region, both the literature and the
considered architecture specifications treat this as an explicit zone type rather
than an inherent requirement [14,15]. In this evaluation, measurement is not
modeled since there is currently no standardized neutral atom execution interface
for schedules containing shuttling actions, and the benchmark circuits used here
do not require measurement outcomes for correctness validation. Consequently,
we adopt a simplified two-zone variant with storage and entanglement regions and
omit an explicit measurement zone, following the zoned abstraction used by the

evaluated compilation flows [14,15].

Across the evaluated toolchains, the assumed sizes of the static SLM trap grid
and the mobile AOD grid are a central part of the hardware model. Other than the
rest of the included toolchains, Weaver does not treat the SLM and AOD grid sizes
as externally configured evaluation parameters, but derives them deterministically
from the MAX-3SAT instance size and the structure induced by clause coloring.
In particular, for an instance with n variables and m clauses, and with ¢ clause-
color groups, the benchmarking runs set the number of SLM rows Rg;,;, humber

of SLM columns Cg;,; and number of AOD columns C) o according to:
Ry = 2(c+1), Cgpyy =3m+2n, Cyop =n

Because such architectural bounds materially affect shuttling overhead and
achievable parallelism, this work unifies SLM and AOD sizing across toolchains
by using these instance-derived formulas to parameterize the grid dimensions for

the corresponding benchmarking runs.

6.5 Metrics

This evaluation focuses on metrics that capture the dominant cost drivers of
shuttling-based neutral atom compilation and remain interpretable across differing
architectural assumptions such as zoned execution and DPQA-style global stages.

In particular, we report movement- and exposure-centric figures of merit rather
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than relying on purely gate-based counts, which can become less meaningful once

routing is realized through physical rearrangement [16].

As a first metric, we consider the sum of moving distance, defined as the total
geometric transport distance accumulated by all qubits over the compiled schedule.
This quantity serves as a direct proxy for the overall motion burden induced
by a compiler and therefore correlates with movement time and decoherence
exposure. Enola explicitly motivates minimizing total wirelength because longer
travel implies longer movement time and increased decoherence [99]. In zoned
settings, the same intuition applies: ZAC and NALAC treat movement overhead
as a primary factor and show that layout decisions can significantly increase the

distance qubits must travel to reach the entanglement region [14,15].

Second, we report the number of trap swaps, the number of trap-transfer
events between trap types. This metric is intentionally separated from movement
distance because trap-transfer operations constitute a distinct cost channel that
can dominate time and error even when the physical shuttling distance is small.
ZAC identifies pickup and drop-off transfers as major contributors to decoherence
and transfer-induced errors and introduces reuse to reduce the number of such
transfers [14]. Ludmir et al. [18] likewise emphasizes that trap-change operations
can be a main runtime bottleneck relative to pure motion, motivating explicit

accounting of transfer events.

Third, we report the number of Rydberg activations or phases, defined as
the number of entangling stages in the compiled schedule. This metric is essential
under DPQA-style global illumination, where qubits can accrue error due to
exposure during each Rydberg stage. Enola therefore treats stage minimization as
a central optimization objective [99]. DPQA analyses further support this view
by relating effective error exposure to the product of circuit size and stage count,
making stage count more informative than raw two-qubit gate counts in this
regime [11]. At the same time, zoned architectures restrict Rydberg exposure to a
dedicated entanglement region, which shifts the dominant cost toward movement

and transfers.
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7 Evaluation

The parameter values listed in table 2 are held constant across all benchmarking
runs and serve primarily to instantiate a consistent hardware model for the
evaluated toolchains. Some toolchains expose these quantities as explicit input
parameters, whereas others incorporate them implicitly when reporting summary
performance metrics. In either case, they are not the primary differentiators

between the compared compilation strategies.

Parameter Value
Rydberg interaction range 6 cells
Blockade radius factor 2.5

AOD and SLM site separation 2 ym
Rydberg gate duration 0.36 us
Atom transfer duration 15 us
Single-qubit gate duration 0.625 us
Shuttling speed 0.55 pm/ps
Rydberg gate fidelity 0.995
Single-qubit gate fidelity 0.9997
Atom transfer fidelity 0.999
Shuttling fidelity 1.0

T 100000000 ps
T, 1500000 ys
Trap transfer proximity 1e-05 pm
AOD beam proximity le-03 ym
Epsilon le-03 ym
Minimum atom distance 0.5 um

Table 2: Parameter Values for Evaluation.

Section 6.4 already explained that Weaver does not treat the SLM and AOD grid
dimensions as free configuration parameters but derives them deterministically
from each MAX-3SAT instance. For the benchmarking runs, we adopt these in-
stance-dependent formulas to compute the corresponding SLM and AOD grid sizes

and then fix the evaluated architecture configuration to exactly these values for the
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respective benchmark, ensuring that all toolchains are compared under equivalent
per-instance capacity and movement-parallelism assumptions. The assumption of

one AOD row is adapted from Weaver’s default design as well.

7.1 Scaling Number of Variables

The first evaluation run studies scaling with the number of variables n in the
considered MAX-3SAT instances. This parameter is the primary driver of problem
size in SAT-style benchmarks and, in the corresponding QAOA encodings, directly
determines the circuits qubit number because each boolean variable is represented
by a qubit. Increasing circuit width changes the size and density of the interaction
structure that must be realized under hardware constraints, and it stresses the
core compilation tasks that dominate shuttling-based execution. This is consistent
with scaling evaluations in other neutral atom compilation work, where compiler
runtime and solution quality are reported as functions of the number of qubits for

QAOA-style circuits [99].
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Figure 15: Rydberg Gate Count for Scaling Number of Variables n.
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The result in figure 15 shows that the number of Rydberg activations increases
clearly with the number of variables for Enola, NALAC, and ZAC, while Weaver
remains almost flat at a much lower level. The near-overlap of Enola, NALAC,
and ZAC suggests that, for this benchmark family, scaling in this metric is driven
mainly by the underlying interaction structure of the circuits rather than by
the difference between zoned and non-zoned routing. Put differently, these three
compilers differ less in how many entangling phases they require than in the
physical overhead needed to realize them. This is consistent with the earlier dis-
cussion that Rydberg-stage count is the primary logical execution metric, whereas
zoned approaches mainly shift optimization effort toward movement and transfers.
Weaver’s behavior is qualitatively different because it exploits the MAX-3SAT
structure directly: Clause coloring groups non-conflicting clauses, color shuttling
preserves these groups across executions, and especially the use of 3-qubit gates
compresses interactions further. This combination lets Weaver scale much better

in this metric than the more general compilation approaches.
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Figure 16: Total Movement Distance for Scaling Number of Variables n.
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The comparison regarding total movement distance, as seen in figure 16 , separates
the compilers more clearly because it reflects not the logical interaction structure
but the physical cost of making those interactions executable. NALAC performs
best across all tested sizes, which fits its design goal of reducing routing overhead
through a run-based execution model that moves only the required AOD-held
qubits into the entangling zone while leaving their partners in place. Enola shows
substantially higher movement, which reflects its different optimization priority.
It primarily minimizes Rydberg stages, not total travel distance, and therefore
accepts more motion when this helps preserve favorable stage packing. Weaver
lies between these two extremes. Its SAT-specific grouping keeps the number of
entangling phases low, but color shuttling still requires repeated reorganization
between clause-color batches, so movement continues to grow with problem size.
ZAC’s irregular spikes suggest that its reuse-aware matching and lookahead
placement depend strongly on the concrete interaction pattern of each instance.
When reuse can be exploited, movement remains controlled, but when compatible

reuse becomes harder, the cost appears in much larger rearrangements.
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Figure 17: Trap Swap Count for Scaling Number of Variables n.
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Looking at the trap swap count in figure 17 , the results reinforce the interpretation
from total movement distance by isolating the cost of trap transfers. Weaver and
NALAC scale best in this metric, while Enola remains consistently higher and ZAC
becomes particularly costly for larger instances. This is important because trap
swaps are not just another form of motion, but a distinct source of runtime and
fidelity overhead. NALAC’s strong performance again reflects its run-based routing
strategy, which is designed not only to limit travel distance but also to avoid
unnecessary transfers between trap types while still enabling parallel interactions.
Weaver also performs well here, suggesting that its structured clause-coloring and
color-shuttling workflow leads to comparatively regular, batch-oriented reconfigu-
ration patterns. Enola’s higher swap count is consistent with its optimization focus.
Minimizing the number of Rydberg stages does not necessarily reduce transfer
overhead, and may instead tolerate more trap changes if they support better
stage packing. ZAC’s weaker scaling indicates that its reuse-oriented assignment
strategy does not protect this metric as effectively for larger instances. In those
cases, some of the intended benefits of reuse appear to be offset by additional trap

reassignments needed to maintain executable interaction patterns.

7.2 Scaling Number of Clauses

The second evaluation run studies scaling with the number of clauses k£ while
keeping the number of variables n fixed. Whereas n determines the circuit width,
k controls the constraint density of the MAX-3SAT instance and therefore the
size of the cost Hamiltonian in the corresponding QAOA encoding. This stresses
the ability of a compiler to exploit parallelism, to route qubits efficiently between
successive interaction patterns, and to manage movement overhead as the number

of required clause implementations grows.
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Figure 18: Rydberg Gate Count for Scaling Number of Clauses k.

The main takeaway of this run is that increasing the number of clauses scales the
compilation workload more than the problem circuit size. Since n is fixed, the
circuits qubit count does not increase. Instead, a larger £ mainly means that more
clause terms have to be realized on the same set of qubits. This is why, unlike in
the variable-scaling run, the plots remain comparatively flat. The Rydberg-count
results seen in figure 18 support this most clearly: Enola, NALAC, and ZAC stay
at a similarly high level across the full range, indicating that additional clauses
do not translate into many more entangling phases once circuit width is fixed.
Section 7.1 discussed the structural reasons why Weaver is again much lower,

especially its clause-based batching and 3-qubit compression.
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Figure 19: Total Movement Distance for Scaling Number of Clauses k.
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The movement-distance and trap-swap results from figure 19 and figure 20 largely

confirm the interpretation from the first run rather than revealing a fundamentally
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new trend. Because the same qubits are reused, increasing k£ mainly tests how
efficiently each compiler handles denser interaction structure without incurring
much additional physical overhead. Accordingly, the ranking remains broadly
consistent: NALAC and ZAC control movement-related costs best, Enola remains
higher because its optimization focus lies elsewhere, and Weaver stays in between.
Thus, this run mainly shows that clause growth alone does not stress the compilers
as strongly as variable growth. It preserves the differences already observed, but

in a much flatter scaling regime.

7.3 Unsatisfiable Instances

The third evaluation run investigates how compilation behavior changes when
moving from satisfiable to unsatisfiable uniform random-3-SAT instances. While
satisfiable and unsatisfiable instances share the same syntactic form, unsatisfiable
instances are typically more constrained and exhibit different structural properties
in the clause—variable interaction pattern, which can influence the density of
required interactions in the derived QAOA cost layers. From the compiler perspec-
tive, this matters because shuttling-based execution is driven by the interaction
structure that must be realized under movement and parallelism constraints. By
evaluating unsatisfiable instances separately, we test whether the compared tool-
chains respond differently to changes in instance structure and constraint density

beyond what is captured by scaling n or k alone.
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Figure 21: Rydberg Gate Count for Scaling Number of Variables n for
Unsatisfiable Instances.
The main point of this run is that it isolates the effect of instance structure
beyond the simple scaling in n or k. The plot in figure 21 shows that moving from
satisfiable to unsatisfiable instances does not materially change the logical-stage
picture: Enola, NALAC, and ZAC again almost overlap, while Weaver remains
far lower. This suggests that unsatisfiability does not significantly alter how many
entangling phases the compilers need at a given circuit width. Weaver’s advantage
likewise has the same reason as before, its MAX-3SAT-specific pipeline exploits
clause structure directly through clause coloring, color shuttling, and especially 3-
qubit compression, whereas the other flows still operate much closer to a generic

interaction-scheduling problem.
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The more interesting effect appears in the physical-overhead metrics in figure
22 and figure 23 . While the Rydberg-stage count remains nearly unchanged,
unsatisfiable instances differentiate the compilers more clearly at the routing level.
NALAC and ZAC handle this best in total movement distance, indicating that the
zoned approaches are more robust under a more constrained interaction structure.
Enola, in contrast, becomes by far the most expensive in movement distance,
reinforcing the earlier point that good stage organization does not necessarily
imply efficient physical realization. Although Weavers logical interaction structure
remains compact, unsatisfiable instances lead to much larger transport costs, while
the trap-swap count stays comparatively moderate. This suggests that Weaver
is affected less by the number of reconfigurations than by the distances required

between them.

7.4 Scaling AOD Rows
A short AOD-row scaling run showed that varying the number of AOD rows has

essentially no effect for the considered benchmarks and settings. This is readily
explained by the grid parameterization used throughout the evaluation. Section 6.4
already explained, the architecture dimensions are chosen according to Weaver’s
instance-dependent formulas, most importantly with the number of AOD columns
equal to the number of variables and thus circuit qubits. As a result, even a single
AOD row already provides enough mobile-trap capacity to transport all qubits
simultaneously in principle. A second row therefore does not remove a practical
bottleneck, and for these benchmarks such full parallel transport would in any case
be an exceptional situation rather than the norm. The run therefore indicates that,
under the present assumptions, performance is not limited by AOD-row capacity

but by higher-level routing and interaction constraints instead.

7.5 Summary
The evaluation shows that the compared compilers differ less in the logical
interaction structure they generate than in the physical cost of realizing it under

harmonized hardware assumptions. The strongest differences appear when scaling
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the number of variables, since this directly increases circuit width and stresses
routing, shuttling, and scheduling most strongly. By contrast, scaling the number
of clauses mainly enlarges the compilation workload on a fixed qubit set and there-
fore produces much flatter trends, while unsatisfiable instances primarily expose
differences in routing robustness rather than in logical-stage count. The AOD-
row experiment further shows that not every architectural parameter becomes

performance-relevant under the chosen settings.

Across all runs, the results consistently reveal a trade-off between logical-stage
efficiency and physical-overhead efficiency. Weaver achieves the lowest Rydberg-
activation counts by exploiting MAX-3SAT structure directly, whereas NALAC
and ZAC perform best in the movement-related metrics, indicating that the zoned
approaches control routing and transfer overhead more effectively under the unified
model. Enola remains comparatively competitive in the logical metric, but weaker
in the physical ones. Overall, the evaluation confirms that meaningful compiler
comparison in this setting requires metrics that distinguish clearly between logical

and physical cost.
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8 Future Work

Much remains open. First, the set of included compiler frameworks should be
extended. Even within the narrow focus of shuttling-based neutral atom compi-
lation, additional tools may reveal further trade-offs. Beyond that, future work
should also consider comparisons across platforms in order to separate compiler-

specific effects from more general hardware- or architecture-driven behavior.

Second, broader comparison requires a common abstract input and output
format. As long as compilers use highly heterogeneous interfaces and result repre-
sentations, cross-framework evaluation remains difficult and partly manual. A
unified abstraction should therefore cover not only logical gates, but also hardware-

relevant operations such as shuttling, trap transfers, and related control actions.

Third, such a unified instruction abstraction would make it possible to
go beyond comparing theoretical outputs alone. If compilation results can be
expressed in a hardware-aware common form, they could also be executed on
real hardware or at least on hardware-near execution stacks. This would allow
future evaluations to relate compiler outputs not only to abstract metrics, but
also to experimentally relevant quantities such as runtime, fidelity, and execution

robustness.
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9 Conclusion

This thesis addressed the problem that current neutral atom quantum compilers
are difficult to compare in a fair and technically meaningful way. Although many
approaches target similar hardware principles, they often rely on different archi-
tectural assumptions, optimization objectives, and output representations. As a
result, reported performance results are typically not directly comparable. The
central goal of this work was therefore to establish a more consistent basis for the

evaluation of shuttling-based neutral atom compilers.

To this end, the thesis first introduced the relevant hardware and architectural
foundations of neutral atom quantum computing and discussed the constraints
that shape compilation for such systems. It then analyzed representative compiler
approaches with regard to their execution models, assumptions, and optimization
focus. Based on this analysis, a harmonized hardware view and a common set of

architecture-aware metrics were derived.

The results show that compiler differences are often not captured adequately
by logical metrics alone. Instead, important trade-offs only become visible when
the physical realization of compiled circuits is taken into account, especially with
respect to movement overhead and trap transfers. In this sense, the thesis shows
that meaningful comparison of neutral atom compilers requires both harmonized

assumptions and metrics that distinguish clearly between logical and physical cost.

Beyond the concrete comparison carried out here, the thesis points toward
a broader methodological need in the field. As neutral atom hardware matures
and compiler ecosystems continue to diversify, evaluation practices must become
more systematic, transparent, and reproducible. The contribution of this work
therefore lies not only in the specific benchmark results, but also in the method-
ological direction it proposes: Compiler assessment should be grounded in common
abstractions, explicit hardware assumptions, and reusable evaluation procedures.
Establishing such a foundation is essential if future progress in compiler design is

to be interpreted reliably and related meaningfully to actual hardware constraints.

49



List of Figures

20



Figure

[y

Figure 2

Figure 3

Figure 4

Figure 5

Figure 6

Figure

7

Figure 8

Figure 9

Figure
Figure
Figure
Figure
Figure

Figure

Figure

Figure
Figure

Figure

10
11
12
13
14
15

16

17
18
19

Optical Control Scheme of a Neutral Atom Quantum
[ @050} 0 10 1 1) o PP 7

Schematic Representation of Rydberg Blockade for Parallel

Gate EXeCULION. v ovttiittinitreneeeeeeeenneeennosennseannses 9

Overview of Neutral Atom Compilation and Evaluation

Workflow. ..ottt it ittt ittt aennanes 12
Platform-Dependent Compilation Stages. ................ 13

Illustration of Shuttling Constraints in Neutral Atom

Architectures. ......coiiiiiiiiiiiiiiiii i it 17
Zoned Architecture Illustration. ................coiiiiat, 20
Proposed Approach by NALAC. ........cciiiiiiiiiiine.. 23
Proposed Approach by NALAC. ........ccoiiiiiiiiiinn.. 24
Scheduling in Enola. ........coiiiiiiiiiiiiiiiiiiinnennnns 26
Placement in Enola. ............coiiiiiiiiiiiiiiiiiiiie., 26
Routing in Enola. ........coiiiiiiiiiiiiiiiiiiiiiiiiiinnee, 27
Weaver OVerview. .....ooiiiiiiiiiiiiiiiiiininecnecneennes 28
wOptimizer Overview. .......ccoiiiiiiiiiiiiiiiiiiiieennnn. 29
Zoned Layout for Fair Comparison. .........c.covvvivunen. 33

Rydberg Gate Count for Scaling Number of Variables
e 37

Total Movement Distance for Scaling Number of Variables

1 38
Trap Swap Count for Scaling Number of Variables n. ... 39
Rydberg Gate Count for Scaling Number of Clauses k. . 41

Total Movement Distance for Scaling Number of Clauses

K e i i it e 42

o1



Figure 20
Figure 21

Figure 22

Figure 23

Trap Swap Count for Scaling Number of Clauses k. ..... 42
Rydberg Gate Count for Scaling Number of Variables n for

Unsatisfiable INsStances. ...coveieriiiteniieeeneeenneenennees 44

Total Movement Distance for Scaling Number of Variables

n for Unsatisfiable Instances. .....c.oveeiiieeiieenneeennens 45

Trap Swap Count for Scaling Number of Variables n for

Unsatisfiable INnStances. ...cvveeeeiiitennteeeneennoeennnees 45

52



List of Tables

53



Table 1 Unified Parameter Set for Cross-Tool Hardware
Modeling. ...vvveiiiiiiiiiiiiiiiiitiittieensensenseonsensennes 32

Table 2 Parameter Values for Evaluation. ......c.cviviiiiiiiinennnn. 36

o4



Abbreviations

NAQC
MOT
SLM
AOD
PBS
DPQA
SC

IS
QAOA
MAX-3SAT
MQT

Neutral Atom Quantum Computing
Magneto-Optical Trap

Spatial Light Modulator

Acousto-Optic Deflector

Polarizing Beam Splitter

Dynamically Field-Programmable Qubit Array
Superconducting

Independent Set

Quantum Approximate Optimization Algorithm
Maximum 3-Satisfiability

Munich Quantum Toolkit

35



Bibliography

[

2]

[10]

L. Henriet et al., “Quantum computing with neutral atoms,” Quantum, vol.
4, p. 327, Sept. 2020, doi: 10.22331/q-2020-09-21-327.

J. I. Cirac and P. Zoller, “Quantum Computations with Cold Trapped Ions,”
Phys. Rev. Lett., vol. 74, no. 20, pp. 4091-4094, May 1995, doi: 10.1103/
PhysRevLett.74.4091.

J. L. O'Brien, A. Furusawa, and J. Vuckovi¢, “Photonic quantum technolo-
gies,” Nature Photonics, vol. 3, no. 12, pp. 687-695, Dec. 2009, doi: 10.1038/
nphoton.2009.229.

J. Preskill, “Quantum computing 40 years later.” [Online]. Available:
https://arxiv.org/abs/2106.10522

J. Biamonte, P. Wittek, N. Pancotti, P. Rebentrost, N. Wiebe, and S. Lloyd,
“Quantum machine learning,” Nature, vol. 549, no. 7671, pp. 195-202, Sept.
2017, doi: 10.1038 /nature23474.

E. Farhi, J. Goldstone, and S. Gutmann, “A Quantum Approximate Opti-
mization Algorithm.” [Online|. Available: https://arxiv.org/abs/1411.4028
A. Kandala et al., “Hardware-efficient variational quantum eigensolver for

small molecules and quantum magnets,” Nature, vol. 549, no. 7671, pp. 242—

246, Sept. 2017, doi: 10.1038 /nature23879.

A. Peruzzo et al., “A variational eigenvalue solver on a photonic quantum
processor,” Nature Communications, vol. 5, no. 1, July 2014, doi: 10.1038/
ncommsb213.

P. W. Shor, “Polynomial-Time Algorithms for Prime Factorization and Dis-

crete Logarithms on a Quantum Computer,” SIAM Journal on Computing,

vol. 26, no. 5, pp. 1484-1509, Oct. 1997, doi: 10.1137/s0097539795293172.

L. Pause et al., “Supercharged two-dimensional tweezer array with more
than 1000 atomic qubits,” Optica, vol. 11, no. 2, p. 222, Feb. 2024, doi:
10.1364/optica.513551.

26


https://doi.org/10.22331/q-2020-09-21-327
https://doi.org/10.1103/PhysRevLett.74.4091
https://doi.org/10.1103/PhysRevLett.74.4091
https://doi.org/10.1038/nphoton.2009.229
https://doi.org/10.1038/nphoton.2009.229
https://arxiv.org/abs/2106.10522
https://doi.org/10.1038/nature23474
https://arxiv.org/abs/1411.4028
https://doi.org/10.1038/nature23879
https://doi.org/10.1038/ncomms5213
https://doi.org/10.1038/ncomms5213
https://doi.org/10.1137/s0097539795293172
https://doi.org/10.1364/optica.513551

[11]

[12]

[14]

[16]

[18]

D. Bluvstein et al., “A quantum processor based on coherent transport of
entangled atom arrays,” Nature, vol. 604, no. 7906, pp. 451-456, Apr. 2022,
doi: 10.1038/s41586-022-04592-6.

S. J. Evered et al., “High-fidelity parallel entangling gates on a neutral-
atom quantum computer,” Nature, vol. 622, no. 7982, pp. 268272, 2023,
doi: 10.1038/s41586-023-06481-y.

D. Bluvstein et al., “Logical quantum processor based on reconfigurable
atom arrays,” Nature, vol. 626, no. 7997, pp. 58—65, Dec. 2023, doi: 10.1038/
s41586-023-06927-3.

W.-H. Lin, D. B. Tan, and J. Cong, “Reuse-Aware Compilation for Zoned
Quantum Architectures Based on Neutral Atoms,” in 2025 IEEE Interna-
tional Symposium on High Performance Computer Architecture (HPCA),
IEEE, Mar. 2025, pp. 127-142. doi: 10.1109/hpca61900.2025.00021.

Y. Stade, L. Schmid, L. Burgholzer, and R. Wille, “An Abstract Model
and Efficient Routing for Logical Entangling Gates on Zoned Neutral
Atom Architectures,” in 202/ IEEFE International Conference on Quantum
Computing and Engineering (QCE), IEEE, Sept. 2024, pp. 784-795. doi:
10.1109/qce60285.2024.00098.

L. Schmid et al., “Computational capabilities and compiler development
for neutral atom quantum processors—connecting tool developers and
hardware experts,” Quantum Science and Technology, vol. 9, no. 3, p. 33001,

Apr. 2024, doi: 10.1088/2058-9565/ad33ac.

E. Khusainov, “Tooling and Benchmarking of a Hardware-Agnostic Compi-
lation Toolchain for Neutral-Atom Quantum Computers.” Accessed: Nov.
26, 2025. [Online|. Available: https://github.com/i2-tum/Bachelor-Thesis-

Emil-Khusainov

J. Ludmir and T. Patel, “Parallax: A Compiler for Neutral Atom Quantum
Computers under Hardware Constraints.” [Online]. Available: https://arxiv.

org/abs/2409.04578

57


https://doi.org/10.1038/s41586-022-04592-6
https://doi.org/10.1038/s41586-023-06481-y
https://doi.org/10.1038/s41586-023-06927-3
https://doi.org/10.1038/s41586-023-06927-3
https://doi.org/10.1109/hpca61900.2025.00021
https://doi.org/10.1109/qce60285.2024.00098
https://doi.org/10.1088/2058-9565/ad33ac
https://github.com/i2-tum/Bachelor-Thesis-Emil-Khusainov
https://github.com/i2-tum/Bachelor-Thesis-Emil-Khusainov
https://arxiv.org/abs/2409.04578
https://arxiv.org/abs/2409.04578

[19]

[20]

[21]

22]

[24]

[26]

[27]

J. M. Baker, A. Litteken, C. Duckering, H. Hoffman, H. Bernien, and F. T.
Chong, “Exploiting Long-Distance Interactions and Tolerating Atom Loss in
Neutral Atom Quantum Architectures.” [Online|. Available: https://arxiv.
org/abs/2111.06469

T. Patel, D. Silver, and D. Tiwari, “Geyser: a compilation framework for
quantum computing with neutral atoms,” in Proceedings of the 49th Annual
International Symposium on Computer Architecture, in ISCA '22. New York,
New York: Association for Computing Machinery, 2022, pp. 383-395. doi:
10.1145/3470496.3527428.

S. Brandhofer, H. P. Biichler, and I. Polian, “Optimal Mapping for Near-
Term Quantum Architectures based on Rydberg Atoms.” [Online]. Available:
https://arxiv.org/abs/2109.04179

M. Morgado and S. Whitlock, “Quantum simulation and computing with
Rydberg-interacting qubits,” AVS Quantum Science, vol. 3, no. 2, p. 23501,
2021, doi: 10.1116/5.0036562.

T. M. Graham et al., “Multi-qubit entanglement and algorithms on a
neutral-atom quantum computer,” Nature, vol. 604, no. 7906, pp. 457-462,
2022, doi: 10.1038/s41586-022-04603-6.

X. Wu et al., “A concise review of Rydberg atom based quantum computa-
tion and quantum simulation*®,” Chinese Physics B, vol. 30, no. 2, p. 20305,
Feb. 2021, doi: 10.1088/1674-1056 /abd 76f.

D. P. DiVincenzo, “The Physical Implementation of Quantum Computa-
tion,” Fortschritte der Physik, vol. 48, no. 9-11, pp. 771-783, Sept. 2000,
doi: 10.1002/1521-3978(200009)48:9/11<771::aid-prop771>3.0.co;2-e.

T. M. Graham et al., “Rydberg-Mediated Entanglement in a Two-Dimen-
sional Neutral Atom Qubit Array,” Physical Review Letters, vol. 123, no.
23, Dec. 2019, doi: 10.1103/physrevlett.123.230501.

N. Sibali¢, J. Pritchard, C. Adams, and K. Weatherill, “ARC: An open-

source library for calculating properties of alkali Rydberg atoms,” Computer

o8


https://arxiv.org/abs/2111.06469
https://arxiv.org/abs/2111.06469
https://doi.org/10.1145/3470496.3527428
https://arxiv.org/abs/2109.04179
https://doi.org/10.1116/5.0036562
https://doi.org/10.1038/s41586-022-04603-6
https://doi.org/10.1088/1674-1056/abd76f
https://doi.org/10.1002/1521-3978(200009)48:9/11<771::aid-prop771>3.0.co;2-e
https://doi.org/10.1103/physrevlett.123.230501

[28]

[29]

[30]

31]

32]

33]

[34]

Physics Commaunications, vol. 220, pp. 319-331, Nov. 2017, doi: 10.1016/
j.cpc.2017.06.015.

H. Levine et al., “Parallel Implementation of High-Fidelity Multiqubit Gates
with Neutral Atoms,” Physical Review Letters, vol. 123, no. 17, Oct. 2019,
doi: 10.1103/physrevlett.123.170503.

R. Grimm, M. Weidemiiller, and Y. B. Ovchinnikov, “Optical dipole
traps for neutral atoms.” [Online|. Available: https://arxiv.org/abs/physics/
9902072

K. Barnes et al., “Assembly and coherent control of a register of nuclear
spin qubits,” Nature Communications, vol. 13, p. 2779, 2022, doi: 10.1038/
s41467-022-29977-z.

S. Ma, A. P. Burgers, G. Liu, J. Wilson, B. Zhang, and J. D. Thompson,
“Universal Gate Operations on Nuclear Spin Qubits in an Optical Tweezer
Array of 'Yb Atoms,” Phys. Rev. X, vol. 12, no. 2, p. 21028, May 2022,
doi: 10.1103/PhysRevX.12.021028.

A. Jenkins, J. W. Lis, A. Senoo, W. F. McGrew, and A. M. Kaufman,
“Ytterbium Nuclear-Spin Qubits in an Optical Tweezer Array,” Phys. Rev.
X, vol. 12, no. 2, p. 21027, May 2022, doi: 10.1103/PhysRevX.12.021027.
A. W. Young, W. J. Eckner, W. R. Milner, M. J. Martin, M. A. Norcia, and
J. Ye, “Half-minute-scale atomic coherence and high relative stability in a
tweezer clock,” Nature, vol. 588, no. 7838, pp. 408-413, 2020, doi: 10.1038/
$41586-020-3009-y.

N. Schine, A. W. Young, W. J. Eckner, M. J. Martin, M. A. Norcia, and
J. Ye, “Long-lived Bell states in an array of optical clock qubits,” Nature
Physics, vol. 18, pp. 1067-1073, 2022, doi: 10.1038/s41567-022-01678-w.

S. Pucher et al., “Fine-Structure Qubit Encoded in Metastable Strontium

Trapped in an Optical Lattice,” Physical Review Letters, vol. 132, no. 15,
Apr. 2024, doi: 10.1103/physrevlett.132.150605.

29


https://doi.org/10.1016/j.cpc.2017.06.015
https://doi.org/10.1016/j.cpc.2017.06.015
https://doi.org/10.1103/physrevlett.123.170503
https://arxiv.org/abs/physics/9902072
https://arxiv.org/abs/physics/9902072
https://doi.org/10.1038/s41467-022-29977-z
https://doi.org/10.1038/s41467-022-29977-z
https://doi.org/10.1103/PhysRevX.12.021028
https://doi.org/10.1103/PhysRevX.12.021027
https://doi.org/10.1038/s41586-020-3009-y
https://doi.org/10.1038/s41586-020-3009-y
https://doi.org/10.1038/s41567-022-01678-w
https://doi.org/10.1103/physrevlett.132.150605

[36]

[37]

39]

[41]

[43]

G. Unnikrishnan et al., “Coherent Control of the Fine-Structure Qubit in
a Single Alkaline-Earth Atom,” Physical Review Letters, vol. 132, no. 15,
Apr. 2024, doi: 10.1103/physrevlett.132.150606.

C. Holzl, A. Goétzelmann, E. Pultinevicius, M. Wirth, and F. Meinert,
“Long-Lived Circular Rydberg Qubits of Alkaline-Earth Atoms in Optical
Tweezers,” Physical Review X, vol. 14, no. 2, May 2024, doi: 10.1103/
physrevx.14.021024.

S. Anand, C. E. Bradley, R. White, V. Ramesh, K. Singh, and H. Bernien,
“A dual-species Rydberg array,” Nature Physics, vol. 20, no. 11, pp. 1744—
1750, Sept. 2024, doi: 10.1038 /s41567-024-02638-2.

D. Barredo, S. de Léséleuc, V. Lienhard, T. Lahaye, and A. Browaeys, “An
atom-by-atom assembler of defect-free arbitrary two-dimensional atomic
arrays,” Science, vol. 354, no. 6315, pp. 1021-1023, Nov. 2016, doi: 10.1126/
science.aah3778.

H. Levine et al., “High-Fidelity Control and Entanglement of Rydberg-Atom
Qubits,” Physical Review Letters, vol. 121, no. 12, Sept. 2018, doi: 10.1103/
physrevlett.121.123603.

R. Dumke, M. Volk, T. Miither, F. B. J. Buchkremer, G. Birkl, and W.
Ertmer, “Micro-optical Realization of Arrays of Selectively Addressable
Dipole Traps: A Scalable Configuration for Quantum Computation with
Atomic Qubits,” Physical Review Letters, vol. 89, no. 9, Aug. 2002, doi:
10.1103 /physrevlett.89.097903.

F. Gyger et al., “Continuous operation of large-scale atom arrays in optical
lattices,” Physical Review Research, vol. 6, no. 3, July 2024, doi: 10.1103/
physrevresearch.6.033104.

M. Schlosser, S. Tichelmann, J. Kruse, and G. Birkl, “Scalable architecture
for quantum information processing with atoms in optical micro-structures,”

Quantum Information Processing, vol. 10, no. 6, pp. 907-924, Sept. 2011,
doi: 10.1007/s11128-011-0297-z.

60


https://doi.org/10.1103/physrevlett.132.150606
https://doi.org/10.1103/physrevx.14.021024
https://doi.org/10.1103/physrevx.14.021024
https://doi.org/10.1038/s41567-024-02638-2
https://doi.org/10.1126/science.aah3778
https://doi.org/10.1126/science.aah3778
https://doi.org/10.1103/physrevlett.121.123603
https://doi.org/10.1103/physrevlett.121.123603
https://doi.org/10.1103/physrevlett.89.097903
https://doi.org/10.1103/physrevresearch.6.033104
https://doi.org/10.1103/physrevresearch.6.033104
https://doi.org/10.1007/s11128-011-0297-z

[45]

[50]

[51]

A. Lengwenus, J. Kruse, M. Schlosser, S. Tichelmann, and G. Birkl,
“Coherent Transport of Atomic Quantum States in a Scalable Shift Reg-
ister,” Physical Review Letters, vol. 105, no. 17, Oct. 2010, doi: 10.1103/
physrevlett.105.170502.

M. Schlosser, J. Kruse, C. Gierl, S. Teichmann, S. Tichelmann, and G. Birkl,
“Fast transport, atom sample splitting and single-atom qubit supply in two-
dimensional arrays of optical microtraps,” New Journal of Physics, vol. 14,

no. 12, p. 123034, Dec. 2012, doi: 10.1088/1367-2630/14/12/123034.
D. Barredo, V. Lienhard, S. de Léséleuc, T. Lahaye, and A. Browaeys,

“Synthetic three-dimensional atomic structures assembled atom by atom,”
Nature, vol. 561, no. 7721, pp. 79-82, Sept. 2018, doi: 10.1038/
$41586-018-0450-2.

M. Schlosser et al., “Scalable Multilayer Architecture of Assembled Single-
Atom Qubit Arrays in a Three-Dimensional Talbot Tweezer Lattice,”
Physical Review Letters, vol. 130, no. 18, May 2023, doi: 10.1103/phys-
revlett.130.180601.

M. A. Norcia et al., “Iterative assembly of "'Yb atom arrays with cavity-
enhanced optical lattices.” [Online|. Available: https://arxiv.org/abs/2401.
16177

G. Wang, W. Xu, C. Li, V. Vuleti¢, and P. Cappellaro, “Individual-atom
control in array through phase modulation.” [Online]. Available: https://
arxiv.org/abs/2310.19741

H. Levine et al., “Dispersive optical systems for scalable Raman driving
of hyperfine qubits,” Physical Review A, vol. 105, no. 3, Mar. 2022, doi:
10.1103 /physreva.105.032618.

D. Jaksch, J. I. Cirac, P. Zoller, S. L. Rolston, R. Coté, and M. D. Lukin,
“Fast Quantum Gates for Neutral Atoms,” Phys. Rev. Lett., vol. 85, no. 10,
pp. 2208-2211, Sept. 2000, doi: 10.1103/PhysRevLett.85.2208.

61


https://doi.org/10.1103/physrevlett.105.170502
https://doi.org/10.1103/physrevlett.105.170502
https://doi.org/10.1088/1367-2630/14/12/123034
https://doi.org/10.1038/s41586-018-0450-2
https://doi.org/10.1038/s41586-018-0450-2
https://doi.org/10.1103/physrevlett.130.180601
https://doi.org/10.1103/physrevlett.130.180601
https://doi.org/10.1103/physrevlett.130.180601
https://arxiv.org/abs/2401.16177
https://arxiv.org/abs/2401.16177
https://arxiv.org/abs/2310.19741
https://arxiv.org/abs/2310.19741
https://doi.org/10.1103/physreva.105.032618
https://doi.org/10.1103/PhysRevLett.85.2208

[52]

[53]

[55]

[57]

[58]

[59]

H. Labuhn et al., “Single-atom addressing in microtraps for quantum-state
engineering using Rydberg atoms,” Physical Review A, vol. 90, no. 2, Aug.
2014, doi: 10.1103/physreva.90.023415.

M. Saffman, T. G. Walker, and K. Mlmer, “Quantum information with
Rydberg atoms,” Rev. Mod. Phys., vol. 82, no. 3, pp. 2313-2363, Aug. 2010,
doi: 10.1103/RevModPhys.82.2313.

T. Wilk et al., “Entanglement of Two Individual Neutral Atoms Using
Rydberg Blockade,” Physical Review Letters, vol. 104, no. 1, Jan. 2010, doi:
10.1103 /physrevlett.104.010502.

E. Urban et al., “Observation of Rydberg blockade between two atoms,”
Nature Physics, vol. 5, no. 2, pp. 110-114, Jan. 2009, doi: 10.1038/
nphys1178.

L. You and M. S. Chapman, “Quantum entanglement using trapped
atomic spins,” Physical Review A, vol. 62, no. 5, Oct. 2000, doi: 10.1103/
physreva.62.052302.

N. Nottingham et al., “Circuit decompositions and scheduling for neutral
atom devices with limited local addressability.” [Online|. Available: https://
arxiv.org/abs/2307.14996

M. Miiller, I. Lesanovsky, H. Weimer, H. P. Biichler, and P. Zoller,
“Mesoscopic Rydberg Gate Based on Electromagnetically Induced Trans-
parency,” Physical Review Letters, vol. 102, no. 17, Apr. 2009, doi: 10.1103/
physrevlett.102.170502.

L. Isenhower et al., “Demonstration of a Neutral Atom Controlled-NOT
Quantum Gate,” Physical Review Letters, vol. 104, no. 1, Jan. 2010, doi:
10.1103 /physrevlett.104.010503.

A. Radnaev et al., “Universal Neutral-Atom Quantum Computer with Indi-
vidual Optical Addressing and Nondestructive Readout,” PRX Quantum,
vol. 6, no. 3, Aug. 2025, doi: 10.1103/66s8-jj18.

62


https://doi.org/10.1103/physreva.90.023415
https://doi.org/10.1103/RevModPhys.82.2313
https://doi.org/10.1103/physrevlett.104.010502
https://doi.org/10.1038/nphys1178
https://doi.org/10.1038/nphys1178
https://doi.org/10.1103/physreva.62.052302
https://doi.org/10.1103/physreva.62.052302
https://arxiv.org/abs/2307.14996
https://arxiv.org/abs/2307.14996
https://doi.org/10.1103/physrevlett.102.170502
https://doi.org/10.1103/physrevlett.102.170502
https://doi.org/10.1103/physrevlett.104.010503
https://doi.org/10.1103/66s8-jj18

[61]

[62]

[64]

[66]

[67]

[68]

B. Tan, D. Bluvstein, M. D. Lukin, and J. Cong, “Qubit Mapping for Recon-
figurable Atom Arrays,” in 2022 IEEE/ACM International Conference On
Computer Aided Design (ICCAD), 2022, pp. 1-9.

I. S. Madjarov et al., “High-fidelity entanglement and detection of alkaline-
earth Rydberg atoms,” Nature Physics, vol. 16, pp. 857-861, 2020, doi:
10.1038/s41567-020-0903-z.

T. M. Graham et al., “Midcircuit Measurements on a Single-Species Neutral
Alkali Atom Quantum Processor,” Physical Review X, vol. 13, no. 4, Dec.
2023, doi: 10.1103/physrevx.13.041051.

M. A. Norcia et al., “Midcircuit Qubit Measurement and Rearrangement in
a 1Yb Atomic Array,” Physical Review X, vol. 13, no. 4, Nov. 2023, doi:
10.1103 /physrevx.13.041034.

E. Deist et al., “Mid-Circuit Cavity Measurement in a Neutral Atom
Array,” Physical Review Letters, vol. 129, no. 20, Nov. 2022, doi: 10.1103/
physrevlett.129.203602.

A. JavadiAbhari et al., “ScaffCC: Scalable compilation and analysis of
quantum programs,” Parallel Computing, vol. 45, pp. 2—17, June 2015, doi:
10.1016/j.parco.2014.12.001.

A. Cross et al., “OpenQASM 3: A Broader and Deeper Quantum Assembly
Language,” ACM Transactions on Quantum Computing, vol. 3, no. 3, pp.
1-50, Sept. 2022, doi: 10.1145/3505636.

T. Lubinski et al., “Advancing Hybrid Quantum-Classical Computation
with Real-Time Execution.” [Online|. Available: https://arxiv.org/abs/2206.
12950

F. T. Chong, D. Franklin, and M. Martonosi, “Programming languages and
compiler design for realistic quantum hardware,” Nature, vol. 549, pp. 180—
187, 2017, [Online]. Available: https://api.semanticscholar.org/CorpusID:
4383312

63


https://doi.org/10.1038/s41567-020-0903-z
https://doi.org/10.1103/physrevx.13.041051
https://doi.org/10.1103/physrevx.13.041034
https://doi.org/10.1103/physrevlett.129.203602
https://doi.org/10.1103/physrevlett.129.203602
https://doi.org/10.1016/j.parco.2014.12.001
https://doi.org/10.1145/3505636
https://arxiv.org/abs/2206.12950
https://arxiv.org/abs/2206.12950
https://api.semanticscholar.org/CorpusID:4383312
https://api.semanticscholar.org/CorpusID:4383312

[70]

[71]

[73]

[75]

[76]

[79]

A. Y. Kitaev, “Quantum computations: algorithms and error correction,”
Russian Mathematical Surveys, vol. 52, no. 6, p. 1191, Dec. 1997, doi:
10.1070/RM1997v052n06 ABEH002155.

O. Kirmemis, F. Roméao, E. Giortamis, and P. Bhatotia, “Weaver: A Retar-
getable Compiler Framework for FPQA Quantum Architectures.” [Online].
Available: https://arxiv.org/abs/2409.07870

C. Zhu et al., “Quantum Compiler Design for Qubit Mapping and Routing:
A Cross-Architectural Survey of Superconducting, Trapped-lIon, and Neu-
tral Atom Systems.” [Online|. Available: https://arxiv.org/abs/2505.16891

Y. Li, Y. Zhang, M. Chen, X. Li, and P. Xu, “Timing-Aware Qubit Mapping
and Gate Scheduling Adapted to Neutral Atom Quantum Computing,”
Trans. Comp.-Aided Des. Integ. Cir. Sys., vol. 42, no. 11, pp. 3768-3780,
Nov. 2023, doi: 10.1109/TCAD.2023.3261244.

V. V. Shende, A. K. Prasad, I. L. Markov, and J. P. Hayes, “Reversible
Logic Circuit Synthesis.” [Online]. Available: https://arxiv.org/abs/quant-
ph/0207001

S. Adarsh, L. Burgholzer, T. Manjunath, and R. Wille, “SyReC Synthesizer:
An MQT tool for synthesis of reversible circuits,” Software Impacts, vol. 14,
p. 100451, Dec. 2022, doi: 10.1016/j.simpa.2022.100451.

M. Amy, A. N. Glaudell, S. M. Li, and N. J. Ross, “Improved Synthesis
of Toffoli-Hadamard Circuits.” [Online]. Available: https://arxiv.org/abs/
2305.11305

D. Aharonov, “A Simple Proof that Toffoli and Hadamard are Quantum
Universal” [Online]. Available: https://arxiv.org/abs/quant-ph/0301040

L. Isenhower, M. Saffman, and K. Molmer, “Multibit C_kNOT quantum
gates via Rydberg blockade”. [Online]. Available: https://arxiv.org/abs/
1104.3916

C. Dlaska, K. Ender, G. B. Mbeng, A. Kruckenhauser, W. Lechner, and
R. van Bijnen, “Quantum Optimization via Four-Body Rydberg Gates,”

64


https://doi.org/10.1070/RM1997v052n06ABEH002155
https://arxiv.org/abs/2409.07870
https://arxiv.org/abs/2505.16891
https://doi.org/10.1109/TCAD.2023.3261244
https://arxiv.org/abs/quant-ph/0207001
https://arxiv.org/abs/quant-ph/0207001
https://doi.org/10.1016/j.simpa.2022.100451
https://arxiv.org/abs/2305.11305
https://arxiv.org/abs/2305.11305
https://arxiv.org/abs/quant-ph/0301040
https://arxiv.org/abs/1104.3916
https://arxiv.org/abs/1104.3916

[30]

[81]

[82]

[83]

[84]

[85]

[36]

[38]

Physical Review Letters, vol. 128, no. 12, Mar. 2022, doi: 10.1103/phys-
revlett.128.120503.

J. Beugnon et al., “Two-dimensional transport and transfer of a single
atomic qubit in optical tweezers,” Nature Physics, vol. 3, no. 10, pp. 696—
699, Aug. 2007, doi: 10.1038 /nphys698.

D. B. Tan, D. Bluvstein, M. D. Lukin, and J. Cong, “Compiling Quantum

Circuits for Dynamically Field-Programmable Neutral Atoms Array Proces-

sors,” Quantum, vol. 8, p. 1281, Mar. 2024, doi: 10.22331/¢-2024-03-14-1281.

H. Wang et al., “Q-Pilot: Field Programmable Qubit Array Compilation
with Flying Ancillas.” [Online|. Available: https://arxiv.org/abs/2311.16190
H. Wang et al., “Atomique: A Quantum Compiler for Reconfigurable Neu-
tral Atom Arrays.” [Online]. Available: https://arxiv.org/abs/2311.15123

E. T. Campbell, B. M. Terhal, and C. Vuillot, “Roads towards fault-tolerant

universal quantum computation,” Nature, vol. 549, no. 7671, pp. 172-179,
Sept. 2017, doi: 10.1038 /nature23460.

I. Cong, H. Levine, A. Keesling, D. Bluvstein, S.-T. Wang, and M. D. Lukin,
“Hardware-Efficient, Fault-Tolerant Quantum Computation with Rydberg
Atoms.” [Online]. Available: https://arxiv.org/abs/2105.13501

Y. Wu, S. Kolkowitz, S. Puri, and J. D. Thompson, “Erasure conversion
for fault-tolerant quantum computing in alkaline earth Rydberg atom
arrays,” Nature Communications, vol. 13, no. 1, Aug. 2022, doi: 10.1038/
$41467-022-32094-6.

K. Sahay, J. Jin, J. Claes, J. D. Thompson, and S. Puri, “High-Threshold
Codes for Neutral-Atom Qubits with Biased Erasure Errors,” Physical
Review X, vol. 13, no. 4, Oct. 2023, doi: 10.1103 /physrevx.13.041013.

P. Scholl, A. L. Shaw, R. B.-S. Tsai, R. Finkelstein, J. Choi, and M. Endres,
“Erasure conversion in a high-fidelity Rydberg quantum simulator,” Nature,
vol. 622, pp. 273-278, 2023, [Online]. Available: https://api.semanticschol
ar.org/CorpusID:258546725

65


https://doi.org/10.1103/physrevlett.128.120503
https://doi.org/10.1103/physrevlett.128.120503
https://doi.org/10.1103/physrevlett.128.120503
https://doi.org/10.1038/nphys698
https://doi.org/10.22331/q-2024-03-14-1281
https://arxiv.org/abs/2311.16190
https://arxiv.org/abs/2311.15123
https://doi.org/10.1038/nature23460
https://arxiv.org/abs/2105.13501
https://doi.org/10.1038/s41467-022-32094-6
https://doi.org/10.1038/s41467-022-32094-6
https://doi.org/10.1103/physrevx.13.041013
https://api.semanticscholar.org/CorpusID:258546725
https://api.semanticscholar.org/CorpusID:258546725

[89]

[90]

[92]

[94]

[95]

[96]

[97]

S. Ma et al., “High-fidelity gates and mid-circuit erasure conversion in an
atomic qubit,” Nature, vol. 622, no. 7982, pp. 279284, Oct. 2023, doi:
10.1038 /s41586-023-06438-1.

S. Jandura, J. D. Thompson, and G. Pupillo, “Optimizing Rydberg Gates
for Logical-Qubit Performance,” PRX Quantum, vol. 4, no. 2, June 2023,
doi: 10.1103/prxquantum.4.020336.

C. Fromonteil, D. Bluvstein, and H. Pichler, “Protocols for Rydberg
Entangling Gates Featuring Robustness against Quasistatic Errors,” PRX
Quantum, vol. 4, no. 2, June 2023, doi: 10.1103 /prxquantum.4.020335.

S. Heuflen, D. F. Locher, and M. Miiller, “Measurement-Free Fault-Tolerant
Quantum Error Correction in Near-Term Devices,” PRX Quantum, vol. 5,

no. 1, Feb. 2024, doi: 10.1103/prxquantum.5.010333.
M. A. Perlin, V. N. Premakumar, J. Wang, M. Saffman, and R. Joynt,

“Fault-tolerant measurement-free quantum error correction with multiqubit
gates,” Physical Review A, vol. 108, no. 6, Dec. 2023, doi: 10.1103/
physreva.108.062426.

Q. Xu et al., “Constant-Overhead Fault-Tolerant Quantum Computation
with Reconfigurable Atom Arrays.” [Online|. Available: https://arxiv.org/
abs/2308.08648

J. Viszlai, S. F. Lin, S. Dangwal, J. M. Baker, and F. T. Chong, “An Archi-
tecture for Improved Surface Code Connectivity in Neutral Atoms.” [Online].

Available: https://arxiv.org/abs/2309.13507

J. Viszlai et al., “Matching Generalized-Bicycle Codes to Neutral Atoms for
Low-Overhead Fault-Tolerance,” in 2025 IEEFE International Conference on
Quantum Computing and Engineering (QCE), IEEE, Aug. 2025, pp. 688
699. doi: 10.1109/qce65121.2025.00080.

Y. Wang et al., “Efficient fault-tolerant implementations of non-Clifford

Y

gates with reconfigurable atom arrays,” npj Quantum Information, vol. 10,

no. 1, Dec. 2024, doi: 10.1038/s41534-024-00945-3.

66


https://doi.org/10.1038/s41586-023-06438-1
https://doi.org/10.1103/prxquantum.4.020336
https://doi.org/10.1103/prxquantum.4.020335
https://doi.org/10.1103/prxquantum.5.010333
https://doi.org/10.1103/physreva.108.062426
https://doi.org/10.1103/physreva.108.062426
https://arxiv.org/abs/2308.08648
https://arxiv.org/abs/2308.08648
https://arxiv.org/abs/2309.13507
https://doi.org/10.1109/qce65121.2025.00080
https://doi.org/10.1038/s41534-024-00945-3

[98]

[99]

[100]

[101]

[102]

[103]

[104]

[105]

[106]

E. Decker, “Arctic: A Field Programmable Quantum Array Scheduling
Technique.” [Online]. Available: https://arxiv.org/abs/2405.06183

D. B. Tan, W.-H. Lin, and J. Cong, “Compilation for Dynamically Field-
Programmable Qubit Arrays with Efficient and Provably Near-Optimal
Scheduling,” in Proceedings of the 30th Asia and South Pacific Design
Automation Conference, in ASPDAC ’25. ACM, Jan. 2025, pp. 921-929.
doi: 10.1145/3658617.3697778.

J. Ruan, X. Fang, H. Zhang, A. Li, T. Humble, and Y. Ding, “PowerMove:
Optimizing Compilation for Neutral Atom Quantum Computers with Zoned

Architecture.” [Online|. Available: https://arxiv.org/abs/2411.12263

P. J. M. van Laarhoven and E. H. L. Aarts, Simulated Annealing:
Theory and Applications, vol. 37. in Mathematics and Its Applica-
tions, vol. 37. Dordrecht: D. Reidel Publishing Company, 1987. doi:
10.1007/978-94-015-7744-1.

P. Virtanen et al., “SciPy 1.0: fundamental algorithms for scientific com-
puting in Python,” Nature Methods, vol. 17, no. 3, pp. 261272, Feb. 2020,
doi: 10.1038/s41592-019-0686-2.

J. Misra and D. Gries, “A constructive proof of Vizing's theorem,” Infor-
mation Processing Letters, vol. 41, no. 3, pp. 131-133, 1992, doi: https://
doi.org/10.1016/0020-0190(92)90041-S.

F. Phillipson, “Quantum Computing in Logistics and Supply Chain Manage-
ment an Overview.” [Online|. Available: https://arxiv.org/abs/2402.17520
R. Shaydulin and Y. Alexeev, “Evaluating Quantum Approximate Opti-
mization Algorithm: A Case Study,” in 2019 Tenth International Green and
Sustainable Computing Conference (IGSC), IEEE, Oct. 2019, pp. 1-6. doi:
10.1109/igsc48788.2019.8957201.

D. Brélaz, “New methods to color the vertices of a graph,” Commun. ACM,
vol. 22, no. 4, pp. 251-256, Apr. 1979, doi: 10.1145/359094.359101.

67


https://arxiv.org/abs/2405.06183
https://doi.org/10.1145/3658617.3697778
https://arxiv.org/abs/2411.12263
https://doi.org/10.1007/978-94-015-7744-1
https://doi.org/10.1038/s41592-019-0686-2
https://doi.org/https://doi.org/10.1016/0020-0190(92)90041-S
https://doi.org/https://doi.org/10.1016/0020-0190(92)90041-S
https://arxiv.org/abs/2402.17520
https://doi.org/10.1109/igsc48788.2019.8957201
https://doi.org/10.1145/359094.359101

[107]

[108]

[109]

[110]

P. C. Cheeseman, B. Kanefsky, and W. M. Taylor, “Where the Really
Hard Problems Are,” in International Joint Conference on Artificial
Intelligence, 1991. [Online|. Available: https://api.semanticscholar.org/
CorpusID:6634061

A. Javadi-Abhari et al., “Quantum computing with Qiskit.” 2024. doi:
10.48550/arXiv.2405.08810.

R. Wille et al., “The MQT Handbook: A Summary of Design Automa-
tion Tools and Software for Quantum Computing,” in IEEE Interna-
tional Conference on Quantum Software (QSW), 2024. doi: 10.1109/
QSW62656.2024.00013.

R. Wille and L. Burgholzer, “MQT QMAP: Efficient quantum circuit
mapping,” in International Symp. on Physical Design, 2023. doi:
10.1145/3569052.3578928.

68


https://api.semanticscholar.org/CorpusID:6634061
https://api.semanticscholar.org/CorpusID:6634061
https://doi.org/10.48550/arXiv.2405.08810
https://doi.org/10.1109/QSW62656.2024.00013
https://doi.org/10.1109/QSW62656.2024.00013
https://doi.org/10.1145/3569052.3578928

	1 Introduction
	2 Related Work
	3 Theoretical Principles of Quantum Computing
	3.1 Qubits and Quantum States
	3.2 Quantum Gates and Operations
	3.3 Quantum Circuits

	4 Neutral Atom Quantum Computing
	4.1 Neutral Atom Qubit Realization
	4.2 Neutral Atom State Control
	4.3 Coherence Times
	4.4 Measurements

	5 Compilation for Neutral Atom Quantum Computers
	5.1 Preprocessing
	5.2 Computational Capabilities
	5.2.1 Nearest-Neighbour Connectivity
	5.2.2 Long Range Interactions
	5.2.3 Multi Qubit Gates
	5.2.4 Shuttling
	5.2.5 Fault Tolerant Quantum Computing

	5.3 Figures of Merit
	5.4 Zoned Architectures

	6 Methodology
	6.1 Framework Overview
	6.2 Included Compilers
	6.2.1 NALAC
	6.2.2 ZAC
	6.2.3 Enola
	6.2.4 Weaver

	6.3 Benchmarks
	6.4 Parameterization
	6.5 Metrics

	7 Evaluation
	7.1 Scaling Number of Variables
	7.2 Scaling Number of Clauses
	7.3 Unsatisfiable Instances
	7.4 Scaling AOD Rows
	7.5 Summary

	8 Future Work
	9 Conclusion
	List of Figures
	List of Tables
	Abbreviations
	Bibliography

