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Abstract

Quantum computing is shifting from static, linear gate sequences to dynamic circuits
that incorporate Mid-Circuit Measurements (MCM) and real-time classical control flow.
This development is critical for enabling Fault-tolerant Quantum Computing (FTQC)
and advanced algorithms. However, modern transpilation frameworks, specifically
the widely adopted Qiskit SDK, currently reveal significant limitations in optimizing
these dynamic structures. Control flow constructs, such as conditional branches in
if-else statements, act as optimization barriers, preventing standard compiler passes
from exploiting gate cancellations across branch boundaries. This research presents
the design, implementation, and evaluation of a Qiskit transpiler plugin based on
the technique suggested in "Unleashing Optimizations in Dynamic Circuits through
Branch Expansion" by Chen (2025) [1]. By systematically identifying, expanding, and
refactoring conditional logic within the Directed Acyclic Graph (DAG) representation
of quantum circuits, the developed plugin exposes hidden optimization opportunities
without altering the program’s logical functionality. The work demonstrates that
this method can achieve significant reductions in circuit depth in certain scenarios,
providing a pathway toward more efficient execution on Noisy Intermediate-Scale
Quantum (NISQ) hardware.
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1 Introduction

1.1 Transition to Dynamic Quantum Computing

The field of quantum computing has historically been dominated by the static circuit
model, in which a computation is defined as a fixed sequence of unitary operations
that may include only a measurement at the end [2]. This model, while sufficient for
foundational algorithms like the Quantum Fourier Transform [3], fails to capture the
full capabilities of quantum mechanics integrated with classical control. The static
model assumes that the coherence time of qubits is the absolute limit of computation
and that no information can be extracted or utilized until the process concludes.

The emergence of dynamic quantum circuits represents a fundamental architectural
evolution. With this dynamic approach, the quantum processor can interact with
classical control electronics in real-time. This interaction allows for Mid-Circuit Mea-
surements (MCM) and classical feedforward, where the outcome of a measurement
determines the subsequent sequence of quantum gates [2], [4]. This capability is not
merely a convenience but a necessity for the realization of Fault-tolerant Quantum
Computing (FTQC) [5]. Quantum Error Correction codes, such as surface codes, rely
exclusively on the ability to repeatedly measure syndrome qubits and apply corrections
based on those measurements to stabilize the logical quantum information [6], [7].

1.2 Optimization Gap in Current Compilers

Despite advances in hardware enabling dynamic execution, the software stack, particu-
larly the transpilation layer, has lagged behind. Modern transpilers, such as the one
included in IBM’s Qiskit or Quantinuum’s TKET, are highly optimized for static gate
sequences [1]. They utilize Directed Acyclic Graph (DAG) representations to perform
optimizations, such as cancelling adjacent inverse gates (e.g., CX - CX = I) [8]. However,
the introduction of control flow primitives, such as the IfElseOp in Qiskit, disrupts
these optimization routines. Currently, transpilers treat these control flow nodes as
"black boxes". The optimization passes operate effectively on the code preceding and
following the conditional, but they generally do not optimize across the boundary of
the conditional statement.
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Consider a scenario where a quantum circuit applies an X gate, enters a conditional
block that applies an X gate if a condition is true, and then terminates. If the condition
evaluates to true, the two X gates effectively cancel out (X - X = I). A human observer
can see this, but a static optimizer, blocked by the conditional structure, sees two
disjoint operations and fails to remove them. This inability to exploit "branch-specific"
simplifications leads to circuits that are deeper and more gate-heavy than necessary
[1]. In the Noisy Intermediate-Scale Quantum (NISQ) era, where each additional gate
introduces noise and decoherence, this inefficiency translates into lower accuracy in the
results.

1.3 Research Objectives

This thesis aims to bridge this optimization gap by implementing and evaluating the
"Branch Expansion” technique proposed by Chen (2025) [1]. The primary objective is to
engineer a Qiskit transpiler plugin that systematically unravels conditional branches
to expose their internal logic to global optimization passes. The specific goals of this
research are:

1. Algorithmic Translation: To translate the theoretical framework of branch ex-
pansion into a concrete, algorithmic implementation compatible with Qiskit’s
TransformationPass interface.

2. Software Engineering: To address the challenge of manipulating Qiskit’s
DAGCircuit in the presence of conditionals and preserving the logical equivalence
during graph modification.

3. Plugin Integration: To package the solution as a modular
PassManagerStagePlugin , enabling seamless integration into existing compilation
pipelines.

4. Performance Benchmarking: To evaluate the plugin against the default transpiler
pipeline using synthetic random circuits, quantifying improvements in depth and
gate count.




2 Theoretical Background

2.1 Quantum Circuit Model

The foundational model for quantum computation is the quantum circuit, a sequence of
quantum gates acting on a register of qubits. Formally, a quantum state |¢) of n qubits
resides in a Hilbert space of dimension 2". Operations on this state are represented by
unitary matrices U, such that [ fi0) = Ug - Ug—1 - .. - Ut |[$initiar) [9]-

A static circuit is deterministic in its structure, as the sequence of gates is fixed before
the execution begins. However, a dynamic circuit introduces non-unitary operations,
specifically measurements, which project the quantum state and return a classical bit.

M; : «|0) + B|1) — {0,1}
Dynamic circuits allow subsequent operations U to be conditioned on this classical

outcome c:
U — Uy, ifc=0
U, ifc=1

This conditional logic transforms the circuit from a linear sequence into a control flow
graph, significantly complicating the verification of equivalence and the optimization
process.

2.2 Branch Expansion Algorithm

The central algorithm explored in this work targets the structural rigidity introduced
by conditional blocks. In a standard DAG representation, a conditional block (e.g.,
an IfElse0p ) is a single node. Consider a sequence where a conditional Node Nj¢
is followed by a gate node G. If Nif contains gate A in its True branch and B in its
False branch, the standard optimizer cannot see the interaction between A and G or
B and G.

The expansion algorithm proposes transforming the structure by distributing G into
both branches of N;:
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# Original # Ezpanded
gc = quantum_circuit(qubit_num = 1) qc = quantum_circuit(qubit_num = 1)

if (o) { if (c) {
qc.x(0) #4 qc.x(0) #4
} qc.h(0) #6
else { }
qc.y(0) #B else {
} qc.y(0) #B
qc.h(0) #6 qc.h(0) #6
}

Figure 2.1: Comparison of the original circuit and the expanded circuit where the
trailing gate sequence G (in this case, qc.h(0)) has been distributed into both
conditional branches.

This transformation is logically equivalent, provided that H does not modify the
classical condition c before the branch decision is made, which is guaranteed by the
sequential nature of the circuit. Once G is inside both branches, the compiler can
inspect the sequences {A; G} and {B; G} independently.

e If G = A', the True branch simplifies to {I}

e If G commutes with B, it might move further up the chain to cancel with a
predecessor of Njy.

2.3 Qiskit Transpiler Architecture

Qiskit uses a pass-based architecture managed by the StagedPassManager . By default,
it defines a full compilation pipeline from abstract virtual circuit to an optimized circuit,
which can run on hardware [10]. While there are six stages, this implementation focuses
on the first, init , as our plugin hooks into the start of the pipeline. This way, the
usual compilation processes can leverage our branch expansion implementation.

The DAGCircuit is the intermediate representation used during transpilation. It differs
significantly from the user-facing QuantumCircuit .

* Nodes: Represent operations ( DAGOpNode ), inputs ( DAGInNode ), and outputs
( DAGOutNode ) [11].
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¢ Edges: Represent the flow of data (qubits and clbits)

Qiskit handles control flow via specialized DAGOpNode types, most importantly

IfElseOp . These nodes are unique because they contain an attribute blocks , consist-
ing of a tuple of DAGCircuit or QuantumCircuit objects representing the bodies of the
control flow constructs [12]. This hierarchical structure, a graph containing graphs, is
the primary source of difficulty for optimization passes.

# Main circuit
qc = QuantumCircuit(1l, 1)

qc.h(0)
1 l@

# If/Else logic

with qc.if_test((gc.clbits[0], 1)) as else_branch: ﬂ
qc.x(0) C

with else_branch: c 0=0x1
qc.z(0)

Figure 2.2: Quantum circuit with conditional branching (Code and Visualization)

Figure 2.3: Quantum circuit with conditional branching (DAG)

As shown in Figure 2.3, the DAGCircuit does not present the operations inside the
branches of the IfElseOp on a global scale, but treats it as a "black box". Even though
the operations are clearly visible in code and in the standard circuit visualization, as
seen in Figure 2.2.

The IfElseOp inherits from ControlFlowOp , and it encapsulates the conditional logic.
¢ Condition: Stored as a tuple (ClassicalRegister, Value)

* Blocks: Attribute contains the QuantumCircuit for the if path and (optionally)
the else path.
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2.4 Plugin System

Qiskit 0.39 introduced an external plugin interface that allows third-party developers to
inject custom transpilation logic without forking the main repository [13]. This system
relies on Python’s entry_points mechanism [14]. The plugin defined in this thesis acts
as a Transpiler Stage Plugin. It hooks into the init stage of the preset pass manager.

* Entry Point: qgiskit.transpiler.init
¢ Class interface: Must implement PassManagerStagePlugin

By installing the plugin, users can access the branch expansion logic simply by setting
an argument in transpile() .

transpile(qc, init_method =" expand’)

This architecture ensures that the pass is composable with other standard passes.




3 Implementation

3.1 Architecture Overview

The implementation is designed to integrate seamlessly with Qiskit’s modular transpiler
infrastructure, and the plugin consists of two primary components: A transformation
pass that performs the actual branch expansion logic and a plugin wrapper that registers
this pass within the plugin ecosystem.

3.1.1 Design Philosophy

The core design principle is non-invasive integration; the plugin extends Qiskit’s
optimization capabilities without modifying any internal framework code. Installation
and usage are simple, so there is no hurdle for new users. This is achieved by using the
aforementioned transpiler architecture, which allows custom passes to be injected at
different stages of the transpilation pipeline.

The transformation operates on Qiskit’'s DAG representation of quantum circuits.
This intermediate representation provides efficient access to operation dependencies
and enables systematic traversal of the circuit structure, allowing us to analyze and
transform conditional blocks. Furthermore, pass managers natively work with DAGs,
so we can save two DAGCircuit <-> QuantumCircuit conversions.

3.1.2 Component Structure

The plugin is comprised of two classes with distinct responsibilities:

Component Base Class Responsibility
ExpandConditionalsPass TransformationPass Implements the two-pass
expansion algorithm

ExpandConditionalsPlugin | PassManagerStagePlugin | Registers the pass as an
init stage plugin

Table 3.1: Plugin component structure
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ExpandConditionalPass encapsulates the complete branch expansion logic. It accepts
six boolean configuration parameters that control expansion behavior, allowing you to
specify which operations should be duplicated into conditional branches.

ExpandConditionalsPlugin serves as the entry point for Qiskit’s plugin mechanism. It
constructs a PassManager , which chains the expansion pass with the default initializa-
tion passes, ensuring compatibility with the standard transpilation workflow.

3.1.3 Integration with the Transpiler Pipeline

Qiskit’s transpiler operates in multiple stages: init, layout, routing, translation, opti-
mization, and scheduling [15]. The branch expansion pass is registered at the init stage,
which executes before layout mapping and routing decisions are made. By expanding
the conditionals before all the other stages, the duplicated operations become visible to
later optimization passes, such as InverseCancellation [16] and CommutationAnalysis
[17]. Operations that were previously "hidden" within conditional blocks can now be
accounted for in global circuit optimizations.

3.1.4 Data Flow

The transformation pass follows a clear pattern:

1. Input: A DAGCircuit containing IfElseOp nodes representing conditional blocks.
It allows us to see the topological ordering of the circuit, as seen in Figure 2.3.

2. Planning Phase: Analyze the DAGCircuit to indentify movable operations and
compute expansion plans

3. Reconstruction Phase: Build a new DAGCircuit with expanded conditional
bodies

4. Output: The transformed DAGCircuit with optimized structure

While Qiskit uses the DAGCircuit representation throughout the transpilation process,
the user can still use the familiar QuantumCircuit interface, and the PassManager will
handle the conversion for them [8].

The pass maintains semantic equivalence, meaning the output circuit produces identical
measurement probability distributions as the input circuit for all possible classical
outcomes. This is ensured by duplicating only operations that do not depend on the
measurement results controlling the conditional.
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3.2 Qiskit Transpiler Integration

A key design goal of this implementation is seamless integration with the existing
transpiler architecture. This section explains the interfaces and mechanisms used to
achieve this integration, enabling the branch expansion optimization to be invoked
through the standard Qiskit API.

3.2.1 TransformationPass Interface

Qiskit’s transpiler distinguishes between two categories of passes: analysis passes
that gather information about a circuit without modifying it, and transformation
passes that produce a modified circuit. The ExpandConditionalsPass inherits from
TransformationPass , as it fundamentally alters the circuit structure. This requires
implementing a method run(dag) . The method receives the circuit in DAG represen-
tation and must return a (potentially modified) DAGCircuit . The transpiler framework
handles all conversion between QuantumCircuit and DAGCircuit representations au-
tomatically, allowing pass authors to focus solely on the transformation logic. The
pass constructor accepts configuration parameters that control expansion behavior
(Figure 3.4). These parameters are stored as instance attributes and passed to the core
expand_conditionals method when run() is invoked.

3.2.2 Working with DAGCircuit

The DAGCircuit representation models a quantum circuit as a DAG where nodes
represent quantum operations and edges represent qubit and classical bit dependencies
between operations. This is ideal for the branch expansion algorithm because it
provides:

¢ Topological ordering via dag.topological_op_nodes() , which return operations
in an order respecting all dependencies

¢ Direct access to operation arguments through node.qargs (qubits) and
node.cargs (classical bits)

¢ Efficient dependency analysis through the graph’s structure

The implementation converts the topological iterator to a list for indexed access, en-
abling both forward and backward traversal from each conditional block.
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3.2.3 PassManangerStagePlugin Interface

The ExpandConditionalsPlugin class implements the PassManagerStagePlugin inter-
face, which requires implementing the pass_manager() method. This method receives
the transpiler’s configuration and optimization level, and must return a PassManager
containing the passes to execute during the init stage.

The implementation composes the expansion pass with Qiskit’s default initialization
passes, provided by DefaultInitPassManager . By prefixing the expansion pass, con-
ditional blocks are expanded before any default initialization logic executes. The
PassManager class supports concatenation via the + operator, creating a composite
pass manager that executes passes in sequence. The ordering ensures that:

1. Branch expansion occurs first on the original circuit structure
2. Default initialization passes then process the expanded circuit

3. Subsequent transpiler stages operate on the fully initialized circuit

3.3 Two-Pass Expansion Algorithm

The core of the implementation is an algorithm with two passes: first, it analyzes the
circuit and identifies which operations can be moved into conditional branches; then,
it reconstructs the circuit with the expanded conditionals. This separation ensures
correctness by completing all dependency analysis before any structural modifications
occur.

3.3.1 Algorithm Overview

Phase Purpose Data Structure

Pass 1: Planning Identify movable operations | List of expansion plans
for each conditional

Pass 2: Reconstruction | Build new circuit with ex- | New DAGCircuit
panded conditionals

Table 3.2: Main Algorithm Overview

10
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The algorithm maintains two key data structures throughout the whole method:

® plans: A list that stores the transformation plan for each conditional found
during Pass 1. This plan is then used in Pass 2 to rebuild the DAG with expanded
conditional branches.

* suppress : A set that tracks which nodes have already been processed and
should be skipped. Once an operation has been captured in the head or tail
of a conditional, it is added to the set, so that it won’t be processed again in
subsequent conditionals during Pass 1, and will be skipped during rebuilding
since it is now part of an expanded conditional block in Pass 2.

3.3.2 Pass 1: Planning

The planning phase iterates through all nodes in topological order, identifying
IfElse0p nodes and determining which surrounding operations can be absorbed into
their branches.

for each node in topological_order:

if node is IfElseOp:
check measurement dependency
collect head operations (backward scan)
collect tail operations (forward scan)
compute extra wires for widening
record expansion plan

Figure 3.1: Structure of Pass 1 as pseudocode

Topological Traversal The algorithm begins by converting the DAG’s topological
iterator to a list, enabling indexed access for both forward and backward traversal.
Topological ordering guarantees that for any dependency edge A — B, node A appears
before node B in the list. This is essential for correctly identifying which operations
can be moved without violating data dependencies.

11
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Measurement Dependency Detection Before attempting head expansion, the algo-
rithm checks whether the condition depends on an MCM. If any measurement writes
to the classical bit that controls the conditional, operations before that measurement
cannot be moved. This check prevents the algorithm from moving operations that
must execute before the measurement that determines the branch outcome, thereby

maintaining logical equivalence.

measurement_dependent = False
cond_bits = list(getattr(op, , 1)
cond_set = set(cond_bits)
for k in range(i):
prev_node = nodes [k]
if prev_node.op.name == and
any(c in cond_set for ¢ in prev_node.cargs):
measurement_dependent = True

Figure 3.2: Measurement dependency check

3.3.3 Head & Tail Expansion

Head expansion scans backwards from the conditional, collecting operations that can
be duplicated into both branches. The algorithm maintains a blocked_qubits set to
track wires that have encountered unmovable operations.

j = conditional_index - 1

while j >= O:
if node[j] already claimed: skip
if node[j] touches blocked qubits: block its wires, skip
if node[j] is unmovable: block its wires, skip

classify node[j] as subset/disjoint/cross-wire
if eligible: add to heads, record extra wires
else: block

Figure 3.3: Structure of the head expansion as pseudocode

12
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Classification of Operations Each candidate operation is classified based on its qubit
relationship to the conditional block. Let Q. denote the set of qubits involved in the
conditional, and Q, the qubits of the candidate operation:

Clarification | Condition Action
Full Subset Qo € Q. Add to heads (no widening needed)
Disjoint QNQ. =0 Add to heads if head_through_disjoint , widen
by Qo
Cross-wire QN Qe 70 Add to heads if head_through_crosswire , widen
and Q, Z Q.
by Qo \ Q¢

Table 3.3: Classification of Operations

Unmovable Operations Certain operations cannot be moved into conditional blocks:
* Barriers explicitly mark optimization boundaries
* Measurements may have side effects on the classical state

¢ Nested IfElseOp can contain complex control flow that cannot be simply dupli-
cated

When an unmovable operation is encountered, its qubits are added to the
blocked_qubits set. Subsequent operations touching these qubits cannot be moved, as
doing so would violate the ordering constraint imposed by the unmovable operation.

% Jil— l o LT e
@ o B — J:—E—I;

Figure 3.4: Blocked qubit example, before and after branch expansion

Tail expansion mirrors head expansion but scans forward from the conditional. The
same classification rules apply, using tail_through_disjoint and
tail_through_crosswire parameters.

13
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3.3.4 Wire Widening

When disjoint or cross-wire operations are included in an expansion, the conditional
bodies must be widened to encompass the qubits involved. The algorithm collects extra
wires from both head and tail operations, and the widened qubit list becomes:

Quwidened = Qoriginal U Qextra
This widening is necessary because the IfElse0p must explicitly declare all qubits it

operates on. Operations within the branch bodies can only reference qubits that have
been declared beforehand.

3.3.5 Expansion Plan Structure

Each expansion plan is recorded as a dictionary:

¢ idx: Index of the IfElseOp in the node list

* op: The original IfElseOp

qubits: Original qubit list

heads: Indices of head operations

tails: Indices of tail operations

extra: Additional qubits for widening

This plan contains all information needed to reconstruct the expanded conditional in
Pass 2. For each conditional in the original circuit, one plan is appended to a list of
plans.

3.3.6 Pass 2: Reconstruction

The reconstruction phase builds a new DAGCircuit with the same register structure as
the original, then iterates through all nodes, either copying them directly or replacing
conditionals with their expanded versions.

DAG Initialization The new DAGCircuit is initialized with all qubits and classical
bits of the original DAG. Preserving the register structure ensures that qubit and
classical bit references remain valid in the new circuit.

14
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Node Processing Each node is processed according to its assigned role during Pass 1:

for each node index i:
if i in suppress: skip (absorbed into a conditional)
if i has no expansion plan: copy as-is
if i is an IfElseOp with plan: build expanded version

Figure 3.5: Node processing during Pass 2 as pseudocode

Conditional Body Construction For each conditional with an expansion plan, new
branch bodies are constructed:

1. Create widened body circuits with extended qubit count
2. Build position mapping from original qubits to widened positions

3. Prepend head operations to both true and false bodies

o~

. Copy original body operations with remapped qubits

a1

. Append tail operations to both bodies

The position mapping is essential for correct qubit addressing. Each qubit object is
mapped to its index in the widened circuit, enabling correct translation of operation
arguments.

Operation Duplication Head and tail operations are duplicated into both branches:

for h in plan[ 1:
head_node = nodes[h]
op2 = head_node.op
q2 = head_node.qargs
true_body.append(op2, [true_body.qubits[pos_newl[ql] for q in g2],[]1)
false_body.append(op2, [false_body.qubits[pos_new[ql] for q in g2],[1)

Figure 3.6: Operation duplication for heads

The operations are appended to both branches, ensuring identical behavior regardless
of which branch is executed at runtime.

15
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IfElseOp Reconstruction The final step constructs a new IfElseOp with the ex-

panded bodies:

final false_body = false_body if len(false_body.data) > O else None

rebuilt = IfElseOp(

condition=mapped_cond,

true_body=true_body,

false_body=final_false_body,

label=op.label

Figure 3.7: IfElseOp reconstruction

If the false body contains no operations (possible when the original had no else branch

and no tails were collected), it is set to None to avoid creating an empty branch.

3.4 Configuration Parameters

The ExpandConditionalPass provides six boolean parameters that offer fine-grained
control over the expansion behavior. These parameters allow the user to balance
between a broad and a more conservative expansion, based on their specific circuit
characteristics and optimization goals. All parameters default to True , enabling

maximum expansion. The parameters are organized into three logical pairs:

Parameter Description

allow_head Enable backward expansion (opera-
tions before conditional)

allow_tail Enable forward expansion (opera-

tions after conditional)

head_through_disjoint

Include operations on completely
separate wires in head

tail_through_disjoint

Include operations on completely
separate wires in tail

head_through_crosswire

Include partially overlapping oper-
ations in head

tail_through_crosswire

Include partially overlapping oper-
ations in tail

Table 3.4: Pass parameters to control expansion behavior

16
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Directional Control Enables backward/forward expansion, moving operations that
appear before/after a conditional into both branches. When disabled, only the original
body operations are executed within the branches.

Disjoint Wire Expansion Controls whether operations on qubits, completely separate
from the conditional’s qubits, can be absorbed.

If n | o If Else
o lH— o

1 4
C st—tp————— C

c 0=0x1 c 0=0x1

do

Figure 3.8: Circuit with disjoint wires, before and after expansion

With head_through_disjoint=True , the Hadamard gate is duplicated into both branches,
and the conditional is widened to include g;.

Cross-wire Expansion Controls whether operations that partially overlap with the con-
ditional’s qubits can be absorbed, see Figure 3.9. The CNOT gate operates on g (part of
the conditional) and g; (outside of the conditional). With head_through_crosswire=True ,
the CNOT is duplicated into both branches, widening the conditional to include 4.

o If n I o - If Else

g1 a1

1 J
C @ C

¢ 0=0x1 ¢ 0=0x1

Figure 3.9: Circuit with cross-wire, before and after expansion

Impact on Circuit Metrics The configuration choice affects several circuit characteris-
tics:

17
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Metric

More Aggressive

More Conservative

Conditional width

Increases

Unchanged

Total gate count

Increases drastically

Smaller increase

Depth after optimization

Often decreases

Less reduction

Branch body size

Increases

Smaller increase

Optimization opportunities | More Fewer

Table 3.5: Impact of plugin configuration on circuit metrics

The optimal configuration might depend on:
¢ Circuit structure: E.g., dense entanglement benefits from cross-wire expansion
¢ Subsequent passes: Aggressive expansion provides more optimization targets
* Hardware constraints: Some backends may be limited in certain aspects

¢ Compilation time: Larger conditionals may increase subsequent pass runtime

3.5 Constraints

This section briefly summarizes the most common constraints that limit expansion and
the mechanisms used to address them while preserving circuit semantics.

Measurement Dependencies The most fundamental constraint involves operations
that precede a measurement upon which the conditional depends. Consider Figure
2.2: the Hadamard gate cannot be moved into the conditional branches because doing
so would alter the measurement outcome. The algorithm detects this dependency by
examining the conditional bits, as demonstrated in Figure 3.2.

Suppressed Operations Operations that are absorbed by one conditional should
not be absorbed by another. The suppress set tracks indices of nodes that have been
claimed, and during scanning, suppressed nodes are skipped. This prevents duplicating
the operation twice in circuits with multiple conditionals.

Register Structure Preservation The new DAG must maintain the same register
structure as the original to ensure qubit and classical bit references remain valid. This is
essential because qubit objects are compared by identity rather than value. So while the
circuit might look correct to the human eye, the underlying logic would differ, breaking
subsequent algorithms.
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Classical Bit Propagation Conditional bodies may contain operations that reference
classical bits from the parent circuit. These classical bits must be accessible in the new
bodies, and the true and false bodies may reference different subsets of them. So the
implementation explicitly collects and propagates classical bits. They are added using

add_bits , allowing the same bit object to be shared between the parent DAG and the
body circuits.

Two-Pass Architecture A single-pass design, which would modify the DAG in-place
while scanning, would fail because:
¢ Iterator invalidation: Modifying the DAG while iterating corrupts the traversal

¢ Index shifting: Removing nodes shifts subsequent indices, breaking backward
references

* Dependency corruption: Moving operations before fully analyzing dependencies
leads to incorrect transformations

The separation guarantees that the input DAG remains unchanged during analysis,
all indices remain stable throughout Pass 1, and reconstruction operates on complete,
validated plans.
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4.1 Evaluation Objectives

The evaluation aims to assess the effectiveness of the branch expansion algorithm
on optimization and quantify its impact on quantum circuit characteristics. First,
we establish the research questions guiding the experimental analysis and formulate
hypotheses based on the theoretical understanding of the transformation.

4.1.1 Research Questions

The evaluation addresses three primary research questions:

Does branch expansion reduce circuit depth? The central motivation for the trans-
formation is enabling subsequent passes to optimize across what were previously
isolated branch bodies. By duplicating operations into both bodies, gate cancellation
and other opportunities may emerge. The evaluation measures whether this translates
to measurable depth reduction in practice.

What is the impact on total operation count? Branch expansion inherently duplicates
operations, since every absorbed gate appears in both the true and false bodies. This
raises the question of whether depth improvements come at an acceptable cost in terms
of increased gate count, or whether the gate duplication overhead negates the benefits.

What is the runtime overhead of the transformation? As a transpiler pass, the
expansion algorithm consumes extra compilation time. The evaluation quantifies this
overhead relative to default transpilation and determines whether the pass is practical
for integration into typical compilation workflows.

4.1.2 Hypotheses

These are the hypotheses based on the theoretical analysis of the algorithm:
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1. Branch expansion reduces circuit depth when operations before or after condi-
tionals can be merged or canceled out with branch contents during subsequent
optimization

2. Total operation count increases proportionally to the number of operations ab-
sorbed, with each absorbed operation appearing twice (once per branch)

3. The runtime overhead scales linearly with circuit size

4.2 Experiment Methodology

This section describes the experimental setup used to evaluate the branch expansion
pass, including the circuit generation approach, metric definitions, and testing environ-
ment.

4.2.1 Random Circuit Generation

The evaluation uses quantum circuits generated randomly with Qiskit’s random_circuit
function, configured to include conditional operations [18]. The generation parameters
include:

Parameter Values Purpose

num_qubits 3 Fixed qubit count for controlled com-
parison

depth 5,10, 15, ..., 100 Scaling behavior across circuit sizes

count 100 Circuits per depth level for statistical
significance

seed Incremented per circuit | Reproducibility while ensuring variety

max_operands | 1,2, 3 Circuit variety

Table 4.1: Circuit generation parameters

The conditional=True flag ensures that the method generally generates circuits con-
taining IfElseOp blocks, but it does not guarantee that every circuit contains at least
one. Small circuits can have zero conditionals in them, while larger ones practically
always contain conditionals. The random generation produces circuits with varying:

¢ Conditional placement
¢ Branch body complexity

¢ Gate distribution across qubits
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4.2.2 Operation Complexity
The evaluation partitions experiments by the maximum number of involved qubits per
operation ( max_operands ):
Single-Qubit Gates Circuits contain only single-qubit gates. This category isolates
the best case for branch expansion, where operations are more likely to:

¢ Satisfy the full-subset condition

¢ Avoid wire widening overhead

¢ Enable straightforward gate cancellation
Multi-Qubit Gates Circuits include two-qubit gates and three-qubit gates. This
category represents more realistic circuit structures where:

¢ Cross-wire operations are common

¢ Wire widening occurs frequently

¢ Entangling gates and measurements create complex dependencies
The results from 2-qubit and 3-qubit experiments are presented together as they exhibit
similar patterns.
4.2.3 Metrics Definition
Three primary metrics quantify the transformation’s impact:
Depth Circuit depth measures the longest path through the circuit and represents
the number of time steps required for execution, assuming unlimited parallelism.
The depth() function of QuantumCircuit does not correctly calculate the depth for
control flow; hence, we first convert the quantum circuit to a DAG and then execute

depth(recurse=True) on it. This ensures that the depth calculation descends into
IfElseOp blocks, measuring the actual path through the deepest branch.

Total Operations The total operation count sums all gates in the circuit, including
those within conditional branches:

total_ops = sum(dag.count_ops(recurse = True).values())

This captures the gate duplication overhead introduced by branch expansion.
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Time Transpilation time measures the wall-clock duration of the transpile() call,
capturing the computational cost of the transformation.

Metric Computation For each metric, the percentage change is computed relative to
the baseline (default compilation without prior expansion):

ValuewithPlu in ValuewithoutPlu in
& £ % 100%

Changeetric =
§emetric Val”ewithoutPlugin

Negative values indicate a reduction, while positive values indicate an increase.

4.2.4 Experimental Setup

Component Specifications Software Version
Processor AMD Ryzen 5 4680U, 2.20 GHz Python 3.13.9
Memory 8 GB DDR4 Qiskit 2.3.0
Operating System | Windows 11 Qiskit Aer | 0.17.2
Table 4.2: Hardware specifications Table 4.3: Software versions

Experiment Parameters
¢ Circuits per depth level: 100
* Depth range: 5 to 100 (step 5)
¢ Optimization level: 0, 1, 3

* Maximum qubit operands of each gate: 1,2, 3

Comparison Methodology Each circuit is transpiled twice at each optimization level:
1. Baseline: transpile(qc, optimization_level=N)
2. With expansion: transpile(qc, optimization_level=N, init_method=’expand’)

This comparison ensures that differences are attributable only to the branch expansion
pass, with all other transpiler behavior being constant.

Statistical Approach Results are aggregated across 100 circuits at each depth level,
and we calculate the average percentage change for each metric. The averaging reduces
noise from individual circuits while preserving trends across different depths.
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4.3 Results: Single-Qubit Gates

This section presents the experimental results for circuits containing only single-qubit
gates. This represents an ideal scenario for branch expansion, as gates can only be
classified as a full subset. Cross-wire and disjoint cases cannot occur when every gate
acts on exactly one qubit.

4.3.1 Depth Reduction
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Figure 4.1: Percentage change in circuit depth after applying the branch expansion pass
across optimization levels 0, 1, and 3.

Optimization Level 0 (No Optimization) At optimization level 0, where Qiskit
applies no optimization passes after the expansion, the depth change reflects the
transformation’s direct effect. In rare cases, the benchmark function returns a slight
increase (This might be an issue with how the depth of the transformed circuit is
calculated by Qiskit; theoretically the depth should stay the same), but generally, the
expansion pass itself has no influence on depth.

Optimization Level 1 (Light Optimization) With light optimization enabled, gate
cancellation and basic simplification passes process the expanded circuit. This leads
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to a significant reduction in circuit depth. There is a sharp initial drop in percentage
change as the original depth increases from 0 to 20, after which the trend plateaus at
approximately -25%. The duplicated gates create opportunities for cancellations with
existing branch body operations. This improvement over level 0 demonstrates that
expansion benefits require subsequent optimization passes.

Optimization Level 3 (Heavy Optimization) Level 3 enables all possible optimiza-
tions of the default compiler pipeline. It performs similarly to optimization level 1;

interestingly, the depth reduction is slightly worse and stabilizes at around -23%.

4.3.2 Total Operation Count
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Figure 4.2: Percentage change in total operations of the circuit after applying the branch
expansion pass across optimization levels 0, 1, and 3.

As each absorbed operation appears in both branches, the total operation count may
potentially double. However, the observed increase depends on the number of opera-
tions that can actually be absorbed, and on subsequent optimizations that may cancel
duplicated gates.
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Optimization Level Observed Behavior

Level 0 Sharp increase with plateau at around 60%
Level 1 Moderate increase, stabilizing at around 22%
Level 3 Moderate increase, stabilizing at around 25%

Table 4.4: Optimization level comparison for operation count with 1-qubit gates

Interpretation The gap between level 0 and level 1 & 3 demonstrates how effectively
subsequent optimization passes exploit the expanded structure. A smaller increase at
level 1 & 3 indicates successful optimizations, e.g., gate cancellations.

Trade-off Analysis For optimization levels 1 and 3, the trade-off ratio is nearly 1:1,
meaning for a depth reduction of around 25%, you have to accept an increase of total
operations of 22% (for level 1, level 3 is slightly worse again). The trade-off is very poor
for level 0. Once the circuit reaches a depth of 40, the metrics stabilize. At this point,
the total operations increase, and the depth reduction remain constant, making the
pass’s impact predictable for larger circuits.

4.3.3 Runtime Performance
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Figure 4.3: Percentage change in transpilation time when using the branch expansion
plugin compared to baseline transpilation across optimization levels 0, 1, 3.
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Transpilation time change measures the computational cost of the branch expansion al-
gorithm. The expansion pass introduces overhead during the planning phase, the DAG
reconstruction, and the need for subsequent passes to process additional operations.

Level Observed Behavior Explanation

0 Linear increase Overhead dominated by expansion
1 Stable overhead Light optimization adds less time
3 Stable overhead Heavy optimization adds more time

Table 4.5: Optimization level comparison for transpilation time with 1-qubit gates

Scaling with Circuit Depth For optimization level 0, the overhead scales linearly
with circuit depth, since at this level no optimizations are applied, so the only overhead
comes from the branch expansion. The overhead for the other levels appears relatively
stable, with level 3 having the lowest. It utilizes more optimizations, which then take up
a larger share of the overall transpilation time, making the branch expansion overhead
smaller in comparison.

4.3.4 Summary: Single-Qubit Results

Metric Level 0 Level 1 Level 3
Avg. Depth Change 0.92% -23.43% -21.60%
Avg. Operations Change 54.78% 20.83% 24.11%
Avg. Time Overhead 294.34% 97.07% 63.48%

Table 4.6: Single-Qubit summary

Key findings for circuits with only single-qubit gates:

1. Depth reduction: The branch expansion pass consistently reduces circuit depth by
around 25% for both optimization levels 1 and 3 once the original depth exceeds
20.

2. Total operations: Optimization comes with a "gate tax". Total operations count
increases by around 25% for levels 1 and 3 once the original depth exceeds 20.

3. Runtime: Transpilation time overhead seems relatively stable at 100% and 60%
for optimization levels 1 and 3, respectively, once the original depth exceeds 30.
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4.4 Results: Multi-Qubit Gates

This section presents the experimental results for circuits containing two-qubit and three-
qubit gates. These results are combined as they exhibit similar behavioral characteristics.
Circuits with multi-qubit gates might better represent realistic quantum algorithms and
stress-test the wire-widening mechanism.

4.4.1 Depth Reduction
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Figure 4.4: Percentage change in circuit depth after applying the branch expansion pass
to circuits with 2- and 3-qubit gates across optimization levels.

Optimization Level 0 (No Optimization) The branch expansion pass has a negligible
impact at this level. Both 2-qubit and 3-qubit gate circuits remain consistently near the
0% change mark, regardless of the original circuit depth.

Optimization Level 1 (Light Optimization) This level shows a consistent reduction in
circuit depth. 2-qubit gate circuits benefit the most, displaying a reduction of around 4%.
While 3-qubit gate circuits display a modest reduction of around 1.7%. At optimization
level 1, the expansion pass reveals optimization opportunities that subsequent passes
leverage.
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Optimization Level 3 (Heavy Optimization) Surprisingly, this level demonstrates
the most volatile and often counterproductive behavior. 2-qubit gate circuits initially
show a 2% depth reduction, but as the original circuit depth increases, the benefit
disappears, eventually resulting in a slight depth increase for deeper circuits. For
3-qubit gate circuits, this configuration consistently increases the circuit depth. The
overhead increases with circuit size, peaking at about 2.1%. This is a result of global
optimizations performed at level 3, but not at level 1. These optimizations can normally
lead to a decrease in circuit depth, but when our algorithm pulls operations into
conditionals, these passes actually have less options to optimize the global state. So the
default transpilation pipeline performs optimizations that our custom pipeline cannot
perform, since we have transformed the circuit in an, for these passes, unfavorable way.

4.4.2 Total Operation Count
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Figure 4.5: Percentage change in total operations after applying the branch expansion
pass to circuits with 2- and 3-qubit gates across optimization levels.

Multi-qubit gate circuit transformations indirectly entail a higher cost. While the
overhead for duplication stays the same, fewer operations get canceled, as you can
see in Figure 4.4, so the overall operation count change increases (in comparison to
single-qubit gate circuits) and stays similar to the baseline of level 0. Optimization level
1 is still an improvement, with an increase of around 5-10%pt lower than the baseline.
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Interestingly, for 2-qubit gate circuits at level 3, the operation count is also around 5%pt
lower than the baseline, even though the depth is higher than the baseline.

Trade-off Analysis The "depth-operation" trade-off is less favorable for multi-qubit
gate circuits. Optimization level 3 is suboptimal in almost all cases, since the depth
increases slightly, while the operation count increases by around 60% at the same time.
Optimization level 1 has a trade-off ratio of around 12.5/1 for 2-qubit gate circuits,
and 25/1 for 3-qubit gate circuits. Meaning x/y corresponds to a x% increase in total
operations, and a y% decrease in depth

4.4.3 Runtime Performance
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Figure 4.6: Percentage change in transpilation time when using the branch expansion
plugin for circuits with 2- and 3-qubit gates across optimization levels.

Multi-qubit gate circuits introduce additional computational complexity, as the expan-
sion must now evaluate cross-wire conditions. This leads to the time increase for levels
1 and 3 being around 10%pt higher than for the single-qubit gate circuits.

Practical Considerations While it is not practical at optimization level 3, there is some
advantage to be gained at optimization level 1, as the pass decreases circuit depth by
2-4%. However, the transpilation time increases by around 130%, but seems stable
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there. So in practice, it might be a trade-off between lower operational complexity on
quantum hardware and spending more time beforehand on transpilation with classical
hardware.

4.4.4 Summary: Multi-Qubit Results

Metric Level 0 Level 1 Level 3
Avg. Depth Change 0.18% -2.72% 0.78%

Avg. Operations Change 51.87% 44.76% 50.37%
Avg. Time Overhead 193.15% 98.29% 70.19%

Table 4.7: Multi-Qubit summary

Key findings for circuits with multi-qubit gates:

1. Depth reduction: At optimization level 3, the depth tends to increase in most
cases, but at level 1, the depth decreases for 3-qubit and 2-qubit gate circuits, at
around 2% and 4%, respectively, once the depth exceeds 25.

2. Total operations: The total operations count increases by 45-60% for levels 1 and
3 once the original depth exceeds 40.

3. Runtime: Transpilation time overhead stabilizes at around 130% and 80% for
optimization levels 1 and 3 once the original depth exceeds 40.

4.5 Comparative Analysis

This section synthesizes the experimental results from single-qubit and multi-qubit
gate circuits, examining patterns and quantifying the trade-offs inherent to the branch
expansion pass.

4.5.1 Single-Qubit vs. Multi-Qubit Behavior
The comparison of Figure 4.8 reveals:

¢ Single-qubit gate circuits benefit significantly more from expansion in terms of
circuit depth. They achieved a 21.60% reduction in depth, whereas multi-qubit
gate circuits actually saw a slight increase in depth of 0.78%.
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Metric Single-Qubit | Multi-Qubit | Difference
(Level 3) (Level 3)

Avg. Depth Change -21.60% 0.78% 22.38%pt

Avg. Operations Change | 24.11% 50.37% 26.26%pt

Avg. Time Overhead 63.48% 70.19% 6.71%pt

Table 4.8: Single-Qubit vs. Multi-Qubit summary

¢ Multi-qubit gate circuits experience a much higher cost in total operations count,
with an average increase of 50.37% compared to only 24.11% for single-qubit
gate circuits; this comes out to a difference of 26.26 percentage points. The time
overhead is also higher for multi-qubit gate circuits (70.19%) than for single-qubit
gate circuits (63.48%), although this gap is narrower at 6.71 percentage points.

¢ For single-qubit gate circuits, the expansion pass has a positive effect overall. This
does not generally apply to multi-qubit gate circuits, as it can actually lead to a
worse outcome with a higher circuit depth.

4.5.2 Depth-Operation Trade-off

The central trade-off of the branch expansion plugin is the exchange of increased total
operation count for reduced circuit depth.

Trade-off Ratio The trade-off ratio R measures how much total operation increase
accompanies each unit of depth reduction:

_ AOperations%
"~ ADepth%

Where a depth reduction and an operation increase yield a negative ratio. A negative
ratio closer to zero indicates a more favorable trade-off.

Configuration Trade-off Ratio Interpretation
Single-Qubit, Level 1 -0.89 Very favorable
Single-Qubit, Level 3 -1,12 Favorable
Multi-Qubit, Level 1 -16.46 Moderately favorable
Multi-Qubit, Level 3 64.58 Very unfavorable

Table 4.9: Trade-off ratio
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Break-Even Analysis Depth reduction is valuable because:
¢ Shorter circuits experience less decoherence on real hardware [19] [20]
* Reduced path length enables faster execution
* Fewer time steps reduce error accumulation

In theory, total operation increase is less detrimental, since the additionally generated
operations never get executed at the same time, since they lie on a separate path
through control-flow operations. There might still be other downsides to running
these bigger circuits on real hardware, but we will not go deeper into that topic in
this thesis. Therefore, both single-qubit scenarios seem beneficial, while multi-qubit
scenarios at optimization level 1 might be beneficial only in some cases. At level 3 and
with multi-qubit gate circuits, it is wholly disadvantageous.

4.5.3 Optimization Level Sensitivity

The tested optimization levels reveal the dependency on subsequent passes:

Level 0: Expansion only The raw effect of expansion is visible:
¢ Depth stays the same, as duplicated gates are on different execution paths
¢ Total operation count always increases (duplication without cancellations)

¢ Time overhead is logically very large in comparison to baseline

Level 1: Light Optimization With basic optimizations:
¢ Gate cancellations and other optimizations start to occur
¢ Circuit depth decreases

* Operation increase is partially offset by cancellations

Level 3: Heavy Optimization With all optimizations:
¢ Certain optimization passes don’t function properly anymore
* Depth reduction is worse than at level 1

¢ Total operation count is worse than at level 1
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4.5.4 Key Findings
1. Single-qubit gate circuits lend themselves better to expansion.
2. The optimization level is critical, since the pass alone does not improve the circuit.
3. The trade-off is generally most favorable at level 1, not at level 3.

4. The scaling with circuit depth is always very similar with plateaus after reaching
an original circuit depth of 60 at the latest.

5. Runtime overhead is high but manageable.

4.6 Correctness Verification

The expansion pass must preserve the semantic equivalence of the circuit, meaning
the expanded circuit must produce identical outputs as the original for all inputs.
Verifying equivalence for circuits with MCMs and classical control flow requires careful
consideration. Standard unitary comparison is insufficient because:

1. Mid-circuit measurements collapse the quantum state, making the circuit non-
unitary

2. Classical conditionals create probabilistic branching that depends on measure-
ment outcomes

3. Mixed states arise from the measurement-induced decoherence

Density Matrix Simulation The verification uses Qiskit Aer’s density-matrix simula-
tor, which can handle mixed quantum-classical dynamics [21]. The density matrix is
used to calculate probabilities of measurement outcomes. Two circuits are equivalent if
they produce the same final density matrix for any input state.

Verification Procedure First, we prepare two copies of the original circuit, and we
transpile one with and one without branch expansion enabled. Then we append the
current quantum state as a density matrix to the end of both circuits and simulate
both using the AerSimulator with its ’density_matrix’ parameter. In the end, we
compare both outputs and check if the density matrices are approximately equal.
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Tolerance Threshold Floating-point arithmetic introduces minor numerical differ-
ences, but these start to add up when circuits get larger. Therefore, the comparison uses
numpy.allclose with a tolerance. This accommodates accumulated numerical errors
while still detecting meaningful semantic differences. With large circuits, it becomes
tough to guarantee equivalence because the accumulated numerical difference becomes
so big that it is hard to differentiate between a semantic difference in circuit structure
and a floating-point error. This might lead to the tolerance masking minor semantic
differences.

4.7 Discussion

This section synthesizes the experimental findings, situates them within the broader
landscape of quantum circuit optimization, and addresses the practical implications
and limitations of the branch-expansion approach.

4.7.1 Key Findings

The evaluation reveals several significant insights about branch expansion as an opti-
mization strategy:

Branch Expansion is Enabling Optimization The most important observation is
that branch expansion by itself does not improve circuit metrics and often worsens
them. The value of the transformation lies in enabling subsequent optimization passes
to now access and optimize operations that were previously hidden by conditional
blocks. The stark contrast between the optimization levels demonstrates this. At level 0,
metrics typically worsen, but at higher levels, metrics can improve significantly. This
means that branch expansion should never be used in isolation, as it is a preparatory
transformation that creates optimization opportunities for later passes.

Single-Qubit gate Circuits benefit more than Multi-Qubit gate Circuits The simpler
landscape of single-qubit gate circuits leads to better results, since they don’t allow
cross-wire cases, and gate cancellation patterns are more common. Multi-qubit gate
circuits face the challenge of cross-wire operations, which trigger wire widening and
increase conditional complexity. This entanglement structure reduces the frequency of
gate cancellations.

The Trade-off is Context-Dependent Whether branch expansion is beneficial depends
on multiple factors, such as the optimization level, operand size, and circuit depth.
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No single configuration is universally optimal, and users must consider their specific
circuit characteristics. In the future, an intelligent system could possibly predict
the expansion benefit based on circuit features, automating the selection of optimal
expansion parameters.

Correctness is Preserved As far as it can be meaningfully judged, all tested circuits
maintained semantic equivalence after the transformation. This validates the algo-
rithm’s design: measurement-dependency detection prevents illegal expansion, and
qubit/classical bit mapping preserves the semantics of operations.

4.7.2 Limitations

The evaluation has limitations that constrain the generalization of the findings:

Random Circuit Limitations Randomly generated circuits often fail to represent
real-world quantum algorithms because they lack a purposeful architecture, may use
atypical gate distributions, and employ arbitrary conditional placements.

Fixed Qubit Count All experiments used 3-qubit circuits, and scaling to larger qubit
counts could reveal different patterns and scaling effects.

Metrics not Captured Several metrics related to real quantum hardware fall beyond
the scope of this thesis evaluation. E.g., noise resilience, memory usage, and backend-
specific effects.

Pass Configuration The benchmark uses default parameters (all expansion modes
enabled). The six boolean parameters create 2° = 64 possible configurations, most of
which remain unexplored. Certain configurations might outperform the default for
specific circuit types.

Tolerance in Equivalence Check The current absolute tolerance of 10~! in density
matrix comparison is relatively permissive. While no failures were observed, subtle
semantic differences below this threshold would go undetected. A tolerance of 107°,
or even stricter, might reveal edge cases, but it is also problematic when checking the
equivalence of large circuits, since it can easily lead to false negatives.
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This thesis presented the design, implementation, and evaluation of a branch-expansion
optimization for dynamic quantum circuits, implemented as a Qiskit transpiler plugin.
The work addresses the fundamental challenge in compiling dynamic circuits, that
optimization passes cannot see across conditional boundaries, leaving operations inside
IfElseOp blocks isolated from further optimization opportunities.

The proposed solution is a two-pass algorithm that identifies operations before and
after conditionals, duplicates them into both branches, and optionally widens the
conditional to include additional qubits. The algorithm correctly handles measurement
dependencies, respects barrier boundaries, and preserves semantic equivalence, as
verified through density-matrix simulations across thousands of test circuits.

The evaluation revealed that branch expansion is best understood as an enabling
transformation rather than a direct optimization. At optimization level 0, the transfor-
mation typically worsens circuit metrics due to gate duplication without subsequent
cancellations. However, when combined with Qiskit’s higher optimization levels, the
expanded structure exposes new optimization opportunities that can yield meaningful
depth reductions. Circuits limited to single-qubit gates exhibited the most favorable
characteristics. The central trade-off of branch expansion, reduced depth at the cost
of an increased total gate count, is context dependent, and no single configuration is
universally optimal. The benefit primarily depends on circuit structure, but also on
optimization level.

Several limitations constrain the generalizability of these findings. The evaluation used
randomly generated circuits of fixed 3-qubit size, which may not reflect the structure
of real quantum circuits. Furthermore, hardware execution effects were not measured.
Future work could address these gaps through evaluation on algorithmic benchmarks,
scaling studies to larger qubit counts, and real hardware experiments.

In conclusion, branch expansion is a valuable tool for optimizing dynamic quantum
circuits when used in conjunction with higher optimization levels, for circuits where
depth reduction is critical, and with awareness of the inherent trade-offs.
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Abbreviations

MCM Mid-Circuit Measurements
FTQC Fault-tolerant Quantum Computing
DAG Directed Acyclic Graph

NISQ Noisy Intermediate-Scale Quantum
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