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Abstract
Hybrid quantum algorithms are imperative to Quantum computing as they leverage the strengths
of both quantum and classical computing. That being said, existing compilers typically exe-
cute quantum circuits in full even when only a subset of measurement outcomes are used by
subsequent classical computations. This approach leads to superfluous gate operations and
suboptimal use of resources. This work implements Dead Gate Elimination (DGE), a circuit
optimization method that leverages classical context information to detect and discard quan-
tum gates whose influence is confined to measurement outcomes that do not contribute to the
final result. Based on the framework introduced by Chen et al. in "Dead Gate Elimination", We
implement DGE as a custom transpiler pass in the Qiskit compilation pipeline, using backward
relevance analysis over the circuit’s dependency graph (DAG). The pass is integrated at the log-
ical optimization stage and evaluated on representative hybrid workloads, including variational
and phase estimation circuits. The obtained results show that Dead Gate Elimination yields
meaningful reductions in gate count and circuit depth beyond standard compiler optimizations,
confirming its practical value for hybrid quantum–classical workflows.
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Zusammenfassung
Hybride Quantenalgorithmen sind für das Quantencomputing unverzichtbar, da sie die Stärken
sowohl des Quantencomputings als auch des klassischen Computings nutzen. Allerdings führen
bestehende Compiler in der Regel Quanten-Schaltkreise vollständig aus, selbst wenn nur ein Teil
der Messergebnisse für nachfolgende klassische Berechnungen verwendet wird. Dieser Ansatz
führt zu überflüssigen Gate-Operationen und einer suboptimalen Nutzung der Ressourcen.
Diese Arbeit implementiert Dead Gate Elimination (DGE), eine Schaltungsoptimierungsmeth-
ode, die klassische Kontextinformationen nutzt, um Quanten-Gates zu erkennen und zu verw-
erfen, deren Einfluss sich auf Messergebnisse beschränkt, die nicht zum Endergebnis beitragen.
Basierend auf dem von Chen et al. in „Dead Gate Elimination” vorgestellten Framework imple-
mentieren wir DGE als benutzerdefinierten Transpiler-Durchlauf in der Qiskit-Kompilierungs-
pipeline unter Verwendung einer Rückwärtsrelevanzanalyse über den Abhängigkeitsgraphen
(DAG) der Schaltung. Der Durchlauf wird in die logische Optimierungsphase integriert und
anhand repräsentativer hybrider Workloads, einschließlich Variations- und Phasenschätzungss-
chaltungen, evaluiert. Die erzielten Ergebnisse zeigen, dass die Dead Gate Elimination über die
Standard-Compiler-Optimierungen hinaus zu einer bedeutenden Reduzierung der Gate-Anzahl
und der Schaltungstiefe führt, was ihren praktischen Wert für hybride quanten-klassische Work-
flows bestätigt.
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1 Introduction
Quantum computing is becoming a highly significant research field, offering the potential for
exponential performance gains in solving various types of problems [1]. Present day quantum
hardware faces multiple challenges that limit its implementation opportunities [2]. These chal-
lenges include short coherence times, which refers to the amount of time before the quantum
state of a qubit collapses and it is no longer able to perform quantum operations. Short coher-
ence time can lead to increased errors and is heavily influenced by the complexity of quantum
circuits, where greater complexity leads to a higher chance of decoherence [3]. Hardware is also
limited by qubit count, with the largest quantum computer, from Atom Computing, currently
capable of using 1180 qubits [4]. The more qubits, the more complex the circuit, the more
time and resources required to run them. Considering that the simulation of many real world
problems would require vast amounts of qubits, quantum computing cannot currently be used
to its full potential. The optimization of quantum circuits has therefore become a central area
of interest, and to address current limitations, researchers are increasingly combining quantum
and classical computing in order to exploit their complementary advantages [5, 6, 1]. One way
of achieving this is through the use of Hybrid programs [7, 8].

Hybrid quantum-classical algorithms pair shallow, hardware-efficient quantum circuits with
classical optimization to tackle sub problems that benefit from quantum speed up while keeping
the overall workload on conventional processors [6]. Nevertheless, hybrid algorithms do come
with their own set of limitations [9], most notable, performing unnecessary operations on qubits
whose final states are irrelevant.

Dead Gate Elimination (DGE), introduced by Chen et al. [5], addresses this inefficiency
by exploiting the semantics of hybrid programs. Rather than preserving the full joint output
distribution, DGE seeks to preserve only the marginal distribution on a designated subset of
valid output qubits. Under this notion of equivalence, entire subcircuits acting exclusively on
dead qubits can be removed without altering the observable behaviour of the hybrid program.
Chen et al. introduce a formal framework for identifying such dead gates and establish its
correctness within a restricted circuit model.

While the theoretical foundations of Dead Gate Elimination and its potential have been
established, the integration of DGE into a production quantum compiler and its interaction
with existing optimization pipelines has remained largely unexplored. This work builds on the
DGE framework by implementing it as a custom transpiler pass within the Qiskit compila-
tion framework. The implementation translates the DGE algorithm into a Directed Acyclic
Graph(DAG) based rewriting pass, enforcing a conservative circuit model required for sound-
ness, and integrating DGE into Qiskit’s standard optimization flow through the use of a ded-
icated PassManager. The resulting system is evaluated on both structured benchmarks, in-
cluding VQE and QPE style circuits, and large families of randomly generated hybrid circuits.
Performance is assessed in terms of gate-count reduction and compilation runtime.

In order to understand the conducted experiments Chapter 2 of this paper will detail back-
ground information, covering the basics of Hybrid Algorithms, quantum optimization and the
Qiskit framework. Subsequently, Chapter 3 outlines notable related works, reiterating impor-
tant concepts of the Dead Gate Elimination framework proposed by Chen et al, including,
circuit equivalence and the DGE algorithm. Chapter 4 lays out an in depth overview of the
methodology used to carry out the required experiments. This includes circuit assumptions, al-
gorithmic details, and integration into the transpiler pipeline, along with the particular bench-
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marks used to measure the success of the study. The experimental results are reviewed in
Chapter 5 which presents the collected data and offers a comprehensive analysis and interpre-
tation of the findings. Penultimately, Chapter 6 considers the constraints faced throughout the
research as well as proposes potential avenues for future work. Finally, Chapter 7 concludes
this work.
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2 Background
This section provides the necessary background information on Hybrid Quantum-Classical Al-
gorithms and their necessity. Subsection 2.1.1 introduces Variational Quantum Algorithms,
their components and their integration into the Qiskit toolchain. Similarly, subsection 2.1.2
explains Quantum Phase Estimation. Following that, Section 2.2 introduces the Qiskit Frame-
work and Subsections 2.2.1 and 2.2.2 elaborate on Circuit Representation and Transpiler Passes
respectively.

2.1 Hybrid Quantum-Classical Algorithms
Hybrid Algorithms combine both classical and quantum computing in order to leverage the
strengths of both computing models. Classical computers on their own face difficulties pertain-
ing to performance and scalability when faced with an exponentially growing number of states,
while quantum computers are still too underdeveloped to efficiently process large amounts of
data. By combining both models, quantum suited tasks such as entanglement and superpo-
sition can be assigned to the quantum part, while classical tasks such as data management
and optimization can be applied to the classical part. Thus, it becomes possible to create an
algorithm that is able to process large amounts of data efficiently and effectively [8].

2.1.1 Variational Quantum Algorithms
In order to understand some of the experimental results of this work, it is important understand
a specific Hybrid Algorithm, the variational quantum eigensolver (VQE). VQE is a fundamental
algorithm in Quantum computing, and while it may not be the most powerful, it has a powerful
foundation. It has also served in paving the way for many more advanced algorithms, such as
Adaptive VQE. VQE leverages hybrid computation in order to calculate the eigenvalues of a
Hamiltonian, otherwise known as the ground state energy of a quantum system [10]. This
algorithm is well liked because it is fairly simple to understand as the tasks of both the classical
and quantum components are evident.

VQE is composed of four main components,

1. The first being the Operator, which describes the property of the system you would like
to optimize and is often a Hamiltonian, denoted as H.

2. Next one needs to consider the Ansatz, meaning "Approach", a parametrized quantum
circuit that prepares a quantum state approximating the eigenvector you wish to find
[11]. Considering the wealth of Ansatz’s to choose from, selecting an appropriate one is
essential for arriving at the final solution you aim to obtain.

3. The third component is the Estimator, this is a means by which to estimate the expecta-
tion value of the Hamiltonian terms over the current variational quantum state. Often,
this expectation value, otherwise known as the cost function (2.1), is sufficient.

E(θ) = ⟨ψ(θ) |H |ψ(θ)⟩. (2.1)

However, cases arise where more complicated functions are required.
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4. The final component, the Classical Optimizer, is an algorithm that varies the parameters
in order to minimize the cost function and is purely a classical computing procedure [12].

Overall, in each iteration of the VQE algorithm, the Ansatz is executed, and the measure-
ments performed on all output qubits are scheduled to the optimizer. The optimizer uses these
to calculate the expectation values of Hamiltonian terms, which are in turn used to update
parameters in the Ansatz [5].

VQE is already integrated into toolchains such as Qiskit, which speaks to its wide range
of applications. This allows it to be utilized as a black-box subroutine, making it widely
available [13]. While this enables domain experts to more readily employ quantum computers,
it simultaneously creates the possibility of mismatches between quantum circuits and classical
computational workflows, especially given the current abundance of Ansätze with differing
emphases and the expectation that many additional variants will be proposed in the future.
[14, 15]

2.1.2 Quantum Phase Estimation
Quantum Phase Estimation is a highly regarded quantum algorithm with notable applications
within Shor’s algorithm, Hamiltonian Simulation and many more [16, 17]. It is named as one of
the most powerful quantum subroutines, even though it is still largely theoretical. Its current
practical relevance is limited, largely due to the fact that present day quantum hardware is
generally unable to execute the deep circuits required for its implementation.

The algorithm, as the name suggests, is used to estimate the phase associated with an
eigenvalue of a unitary operator acting on a quantum state through the use of two quantum
registers. The first of these register is used as so called "Counting bits", which can be either
added or removed in order to tune the accuracy of the estimation. The second register encodes
the quantum state whose phase one aims to determine [18, 16, 19]. Provided that the second
register is prepared in, or very nearly in, an eigenstate of the unitary operator, measuring
the counting register yields a binary estimate of the associated phase, from which the eigen-
value can be determined [16]. This is important as many quantum algorithms reduce difficult
computational or physical problems to finding eigenvalues of operators.

2.2 Qiskit Framework
Qiskit is framework that caters to quantum research and development by providing researchers
with the tools required to build, optimize, execute and visualize quantum circuits. For an in
depth look at the Qiskit framework, please visit [20].

Since the focus of this work lies on compiler level circuit optimization rather than on the full
Qiskit software stack, only those components that are essential for the proposed implementation
are discussed. Specifically, subsections 2.2.1 and 2.2.2 outline Qiskit’s circuit representation,
the DAGCircuit model used by the transpiler, and the structure of the existing compilation
pipeline.

2.2.1 Circuit Representation and DAGCircuit
Qiskit represents quantum programs using the QuantumCircuit class, which provides high-
level descriptions of quantum operations, qubits and classical registers. This representation is
primarily intended for circuit creation and visualization [21]. However, QuantumCircuit can
also be used for algorithm specification, even though it is not well suited to compiler analyses
that need explicit access to information about gate dependencies and their execution order.
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For this reason, Qiskit internally transforms circuits into alternative representations during
compilation, which are better adapted to program analysis and transformation.

To enable these compiler level transformations, Qiskit converts quantum circuits into an
intermediate directed acyclic graph (DAG) representation known as a DAG Circuit. In this
model, nodes represent quantum operations or gates while edges correspond to the flow of data,
such as qubits or classical bits, between them [22, 23]. The DAG structure not only the makes
the succession of operations and flow of information more explicit, but also the relationships
between gates, allowing compiler passes to traverse the circuit both forwards and backwards
[23]. This representation is particularly well suited for the backward relevance analysis required
for Dead Gate Elimination, as it allows for the identification of gates that can influence specific
measurement outcomes.

2.2.2 Transpiler Passes and PassManager
The Qiskit transpiler offers a set of passes that apply established translation and optimization
methods, built onto the flexible framework for defining, combining, and executing pipelines
of quantum circuit transformations. A transpiler pipeline is represented by a PassManager
object, whose PassManager.run() method accepts a QuantumCircuit, transforms it into a
DAGCircuit, applies a series of passes to this intermediate representation, and ultimately out-
puts a QuantumCircuit again [24, 25]. This process is organized as a sequence of transformation
and analysis passes, which collectively perform tasks such as gate optimization, qubit mapping,
routing under connectivity constraints, and basis gate translation. The standard compilation
flow can be seen in Figure 2.1 [26]. Understanding the structure of the transpiler pipeline is
essential for integrating custom compiler passes, as it determines where semantic optimiza-
tions, such as Dead Gate Elimination, can be applied most effectively without interfering with
hardware-specific compilation stages.

Figure 2.1: Quantum circuit rewriting pipeline showing successive compilation passes from the
input circuit to the output circuit.
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3 Related Work
This work is grounded in the theoretical framework introduced by Chen et al in "Dead Gate
Elimination" [5]. Accordingly, all references to Dead Gates, dead-qubits and valid-qubits follow
the definitions and assumptions established in that work, and no other alternative interpreta-
tions are introduced unless explicitly stated otherwise.

3.1 Motivation for Dead Gate Elimination
Circuit optimization is an integral cog in the machine of quantum computer research, and the
Dead Gate Elimination paper by Chen et al is no different. This is a work which proposes a
"novel circuit optimization technique that identifies and removes dead gates" [5] in order to re-
duce the inefficient use of resources that occurs when quantum circuits are executed in full even
when only a subset of measurement outcomes are used by subsequent classical computations.
The authors note that many algorithms such as VQE and QPE contain "non-contributory"
measurement results that are then disregarded after the quantum step. Currently available op-
timization tools such as partial equivalence checking or QuTrace do not seem to catch these sys-
tematic reduction opportunities. By formally defining ’dead-qubits’ and ’dead gates’ the work
aims to prove that the removal of said dead gates does not change the probability distribution of
the non dead (Valid) outcomes, it aims to provide a dynamic circuit optimization technique that
removes unnecessary gates, reduces circuit depth, and improves overall algorithm efficiency. A
particularly relevant area of application for this approach is noisy intermediate-scale quantum
(NISQ) hardware where every gate contributes to error accumulation. [5, 6, 27]

3.2 Definitions: dead-qubits, valid-qubits, and Dead Gates
The definitions of dead-qubits, valid-qubits, and Dead Gates introduced by Chen et al. [5] are
likewise adopted in this work.

Dead Gate Elimination is a circuit level optimization that removes quantum gates whose
execution does not affect the observable output distribution of interest. In this work, we
formalize DGE with respect to a designated subset of output qubits, referred to as valid-qubits,
and define a correctness criterion based on preservation of their measurement statistics.

Consider a quantum circuit acting on n qubits and measured in the computational basis at
the end of execution. Let

V ⊆ {0, 1, . . . , n− 1} (3.1)
denote the set of valid-qubits, i.e., qubits whose measurement outcomes are semantically

meaningful for the computation. The complementary set

D = {0, 1, . . . , n− 1} \ V (3.2)

is referred to as the set of dead-qubits. Measurement outcomes on dead-qubits are ignored.
The objective of DGE is to transform an input circuit C into an optimized circuit C ′ such

that the marginal probability distribution on valid-qubits is preserved:

∀xV ∈ {0, 1}|V | : Pr
C

(xV ) = Pr
C′

(xV ). (3.3)
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The distribution over dead bits is unconstrained. Under this criterion, gates acting exclusively
on dead-qubits may be removed provided they do not influence valid-qubits through entangle-
ment or control flow.

3.3 Circuit Equivalence Under Dead Gate Elimination
To understand the correctness of Dead Gate Elimination, it is first necessary to clarify the
notion of circuit equivalence on which the method is based. In this context, two quantum
circuits are considered equivalent if they induce the same probability distribution over the valid
measurement outcomes, this refers to the measurement results that are used as input by the
classical host program. Measurement outcomes that are discarded or otherwise ignored by the
classical computation are explicitly excluded from this equivalence relation.

This definition of equivalence is formalized by Chen et al. in "Definition 5" and extended in
"Definition 7" to account for cases where the removal of gates may alter the dead or valid status
of qubits. This equivalence relation forms the semantic foundation of Dead Gate Elimination
and any gate satisfying the conditions expressed in Theorems 1–3 may be removed without
altering the probability distribution of the valid measurement outcomes [5].

To illustrate circuit equivalence under Dead Gate Elimination, consider the three-qubit
circuit shown in Figure 3.1. The circuit produces measurement outcomes o0, o1, and o2, but
only o1 is used by the classical host program. Consequently, qubits q0 and q2 are dead, while
q1 is a valid qubit.

The gates Rz(θ) acting on q0 and the X gate acting on q2 influence only dead-qubits and
do not lie on any dependency path leading to the measurement of q1. Removing these gates
produces the simplified circuit shown in Figure 3.2. Since the probability distribution over the
valid measurement outcome o1 is identical for both circuits, they are equivalent under Dead
Gate Elimination.

q0 Rz(θ)

q1 H

q2 X

Figure 3.1: Original circuit: Only the measurement outcome of q1 is used by the classical post-
processing stage.

q1 H

Figure 3.2: Simplified circuit after Dead Gate Elimination: The probability distribution of the
valid measurement outcome is preserved.

3.4 The Dead Gate Elimination Algorithm
By exploiting the classical-host context, DGE is shown to achieve non-trivial gate count reduc-
tions on benchmarks such as VQE, QPE, and random Clifford + T circuits while preserving
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the semantics of the hybrid program. The proposed DGE algorithm, "Algorithm 1" shown in
Figure 3.3 [5] is an accumulation of the central insight of this paper, that is that not all gates
in a quantum circuit influence the final measurement outcomes.

Figure 3.3: Pseudo code of Algorithm 1 as proposed in Chen et al.

The algorithm identifies that if a gate only acts on dead-qubits, then those gates can be
safely removed without affecting the observable behaviour of the circuit as a whole. However,
whether a gate is dead or not may depend on later gates as well. Therefore, the proposed
algorithm proceeds iteratively, removing dead gates until no further removals are possible and
a fixed point has been reached.

At each iteration, the algorithm computes the frontier of the current circuit. The frontier
consists of all the gates that are executable next in the circuit DAG and its inclusion in the
algorithm ensures that each iteration is kept efficient as deadness can be decided locally for
frontier gates as their future influence is already known, avoiding global recomputation. Each
gate in the frontier is tested against the three dead gate theorems previously mentioned. If any
theorem applies, the gate is guaranteed to have no effect on the output distribution of valid-
qubits, and can therefore be justifiably removed. Consequent to the removal of a gate, the
circuit changes, and thus the frontier may change and new gates may become dead. Therefore
another iteration is forced.

At the beginning of each new iteration, the algorithm assumes it has reached a fixed point,
however, this is invalidated if any further gates are removed. The loop ends when no further
dead gates are found in the frontier or when the circuit becomes empty. At this point, the
circuit has reached a fixed point and removing any further gates would violate correctness.
The result is an optimized circuit that is equivalent to the original circuit with respect to the
semantics of the surrounding hybrid program.
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4 Methodology
This chapter presents an implementation of Dead Gate Elimination as a custom optimization
pass within the Qiskit transpiler framework. The implementation is directly informed by the
theoretical results of Chen et al. [5] and aims to translate the proposed dead gate removal
algorithm into a practical compilation pass suitable for integration into existing quantum com-
pilation pipelines. Rather than introducing new theoretical constructs, this work focuses on
realizing the original DGE method under a restricted but realistic circuit model, and conducting
a systematic experimental evaluation on variational algorithms (VQE), quantum phase estima-
tion (QPE) and large families of randomly generated hybrid circuits. The full sourcode for this
work is available at https://github.com/i2-tum/qiskit-pass-dead-gate-elimination

At a high level, the implemented DGE pass performs a backward relevance analysis on the
directed acyclic graph (DAG) representation of a quantum circuit in order to identify gates
that cannot influence the measurement outcomes of a designated set of valid-qubits. Gates
identified as dead according to the criteria established by Chen et al. are iteratively removed
until a fixed point is reached. The implementation enforces conservative correctness guaranteed
by restricting attention to purely unitary circuits with terminal measurement, allowing gate
relevance to be determined solely through dependency analysis on the circuit DAG.

The remainder of this chapter details the concrete realization of DGE in this work. Section
4.1 specifies the circuit model and the assumptions required to ensure correctness. Section 4.2
details the hardware utilised and Section 4.3 describes the implemented algorithm, including
frontier computation, dead-gate predicates, and fixed-point iteration. The subsections 4.3.2
and 4.3.3 present the benchmark families and compilation pipeline used to assess the impact
of DGE on gate count and runtime.

4.1 Circuit Model and Assumptions
Dead Gate elimination is applied under a restricted circuit model that is explicitly enforced in
this implementation by the configuration flag strict=True. This flag guarantees that the input
circuit meets the semantic assumptions necessary for the correctness of the backward relevance
analysis employed by the DGE algorithm. Circuits are therefore assumed to be made up of
exclusively unitary quantum operations, followed by a terminal result, with no intermediate
resets.

The disallowed circuit features are defined below:

• Reset operations: Reset is a non-unitary operation that irreversibly discards quantum
information and may destroy entanglement. If a qubit is reset, gates preceding the reset
may influence the post reset state of the other qubits through prior entanglement [28, 29]
violating the DGE correctness condition.

• Mid-circuit measurements: Measurements are used to sample individual qubits by
collapsing the quantum state and introducing classical outcomes that may be used later
in the circuit [21, 30]. These measurements break the unitary evolution assumption and
create classical to quantum dependencies that cannot be captured by purely structural
analysis of the circuit DAG. These measurements would therefore render backward rele-
vance analysis invalid. [31, 32, 33].
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• Classically controlled gates: Classically controlled operations enable measurement
outcomes from dead-qubits to affect later quantum gates applied to valid-qubits. As a
result, there can be indirect pathways of influence from dead-qubits to valid-qubits that
circumvent the quantum dependency graph, which makes dead gate detection incomplete
or inaccurate.

By excluding these constructs, the circuit semantics remain fully unitary until the final mea-
surement layer. Under this constraint, any influence between qubits occurs solely via unitary
gates and is therefore fully represented in the circuit’s DAG. Traversing the DAG thus captures
all possible paths of influence from measured valid-qubits to preceding operations.

The strict=True configuration thus serves a dual purpose. It primarily enforces a circuit
model for which the DGE correctness guarantees hold, and it streamlines the implementation
by enabling influence propagation to be examined purely in terms of structural dependencies.

4.2 Hardware
All experiments in this work are carried out on the Linux Cluster at the Leibniz Supercomputing
Centre (LRZ), to which access was granted by the Technical University of Munich. The precise
cluster used was the cm4_std partition of the CM4 system, which is best utilised for compute
intensive batch workloads. Each node offers 112 physical CPU cores and approximately 488
GiB of memory [34]. Although two tasks were launched, one per node, only a single Python
process executed the benchmark driver [4.3.3]. The second task remained idle, simply to satisfy
the partition’s node allocation requirements. This configuration made it possible to run large-
scale transpilation experiments across thousands of benchmark circuits while ensuring that the
recorded runtimes were unaffected by resource contention.

4.3 DGE Algorithm
The implementation of the DGE closely follows the conceptual structure of "Algorithm 1",
explained earlier [5], while adapting it to Qiskit’s DAG-based compiler infrastructure and en-
forcing additional constraints required for correctness in a production compiler setting.

4.3.1 Dead-qubit initialization
The optimization operates on Qiskit’s DAGCircuit intermediate representation, which explicitly
encodes gate dependencies and enables localized reasoning about information flow through the
circuit. Each circuit is annotated with a set of contributing classical bits, corresponding to
valid-qubits, that define which measurement outcomes must be preserved. All other qubits are
treated as dead unless their state can influence a valid output through a sequence of quantum
operations. This is formalised in Equations 3.1, 3.2. Consequently, gates acting solely on qubits
of set D [3.2] are immediate candidates for elimination.

Frontier computation

The algorithm maintains a frontier set, representing gates that are currently the last along their
respective quantum wires. More precisely, a gate is part of the frontier if none of its successor
nodes in the DAG represent additional quantum operations.

Operationally, the DAG circuit is traversed in reverse topological order and at each gate,
the frontier is updated according to the gate’s ability to propagate quantum information. The
frontier thus marks the current boundary of quantum influence, and gates within this set
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cannot influence later quantum operations. Consequently their relevance to valid-qubits can
be determined locally and all gates only acted on by dead-qubits can be removed. Upon this
removal of dead gates, the DAG is updated and the frontier is recomputed, allowing the analysis
to propagate backwards through the circuit until a fixed point is reached.

Dead-gate predicate

After the frontier calculation, each gate in the frontier is tested against three removal conditions
derived by Chen et al. [5]. Given a current dead-qubit set D [3.2], a gate g is classified as dead
if:

1. Single-qubit gates: g is a single-qubit gate acting on qubit q and q ∈ D

2. Controlled Single-qubit gates (e.g., CX, CZ): for C(V ) operations, the controlled
versions of a single–qubit unitary V , the target qubit lies in D, regardless of the control
qubit’s status.

3. SWAP gates: at least one operand lies in D. When exactly one operand is dead, removal
requires updating the dead set,

D ← (D \ {q1}) ∪ {q2}, (4.1)

in order to preserve logical equivalence.

Removing gates may reduce connectivity and render earlier gates dead. Therefore, the
algorithm iterates backward traversal and dead gate identification and elimination until no
further gates can be removed.

4.3.2 Benchmark Circuits
VQE and QPE Benchmarks

In addition to synthetic random circuits, two structured hybrid algorithms are used, the Varia-
tional Quantum Eigensolver (VQE) and Quantum Phase Estimation (QPE). For VQE, widths
n ∈ {8, 12, 16} and ansatz depths L ∈ {2, 4} are used. For QPE, phase estimation register
sizes m ∈ {4, 6, 8, 10} are considered, resulting in circuits of width m + 1. These benchmarks
model realistic workloads in which only a subset of measured qubits contribute to classical post
processing.

Random circuit generation

Random benchmark circuits are generated using a Clifford+T-like gate set:

Single-qubit gates: {H,X, Y, Z, S, T},
Two-qubit gates: {CX,CZ}.

For a circuit of width n, the total number of gates is fixed to 100n with 10% set as single-
qubit gates and the remaining 90% set as two-qubit gates. Gate targets are selected uniformly
at random and all qubits are measured at the end of the circuit.

Additionally for each width n, the following dead-qubit settings include Fixed dead counts
d = 1, 2, 3 and Proportional dead counts d = 10%, 20% with a valid sets deterministically
chosen as

V = {0, 1, . . . , n− d− 1}. (4.2)
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4.3.3 Integration into the Qiskit Compilation Pipeline
The central experimental objective of this work is to integrate DGE into the Qiskit’s compilation
pipeline by utilizing a custom PassManager [26, 25, 24] and evaluating its performance. Each
benchmark circuit is processed through a three stage pipeline as shown in Figure 4.1.

Figure 4.1: Integration of the Dead Gate Elimination (DGE) pass into the Qiskit transpilation
pipeline

First the input circuits is transpiled using Qiskit’s standard optimization pipeline, at opti-
mization level 3, applying aggressive global rewriting passes such as gate cancellation, commu-
tation analysis, layout synthesis, and unitary resynthesis [35, 36, 37]. This ensures all trivial
redundancies are removed before executing the DGE.

Second, the subset of valid outputs is defined, q1 and q2 in Figure 4.1, and the custom DGE
pass is applied to resulting DAGCircuit. Having already undergone the conventional compiler
optimization, the effect of DGE is isolated and can be evaluated relative to a strong baseline.

Finally, a lightweight cleanup transpilation at optimization level 1 eliminates the local ar-
tifacts that arise from gate deletion. The end result is thus the final optimized circuit seen in
Figure 4.1, preserving only the marginal distribution on the designated subset of valid output
qubits.

By design, the DGE pass does not rely on numerical simulation, symbolic state analysis,
or any backbend dependent assumptions. All elimination decisions are inferred purely from
structural analysis of the DAG circuit and the given set of valid output qubits.
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Benchmark Execution Driver and Random Circuit Generation

A centralized benchmark driver constructs circuits, invokes the compilation pipeline, and aggre-
gates results across repetitions. The experiment is structured into hybrid programs where for
each width w and dead-qubit configuration, 20 hybrid programs are generated, each comprising
60 randomly instantiated circuit blocks, yielding 1200 random circuits per setting.

Each circuit instance is assigned a deterministic random seed derived from the tuple (n, s, p, b),
where s indexes the dead-qubit setting, p the hybrid program identifier, and b the block within
the program, ensuring full reproducibility.

All circuits are compiled using the pipeline described above [4.3.3], and results are averaged
over all repetitions, enabling stable estimation of gate count reduction and runtime.
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5 Experimental Results
This chapter presents the insights and collected data obtained from executing the method
detailed in Chapter 4. Section 5.1 showcases the results obtained from the VQE and QPE type
circuits, followed by Section 5.2 and 5.2.1 which detail the gate count reduction and runtime
for the randomly generated benchmark circuits.

5.1 VQE and QPE
Figure 5.1 shows the impact of DGE on structured algorithmic benchmarks drawn from the
variational quantum eigensolver (VQE) and quantum phase estimation (QPE) families.

For VQE-style circuits, the number of removed gates increases with both circuit width and
ansatz depth. This reflects the layered structure of variational Ansätze, in which entangling
blocks and single-qubit rotations are often applied uniformly across the register. As the number
of qubits grows, additional wires that do not contribute to the measured objective function
generate increasingly large dead subcircuits, which are subsequently eliminated by the DGE
pass.

In contrast, QPE benchmarks exhibit a comparatively small and nearly constant number of
eliminated gates across all evaluated sizes. This behaviour is consistent with the algorithmic
structure of QPE, in which most qubits participate either directly in phase kickback operations
or in the inverse quantum Fourier transform preceding measurement. As a result, only a
limited number of wires remain isolated from the valid subsystem, and the scope for dead gate
elimination is correspondingly restricted.

Figure 5.1: Total gate counts before and after applying the Dead Gate Elimination (DGE) pass
for VQE- and QPE-style benchmark circuits of increasing width.
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5.2 Random Benchmark Circuits
The random circuit experiments reveal two qualitatively different scaling regimes depending on
how the number of dead-qubits is chosen, as shown graphically in Figure 5.2.

Figure 5.2 reports the average number of removed gates per circuit width for the randomly
generated hybrid benchmarks. All circuits were first optimized using Qiskit’s standard transpi-
lation pipeline prior to the application of the DGE pass as described in Subsection 4.3.3.

Across all evaluated settings, the proposed implementation consistently removes a non-
trivial number of gates, despite operating on circuits that have already undergone aggressive
compiler optimization. This confirms that dead-gate elimination identifies structural redun-
dancies that are not captured by existing synthesis and rewriting passes.

Figure 5.2 illustrates that, for circuits with a fixed number of dead-qubits(d = 1, 2, 3),
the number of removed gates is initially high, for small circuit widths, however, as the width
increases, the number of removed gates decreases before stabilizing as the circuit grows wider.
This trend reflects the diminishing proportion of dead-qubits relative to the total system size.
When the circuit width is small, even a single dead-qubit constitutes a significant fraction of
the computational register, which creates substantial opportunities for gate elimination. As
the number of qubits increases while d remains constant, however, the likelihood that gates act
exclusively within the dead subspace rapidly declines, limiting the attainable reduction.

In contrast, for proportional dead-qubit settings (d = 10% and d = 20%), the number of
removed gates grows with circuit width. As the size of the dead subspace grows linearly with
n, and the probability that randomly drawn gates lie entirely within this subspace remains
approximately constant as circuits scale. Consequently, the expected number of gates acting
solely on dead-qubits grows proportionally with circuit size, leading to near linear increases
in eliminations. This trends indicates that the effectiveness of DGE depends primarily on the
proportion of the circuit’s dead subspace, rather than on its absolute size alone.

Figure 5.2: Gate reduction obtained by running the custom DGE optimization pass with five
different dead-qubit settings on hybrid programs, with random circuits of circuit widths ranging
from 2 to 60.

These observations are consistent with the theoretical foundations of Dead Gate Elimination.
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5.2.1 Runtime Overhead
Figure 5.3 reports the corresponding runtime of the DGE pass for random circuits. Across all
configurations, compilation time increases smoothly with circuit width, reaching approximately
40 ms for a width of 60.

The execution time is shown to increase approximately linearly over the evaluated range,
this linear trend is even maintained with large fractions of dead-qubits. This suggests that the
frontier based fixed point iteration indeed remains efficient in practice. While the theoretical
worst case runtime complexity isO(n2), empirical results suggest that for the benchmark circuits
considered in this work, the observed scaling is close to linear, i.e., O(n). This suggests that
DGE adds only a moderate compilation overhead and remains feasible for large circuits within
a multi-pass compiler pipeline.

Figure 5.3: Corresponding runtime to Figure 5.2 in ms

5.3 Summary of Results
The experimental evaluation demonstrates that Dead Gate Elimination can be effectively imple-
mented as a practical Qiskit transpiler pass that preserves semantic correctness while achieving
measurable reductions in circuit size for hybrid workloads.

VQE benchmarks show the strongest improvements, whereas QPE circuits offer limited
opportunities for elimination due to their output structure. Random circuit scaling studies
confirm that gate reduction grows with the proportion of dead-qubits while runtime overhead
remains modest.

Across all validated instances, DGE preserved the output distributions on valid-qubits
within statistical tolerance. These results collectively establish that DGE is a viable com-
piler optimization for hybrid quantum-classical workloads and motivate further investigation
into extending the technique to more complex models.
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6 Discussion
The experimental results presented in Chapter 5 are discussed in this chapter. Additionally, it
situates the implemented Dead Gate Elimination (DGE) pass within the broader landscape of
quantum compiler optimizations. The limitations arising from both the theoretical assumptions
of the method and practical aspects of the current implementation are highlighted and future
avenues of work are proposed.

6.1 Dead Gate Elimination in the Compilation Pipeline
The results of this study show that Dead Gate Elimination can be used as an intermediate
optimization pass in Qiskit’s transpilation pipeline, providing substantial further reductions in
gate count and circuit depth on top of those obtained through standard compiler optimizations
alone.

In the implemented pipeline, DGE is applied after a baseline transpilation at optimiza-
tion level 3 and before a lightweight cleanup pass at optimization level 1. This placement is
consciously chosen as the initial transpilation normalizes the circuit structure, applies simpli-
fications, performs layout synthesis and removes trivially redundant operations [35, 36, 37].
Running DGE only after this point guarantees that the custom pass works on a canonical
circuit representation and allows its effects to be evaluated against a strong baseline.

The results show that DGE consistently identifies and removes additional gates even after
Qiskit’s standard optimizations have converged, particularly in circuits containing a large frac-
tion of dead-qubits. This supports the central hypothesis of Chen et al. [5], namely that hybrid
quantum-classical programs expose semantic optimization opportunities that are invisible to
purely unitary equivalence checking.

At the same time, the lightweight cleanup transpilation following DGE is essential in prac-
tice. Removing gates can expose new local simplification opportunities, such as adjacent in-
verse operations or idle wires, which Qiskit’s lower-level passes are able to exploit [38, 37]. This
shows that DGE should be regarded not as a substitute for current compiler optimizations, but
rather as an additional semantic pass that enables further structural enhancements later in the
pipeline.

6.2 Limitations of the Current Implementation
Despite its effectiveness, the current implementation of Dead Gate Elimination is subject to
several important limitations.

First, is the restricted circuit model enforced by the strict=True configuration. Circuits
containing mid-circuit measurements, qubit resets, or classically controlled operations are re-
jected. While these restrictions are necessary to ensure correctness under purely structural
analysis, they limit applicability to a subset of near-term hybrid workloads and exclude ad-
vanced compilation techniques such as qubit reuse or dynamic circuits [39, 40].

Second, the implementation is based exclusively on structural dependency analysis over
the circuit DAG and avoids any form of symbolic or numerical state tracking. This approach
preserves scalability but may overlook further elimination opportunities that more aggressive
semantic reasoning or partial simulation could reveal [41].
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Third, validation via sampling-based equivalence checking is restricted to circuits with at
most twenty qubits due to the exponential cost of classical simulation. While larger circuits
are evaluated in terms of gate counts and runtime, their semantic correctness is inferred from
the theoretical guarantees of the algorithm rather than empirically verified [42].

Finally, the current study focuses on logical-level circuit optimization and does not incor-
porate hardware-aware constraints such as coupling maps, noise models, or scheduling effects
[27, 43]. Integrating DGE with backend specific compilation stages remains an open direction
for future work.

6.3 Future Work
Several avenues remain open for extending this work.

A natural next step is to relax the strict circuit model and generalize the pass so that it
can handle mid-circuit measurements, qubit resets, and classically controlled operations. These
features are increasingly important for quantum programs, particularly in the realms of qubit
reuse and error mitigation [40, 39, 32]. This would potentially require incorporating classical
data flow analysis in order to concretely determine how measurement outcomes propagate
through classical registers.

Another promising direction is to incorporate partial simulation or stabilizer based valida-
tion to detect additional dead gates beyond those implied by purely structural analysis [44, 41].
Hybrid approaches combining dependency tracking and structural analysis with lightweight
semantic checks could increase optimization while remaining scalable.

From a system perspective, applying the pass after hardware aware compilation stages
presents a major opportunity as qubit mapping and routing could expose additional dead gates
introduced by SWAP insertion. Additionally, coupling DGE with noise aware scheduling might
enable further reductions in error accumulation on NISQ devices [6, 27].

Finally, evaluating DGE on real hardware and end-to-end hybrid workloads would provide
valuable insight into its practical impact on execution fidelity and runtime in realistic quantum
applications.
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7 Conclusion
This thesis has presented an implementation of Dead Gate Elimination (DGE) as a custom
transpiler pass within the Qiskit compiler framework. having built directly on the theoretical
foundations established by Chen et al. [5], this work translated their algorithmic proposal into
a practical and scalable optimization that has the potential to be applied to large circuits in
a real compilation pipeline. Key contributions include the realization of the proposed DGE
algorithm, integrated into Qiskit via a dedicated PassManager and evaluated against a strong
baseline consisting of Qiskit’s optimization level 3.

The experimental results show that DGE consistently identifies optimization opportunities
that standard compiler passes fail to see, since those passes enforce an equivalence that preserves
the entire output distribution. DGE shows great potential in structured hybrid workloads such
as VQE circuits, where only a subset of measured bits contributes to the classical objective
and where redundant subcircuits naturally arise on semantically irrelevant wires. QPE circuits
show limited elimination potential because their algorithmic design links most qubits to the
correct outputs via controlled operations. Random circuit experiments further support these
observations by showing that the elimination rate scales primarily with the proportion of dead-
qubits. When the dead subspace grows proportionally with circuit width, DGE removes an
increasing number of gates even after aggressive baseline optimization.

This, together with the fact that the measured runtime overhead of the implemented pass
remains modest, show that DGE can be deployed as a semantic optimization stage that comple-
ments existing passes. Applied in the discussed pipeline, standard optimization reduces trivial
redundancies, DGE exploits hybrid-program semantics to remove gates that do not affect the
valid outputs, and a final cleanup pass then re-normalises the circuit and removes any local
artefacts introduced by deletion.

This work also highlights the trade off between generality and compiler side soundness. To
retain correctness under purely structural analysis, the implementation enforces a restricted
circuit model that excludes mid-circuit measurements, resets, and classical control. While this
restriction matches many current workloads, it omits increasingly important features used for
qubit recycling, dynamic circuits, and error mitigation. Extending DGE beyond this strict
model is therefore a natural direction for future research.

As a whole, the obtained results establish Dead Gate Elimination as a promising optimiza-
tion technique for hybrid quantum–classical workflows, and show that it can be integrated
cleanly into an existing industrial compilers such as Qiskit without compromising scalability.
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