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Abstract
Query processing systems and the hardware they run on have been
improving rapidly, while the operating systems that mediate be-
tween the two are falling behind. This effect is hindering query
processing performance in many aspects, including memory al-
location. Most database systems use general-purpose allocators.
These optimize for allocation patterns wildly different from those
exhibited by database systems and are limited by the underlying
mmap abstraction provided by the kernel. We explore how to al-
locate memory in a DBMS unburdened by legacy OS abstractions.
Using a unikernel, we can gain direct access to the page table to
make remapping memory essentially free and mostly eliminate TLB
shootdowns that plague mmap on Linux. This allows us to repur-
pose the existing virtual memory hardware for allocation. Equipped
with efficient memory mapping and optimizing for DBMS alloca-
tion patterns, we implement BareHeap, a fast yet simple allocator
in 2k lines of code. We port the spilly query engine to the OSv
unikernel and use BareHeap to achieve an average 15% speedup on
TPC-H compared to jemalloc on Linux.
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1 Introduction
OS Abstractions Lag Behind. Over the past decades, query en-
gines have become orders of magnitude faster. This is due to im-
provements both in hardware and software. Operating systems are
supposed to mediate between hardware and software, but are not
keeping up for any of the major hardware resources: storage [5, 17],
network [1, 7, 22], compute [8, 20], and memory [14, 21, 26].
Memory Allocation for Query Processing. In the context of
memory management, most research has focused on buffer manage-
ment and snapshotting. However, memory is also used as working
memory for query processing, e.g., the hash table of a hash join.
Memory allocation has been identified as an important factor in
query processing performance [4], but there is little research on
allocators specialized for query execution. Most database systems
therefore rely on general-purpose allocators, which are not opti-
mized for the allocation patterns typical of query processing.
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Figure 1: Physical memory can be reused to serve an alloca-
tion at a different virtual address without a TLB-flush.

Different Requirements. The allocation patterns of query pro-
cessing differ from those of most applications in three key aspects:
size, lifetime, and throughput. First, query engines rarely allocate
small blocks. For example, the state-of-the-art jemalloc allocator
treats allocations up to 14 KiB as “small”, yet under TPC-DS, less
than 0.1% of Umbra’s allocations fall into this category [4]. Second,
these allocations are often short-lived: working memory is tied to
query execution and can be released when the query finishes. Third,
query engines demand extreme allocation throughput: on a 64-core
system, we observe up to 50 GiB/s of allocations and frees.
Mmap Bottleneck. Allocation size drives allocator design: large
allocations benefit from MMU-backed virtual memory operations,
while small ones do not. Accordingly, allocators separate the two
cases. Jemalloc packs small objects into slabs, but forwards large
allocations to the kernel via mmap, which can use the MMU to
place pages flexibly. Unfortunately, mmap is expensive [3], so je-
malloc adds a caching layer that reuses existing mappings to satisfy
future requests without returning to the kernel. For query engines
dominated by large (>14 KiB) allocations, this cache is essentially
all that matters: most allocator effort goes into avoiding frequent
kernel-mediated VM operations hidden behind a slow interface.
Fast VM Operations Without Shootdowns. To avoid the perfor-
mance ceilings of conventional kernels, DBMS/kernel integration
has been proposed [8, 16]. In this work, we explore how memory
allocation can be implemented in query engines unburdened by
legacy OS abstractions. We rely on unikernels [16], which provide
direct access to the page table and make virtual memory manip-
ulation extremely fast. In particular, we can almost completely
eliminate cross-core TLB shootdowns, the main cost of mmap on
Linux. Figure 1 illustrates the key idea: allocation A2 reuses physical
memory from an earlier allocation A1 while allocating fresh virtual
ranges, so existing, outdated TLB entries of A1 can remain. The
TLB only needs to be flushed when virtual addresses are recycled,
which is very rare because the virtual address space is large.
BareHeap.We present BareHeap, a memory allocator optimized
for high-performance query engines and modern multi-core CPUs.
BareHeap exploits direct page-table access to perform VM opera-
tions at high throughput while largely avoiding TLB shootdowns
by allocating fresh virtual ranges. On TPC-H, BareHeap improves
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end-to-end runtime over jemalloc by 15%, and by 26% on memory-
intensive queries. It is implemented in 2k lines of code, while
jemalloc and the Linux kernel’s memory subsystem span over
200k lines. BareHeap also reduces fragmentation by separating
physical-memory reuse from virtual-address reuse, yielding more
predictable memory footprints for long-running database systems.

2 Design
External and Internal Fragmentation. The challenge in memory
allocation comes from the need to serve allocations of different
sizes. This creates fragmentation: Many small allocations may break
up memory into small chunks, each too small to serve a larger
allocation. Modern processors use virtual memory, and it makes
sense to distinguish between two kinds of fragmentation: Internal
fragmentation refers to unused space within pages. It occurs when
allocation sizes are not amultiple of the page size. It mostly concerns
small allocations, as large allocations can be rounded up to the next
page at a small relative overhead. External fragmentation refers to
the inability to find a long, contiguous stretch of free pages. This is
what large allocations suffer from: the address space being divided
into discontiguous free regions too small to hold them.

2.1 Page-Based Memory
Virtual andPhysicalMemory. Page-based virtualmemory largely
solves external fragmentation. In a virtual memory system, there
are two resources involved in memory allocation: physical mem-
ory and virtual memory. These have very different characteristics:
Physical memory is limited in quantity but unaffected by external
fragmentation. Discontiguous page frames (units of physical mem-
ory) can be mapped to contiguous pages (units of virtual memory)
to appear as contiguous memory to applications. Virtual memory,
in contrast, is susceptible to fragmentation but available in large
quantities (256 TiB or more on 64-bit systems). Because the vir-
tual address space is so large, fragmentation is easy to mitigate. By
introducing this separation between address space and memory,
page-based systems solve the problem of external fragmentation
and, in doing so, make large allocations trivial.
Mmap. Mmap obscures this separation by bundling the two to-
gether. In the mental model encouraged by mmap, physical and
virtual memory are created as one, and remapping memory is a
great effort, where the two are separated and recombined. There
is, in fact, no “natural” mapping that needs to be reshaped into a
more suitable form. Physical memory can be mapped to any virtual
address efficiently: all it takes is to write the physical address into
the page table, as shown in listing 1. From there, it will be fetched
by the processor on access and cached in the TLB, a hardware cache
for address translation.
TLB Shootdowns. While the TLB is automatically populated, it is
not automatically invalidated when the page table changes. Even
after an entry is removed from the page table, an access to its virtual
address may succeed and access the previously mapped physical
memory. This limitation is what makes the unmapping of memory
slow on traditional systems. To prevent a process from accessing
memory after it is unmapped, the kernel must evict the entry from
the TLB. This is difficult because each core has its own TLB. If a
process runs on multiple cores, synchronization across all involved

Listing 1: Mapping a 2 MiB page
void map_2mib_page(u64 virtual, u64 physical, u64 flags) {

u64 *table = (u64 *)(read_cr3_register() & MASK);

table = (u64 *)(table[(virtual >> 39) & 511] & MASK);

table = (u64 *)(table[(virtual >> 30) & 511] & MASK);

table[(virtual >> 21) & 511] = physical | flags;

}

cores is required to evict an entry. The procedure to evict entries
from non-local TLBs is called a TLB shootdown. It scales poorly
with the number of cores and has previously been observed to be a
bottleneck for mmap-based buffer management [3, 14].
Avoiding TLB Shootdowns. While some TLB shootdowns are
necessary for correct address translation, most are only needed for
process isolation. Stale TLB entries are harmless, as long as they are
not accessed. When a well-behaved process unmaps memory, it is
not going to access it again, just as it does not access an allocation
after passing it to free. We can avoid the need for process isolation
– and therefore most TLB shootdowns – by using a unikernel. Then,
it suffices to evict a stale entry before its virtual address is reused.
(Not) Reusing Memory. An x86_64 system has at least 256 TiB
of virtual address space. Current processors support up to 128 PiB.
With this much space, a lot of work can be performed without
reusing any of it. For instance, running all TPC-H queries at scale
factor 50, the Spilly query engine [12] allocates a total of 30 GiB of
memory. With just 16 TiB of address space, we could run TPC-H
over 500 times before we run out of fresh addresses and have to
perform a TLB shootdown.
VirtualMemory States.To efficiently use the virtual address space,
we assign each region of virtual memory one of three possible states:
Allocated regions are currently in use. Free regions are not in use
and can be used for incoming allocations. Dirty regions are not in
use, but they may still have stale TLB entries from previous use.
The state of virtual memory is tracked by the virtual allocator. We
discuss its implementation in Section 3.1.

2.2 Large Allocations
Example Allocation. We now have a way to avoid TLB shoot-
downs, enabling us to map memory efficiently. We can use this
directly to serve large allocations. Figure 2 shows an example of a
19 MiB allocation 1 being served. We first allocate address space
from the virtual allocator 2 . The virtual allocator only serves re-
quests of size 2𝑁 × 16 MiB, so we round our allocation up to 32 MiB.
Such generous rounding is adequate for the vast virtual address
space. The physical allocator works at a finer granularity of 2 MiB.
Thus, we allocate 10 page frames of 2 MiB each 3 . Unlike the vir-
tual allocation, these frames need not be contiguous. After writing
the mapping to the page table, the allocation can be used.
Example Deallocation. When deallocating, we require the caller
to pass the allocation’s size. The size of allocations is practically
always known to the caller, and having them pass it allows us to
avoid redundantly storing it. To deallocate, first the page frames
are removed from the page table and returned to the set of free
frames managed by the physical allocator 4 . The virtual allocation,
however, is not returned to the virtual free set. It is instead returned
to the dirty set 5 , as thememorymay still reside in TLBs. At amuch
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later point, the virtual allocator will perform a TLB shootdown and
transfer memory from the dirty set to the free set in bulk 6 .

2.3 Small Allocations
Packing Allocations.Mapping memory for each allocation works
for large allocations. However, it is inefficient for allocations smaller
than the page size, not because the mapping is slow, but because it
would waste the remaining memory in each page. The smallest sup-
ported page size on x86_64 is 4 KiB. For query processing memory,
it is better to use the next larger size, 2 MiB as it allows the TLB
to cache translations for a much larger region of memory. Even
though our allocations are large compared to most applications, we
still have many allocations smaller than 2 MiB. Thus, we need a
way to pack multiple small allocations into one memory mapping.
Bump Allocation. The easiest and fastest way to pack small al-
locations together is bump allocation. Bump allocation packs al-
locations into a larger region in the order in which they arrive.
Figure 3 shows the full allocator design. For now, we will only look
at the bump allocator (top). It holds one region of virtual memory,
B0, consisting of 8 pages, P0–P7. New allocations are placed at the
bump pointer 1 , which is then advanced by the size of the alloca-
tion. It has already passed through P0–P3 and half of P4. When the
bump pointer reaches the end of the region, the allocator switches
to a new region, allocated from the virtual allocator. To minimize
contention, each thread has its own bump allocator.
Memory Reclamation. The downside of bump allocation is severe
memory fragmentation. The gaps left by freed allocations are not
reused by the bump allocator. Instead, the whole bump region is
reclaimed at once. We use reference counting to do this automati-
cally. Bump allocators work well in query processing, as the bump
regions can be freed at the latest at the end of a query. For this
to work, different queries must not share bump allocators. Virtual
memory allows us to optimize memory use by mapping only those
pages that overlap live allocations.

3 Implementation
Overview. After the high-level ideas, we now describe the imple-
mentation details of the allocator. The allocator is divided into three
components as shown in Figure 3. The physical allocator (bottom
left) manages a set of free physical page frames. It allocates indi-
vidual frames. The virtual allocator (bottom right) keeps track of
the state of virtual memory (allocated, free, or dirty). It allocates
contiguous power-of-two-sized regions of virtual address space.
Large allocations are served by allocating physical and virtual mem-
ory directly from these two and creating a new mapping for each
allocation. Small allocations are served by a thread-local bump allo-
cator (top). Bump memory is reclaimed with the help of reference
counting tables (center). The physical allocator is implemented as
a simple, unordered list of free frames. We will now discuss the
remaining components in greater detail.

3.1 Virtual Allocator
Buddy Allocation. Virtual address space is managed using buddy
allocation to avoid fragmentation. Buddy allocation divides mem-
ory into power-of-two-sized blocks. Blocks much larger than an
allocation request can be recursively split into two “buddies” until
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Figure 2: Virtual address space and physical memory are
managed by separate allocators. Virtual address space is ei-
ther allocated, free, or dirty.

a suitable block size is obtained. Free blocks are eagerly merged
with their buddy to restore the original larger block. When serving
an allocation, existing small blocks are used first, before splitting
larger blocks. This keeps large blocks available for large allocations.
Tri-State Allocation. Traditional allocators only deal with allo-
cated and free memory. As we have a third state, dirty, we use two
buddy allocators. One for free memory and one for dirty memory.
When we run low on free memory, we perform a TLB shootdown
and transfer memory from the dirty to the free allocator in bulk.
Buddy Bitmaps. We implement each buddy allocator as a set
of bitmaps. Each bitmap represents blocks of one size class. We
use a minimum block size of 16 MiB. This is a tradeoff between
physical and virtual memory. Smaller blocks allow finer tracking
of virtual memory, but also require more physical memory to store
the bitmaps. Using bitmaps rather than a tree structure makes
synchronization easy.
Deallocating Memory. Each allocator manages a set of blocks.
Allocating corresponds to removing blocks from the allocator, while
deallocating corresponds to inserting blocks. When a block is in-
serted into the allocator, its buddy must be checked and, if present,
merged with it. Since each bit is in the same byte as its buddy,
this can be done with an atomic compare-and-swap. If the buddy
is present, it is removed, both are combined, and the insertion is
repeated at a larger size class.
Allocating Memory. Removing blocks from the allocator is more
difficult. Generally, we do not want to take a specific block, but
search for any available block of a certain size and take it. To do
so, we start at a random position in the bitmap of the appropriate
size and scan for a set bit. If none is found after scanning 128 bytes,
we proceed to the next bigger size class, again starting at a random
position. If we end up finding a larger block, we break it up and
insert unneeded buddies back into the smaller-size-class bitmaps.
When reinserting, we can just set the bit for the reinserted block.
Its buddy does not need to be checked, as it cannot be present.
Recycling. As memory is allocated and freed, it moves from the
free to the dirty allocator. Eventually, an allocation attempt will
visit all bitmaps of the free allocator without finding any blocks.
This does not mean there are no blocks left, as only 128 bytes of
each bitmap are scanned. However, it is likely that a large part of
the address space has been used. If a thread fails to find a block,
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it performs recycling to convert dirty blocks to free blocks. To do
so, it first drains all memory blocks from the dirty allocator into
a transfer buffer. Then, it performs a TLB shootdown. Finally, it
transfers the blocks from the buffer to the free allocator.
TLB shootdown synchronization. Transferring blocks directly
from the dirty to the free allocator would not be correct. The blocks
must be removed from the dirty allocator before the TLB shootdown,
but inserted into the free allocator only after the TLB shootdown.
The transfer buffer is implemented as a global mutex-protected
array. Each entry encodes a block using 32 bits.

3.2 Bump Allocator
Bump Allocators in Query Processing. Both the physical and
the virtual allocator operate at a granularity too large for many
allocations. Smaller allocations are therefore packed into larger
ones using per-thread bump allocators. Bump allocators are well-
suited to query processing: All allocations are freed at the end of a
query, allowing us to free the allocator. However, the total amount
of memory needed is usually not known in advance, so we cannot
create an allocator large enough to fit all allocations. Instead, we
allocate a new bump region when the old one is full. Old regions
can be freed as soon as all of their allocations have been freed.
Allocator Sizing. This leaves us with a tradeoff: How large should
these regions be? If they are large, a long-lived allocation can keep
a large chunk of memory occupied. If they are small, it is more
likely that an allocation does not fit in the remaining free space of
a region. In that case, the allocator will switch to a new region and
leave the remaining space in the old region unused.
Saving Memory. Virtual memory helps with both problems. It
allows us to map only those pages that actually have allocations.
In Figure 3, that is pages P1, P2, and P4. To mitigate the problem of
leftover space at the end, we map memory into the bump region
only as the bump pointer advances. The bump pointer is currently
inside P4, so P5–P7 have not yet beenmapped. If an 8MiB allocation
request were to come in now, the allocator would switch to the
next region, and P5–P7 would never be mapped. Bump allocators
that are never used do not map any pages, which is important for
small, non-allocating queries. To improve memory reclamation, we
can unmap individual pages out of the bump region. Their memory
can then be reused for new allocations. In the figure, P0 and P3
have already been unmapped. To determine when a page can be
unmapped, we count the allocations overlapping each page 2 .
Similarly, to reclaim the virtual memory used by bump allocators,
we count the remaining pages per bump region 3 .
Reference Counting.We track the number of allocations per page
and the number of pages per bump region for memory reclamation.
As an allocation may be freed by a different thread than the one that
created it, these cannot be thread-local. We cannot store the counts
at the start or end of the bump region either: Either of those could
be unmapped. Instead, we use global hash tables. We implement
specialized concurrent hash tables for reference counting. We can
make these more efficient than general-purpose hash tables by
leveraging two key observations about our workload.
Bit Packing. Our first observation is that all records are small. We
can pack the key and value into a single integer and manipulate the
record atomically, which simplifies synchronization. We use 32-bit
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Figure 3: Small allocations are served by a thread-local bump
allocator backed by global allocators for virtual and physical
memory. Large allocations bypass the bump allocator.

integers for the number of pages per region and 64-bit integers for
the number of allocations per page.
Presence Knowledge. Our second observation is that whenever
we access a key in a hash table, we already know whether it will
be present. For example, when the reference count on a page is
decremented, the page record must be present. Likewise, when
the bump allocator allocates a new virtual memory region, there
cannot yet be a page count entry for it. One of the main challenges
of implementing a hash table is knowing when to stop searching
for a value and conclude its absence. Tombstones and Robin Hood
hashing are two strategies to solve this. If presence is known in
advance, these are unnecessary. One can simply follow the probe
sequence until finding the desired key (during lookup) or an empty
slot (during insertion). Together with packing each record into a
single atomic integer, this enables us to implement a simple and
efficient lock-free hash table.

4 Evaluation
System Setup. To evaluate BareHeap, we port Spilly, a compiling
query engine, to the OSv [11] unikernel and integrate BareHeap. If
all data fits into main memory, Spilly offers performance similar
to Hyper [12], which makes it suitable for stress-testing memory
allocators. We use TPC-H with a scale factor of 50 and compare
jemalloc running on the Ubuntu 24.04 host with BareHeap running
inside QEMU. We load the entire dataset into memory ahead of
time and benchmark on an AMD EPYC 9654P, which has 96 cores.
Due to limitations of OSv, we use only 56 threads.

4.1 Throughput
Methodology. To measure throughput, we run each query 50
times as a warm-up and another 50 times for measurement. We also
benchmark the default malloc implementations of both operating
systems for reference. Across all 22 queries, our allocator is 15%
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Figure 4: Throughput on the three most allocation-intensive
TPC-H queries with scale factor 50. BareHeap is 26% faster
than jemalloc.

faster than jemalloc, 26% faster than Linux malloc, and 54% faster
than OSv malloc by geometric mean. Figure 4 shows the achieved
throughput of all allocators on queries 9, 13, and 18. These are
the three queries that allocate the most, both in the number of
allocations and in total allocated bytes. On these, our allocator is
26% faster than jemalloc.

4.2 Accounting for OS Differences
Methodology. In the previous experiment, we compared BareHeap
running on OSv with jemalloc running on Linux. Unfortunately, we
cannot run both on the same operating system, as jemalloc crashes
on OSv and BareHeap only works in unikernels. To account for
performance differences between Linux and OSv, we implement
a simple allocator, NoFree, that supports both operating systems.
NoFree is a global bump allocator that does not support deallocation.
After each query, we reset NoFree. This makes a good baseline for
allocator comparison, but is not feasible in a real system, as multiple
queries may execute concurrently, and there may not be a point in
time where no query is running.
Results. For most queries, NoFree is the fastest of all evaluated
allocators and a rough guideline for how far allocation can be
optimized. Table 1 shows the throughput of BareHeap and jemalloc
for all 22 queries, both in absolute terms and compared to NoFree
on the same OS. BareHeap mostly matches NoFree’s performance,
while jemalloc is generally slower. Taking the geometric mean
across all queries, BareHeap achieves 99% of NoFree’s throughput,
while jemalloc achieves only 94%. For query 11, BareHeap is 28%
faster than NoFree. This seems to be an artifact caused by OSv and
not related to the design of BareHeap: While NoFree is on average
9% faster on OSv than it is on Linux, the Linux version is 74% faster
for query 11. It is also at least 70% faster for queries 2, 16, and 20.
As the allocator used is the same, we conclude that some factor
unrelated to allocator choice degrades OSv performance for these
queries. These are also the queries with the largest gap between
BareHeap and NoFree. Regardless of whether we include these
outliers, BareHeap achieves 99% of NoFree’s throughput.

Table 1: Throughput of jemalloc and BareHeap on TPC-H
with scale factor 50. For each allocator, we list both the abso-
lute throughput and the throughput relative to NoFree

Query Jemalloc BareHeap

1 7.8 Q/s 101% of NoFree 9.0 Q/s 100% of NoFree
2 62.9 Q/s 84% of NoFree 46.5 Q/s 88% of NoFree
3 5.6 Q/s 94% of NoFree 7.0 Q/s 97% of NoFree
4 7.9 Q/s 98% of NoFree 9.4 Q/s 96% of NoFree
5 4.7 Q/s 96% of NoFree 5.8 Q/s 99% of NoFree
6 24.8 Q/s 102% of NoFree 35.6 Q/s 102% of NoFree
7 7.1 Q/s 95% of NoFree 9.0 Q/s 98% of NoFree
8 8.5 Q/s 95% of NoFree 11.8 Q/s 101% of NoFree
9 2.3 Q/s 92% of NoFree 2.8 Q/s 94% of NoFree
10 4.0 Q/s 87% of NoFree 5.0 Q/s 96% of NoFree
11 59.9 Q/s 81% of NoFree 72.6 Q/s 128% of NoFree
12 9.6 Q/s 98% of NoFree 13.1 Q/s 100% of NoFree
13 2.6 Q/s 89% of NoFree 3.3 Q/s 99% of NoFree
14 16.5 Q/s 98% of NoFree 22.3 Q/s 100% of NoFree
15 19.3 Q/s 99% of NoFree 19.0 Q/s 98% of NoFree
16 7.9 Q/s 86% of NoFree 5.9 Q/s 87% of NoFree
17 21.3 Q/s 98% of NoFree 27.5 Q/s 98% of NoFree
18 3.3 Q/s 92% of NoFree 4.2 Q/s 104% of NoFree
19 7.7 Q/s 102% of NoFree 10.6 Q/s 102% of NoFree
20 19.2 Q/s 98% of NoFree 10.5 Q/s 93% of NoFree
21 3.6 Q/s 93% of NoFree 4.4 Q/s 100% of NoFree
22 24.8 Q/s 91% of NoFree 29.2 Q/s 100% of NoFree

4.3 Space Use
Methodology. It is hard to fairly compare the space use of jemalloc
and BareHeap. Jemalloc keeps memory allocated from the OS for
a while in case it is used again. This inflates its apparent memory
usage. Jemalloc can be configured to release memory more eagerly,
but doing so decreases performance. To get a rough estimate, we
measure the resident set size of the jemalloc process and of the
QEMU process inside which BareHeap runs. We subtract the size of
a large buffer we use to hold the entire TPC-H dataset in memory.
Results. The memory usage of QEMU increases monotonically and
then stops at 16 GiB. Jemalloc’s memory use peaks at 39 GiB. This
highlights the unpredictability of space usage in general-purpose al-
locators. The space usage of BareHeap, in contrast, can be computed
precisely, as we describe in Section 6.

4.4 Recycling
Methodology. BareHeap reclaims virtual memory in large batches.
We evaluate how much the execution time of a query increases
when recycling occurs. We modify BareHeap to log when it per-
forms recycling and run each query 5000 times.
Results. In total, recycling occurs 11 times over all 110k query exe-
cutions. We compare the execution time of query runs that trigger
recycling to the median time of the same query. By geometric mean,
runs with recycling take 0.5% longer. Figure 5 shows the execution
time of all runs of query 18, with the 4 recycling runs highlighted.
Recycling has practically no performance impact. Contention on
the transfer buffer used for recycling is rare. Out of the 11 recy-
cling events, only one had a second thread attempt to acquire the
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Figure 5: Execution time of 5000 runs of TPCH-H query 18.
Recycling runs, highlighted in red, are no slower than other
runs.

lock. The number of recycling events indicates that most of the ad-
dress space is used before recycling occurs. The workload allocates
about 147 TiB of memory, or 9.2 times the size of the 16 TiB virtual
memory region we use.

5 Related Work
Allocation Benchmarking. There is little existing research on
the impact of memory allocation on query performance, except for
an experimental analysis by Durner et al. [4]. They compare five
general-purpose allocators and find that selecting the right allocator
can improve query performance by 2.7×. Out of the evaluated
allocators, jemalloc was found to be the fastest, which is why we
use it as a benchmark for BareHeap.
Specialized Allocators. Despite the large impact of allocator per-
formance, there is little existing research on specialized allocators
for query engines. A recent study explored the advantages of inte-
grating working memory allocation and buffer management [13].
Most research in the area of memory allocation focuses on hetero-
geneous memory systems [2, 19, 28]. There is also little research on
allocators specifically designed for unikernels. The only example
we are aware of is UCat [27], which also focuses on heterogeneous
memory and does not take advantage of the fast memory-mapping
capabilities of unikernels.
Using The MMU. Recent publications have discussed using the
MMU for buffer management [3, 14], indexing [23, 24], and snap-
shotting [10, 21, 25, 26, 29]. These, too, are affected by the poor
performance of virtual memory manipulation on conventional
operating systems. Proposed solutions range from extending the
kernel [14, 26] to implementing the DBMS in kernel-space [29].
DimmStore [9] is a DBMS that integrates with kernel memory
management to optimize power use, not performance.
Other Kernel Integrations. Besides page table manipulation,
other responsibilities can be taken over from the OS for improved
performance [16]. There have been numerous efforts to avoid the
traditional IO stack due to its performance problems [1, 5, 7, 17, 18,
22]. Similarly, many recent systems avoid the OS scheduler [6, 8,
15, 20, 22].

6 Discussion
Simplicity. In addition to being faster than jemalloc for TPC-H,
BareHeap is also significantly simpler. It is implemented in about 2k
lines of Rust, including the virtual memory manipulation code. This
size allows a developer to become familiar with its entire imple-
mentation within a day. For comparison, jemalloc counts 27k lines
of C/C++, excluding headers, comments, tests, and build scripts.

Altogether, cloc reports 81k lines. The mallctl function, which is
used for runtime configuration and introspection of jemalloc, has
roughly 180 documented options. The parts of the Linux kernel rel-
evant for memory allocation, /mm and /arch/x86/mm, encompass
another 144k lines of C.
Portability. Porting BareHeap to other unikernels is fairly straight-
forward. Given a region of virtual address space and a set of page
frames, it only needs to interact with the rest of the system to trigger
TLB shootdowns. General-purpose allocators, like jemalloc, at least
need an implementation of mmap, which is not always available.
Even if mmap is available, it may not support all the same flags as
the Linux version, or have slightly different semantics. For instance,
a simple memory system may not have the concept of the freed
but writeable state that MADV_FREE puts pages into. BareHeap cur-
rently supports only x86_64. The paging mechanisms of ARMv8-A,
ARMv9-A, and RISC-V are similar enough that supporting these
architectures should be easy.
Predictable Memory Use. One more benefit of BareHeap is its
predictable memory use. The memory use of allocators depends
on two factors: Memory used for storing allocator structures and
memory lost to fragmentation. Unlike most allocators, the amount
of memory BareHeap uses to store its data structures is constant at
runtime and easily calculated. It consists of the physical free list, the
virtual bitmaps, the reference counting tables, and the page table.
The memory used for the page table and the virtual bitmaps scales
linearly with the amount of virtual memory managed. For each
GiB of virtual memory, BareHeap uses 4 KiB for the page table and
a negligible 32 B for the bitmaps. The sizes of both the reference
counting tables and the physical free list depend on the amount of
physical memory managed. It totals 11.5 KiB per GiB, or 0.001% of
memory.
Predictable Fragmentation. The other factor in memory use
is fragmentation. With a conventional allocator, the allocation of
memory for one query can be influenced by fragmentation caused
by another query. The total memory used, therefore, depends on
interactions between multiple queries. With BareHeap, each thread
gets its own bump allocator. Given a sequence of allocations made
by one thread and the time they are freed, the thread’s exact mem-
ory use can be computed. The total physical memory used for
allocations is simply the sum over all threads plus the global data
structures discussed previously.
Summary. BareHeap is a simple unikernel memory allocator that
manages virtual and physical memory separately. Virtual Memory
is managed by a buddy-allocator and is in one of three states: Al-
located, free, or dirty. Dirty memory is not currently in use but
may have associated stale TLB entries. Tracking it separately from
free memory allows us to batch TLB shootdowns. With the huge
amount of virtual memory available, we can reclaim many TiB per
shootdown, virtually eliminating the impact of TLB shootdowns.
With memory mapping at essentially zero cost, we can serve large
allocations very efficiently using one mapping per allocation. For
smaller allocations, we use per-thread bump allocators, which work
well for query processing workloads. Using virtual memory, we
reclaim individual unused pages from within the bump allocators.
Overall, BareHeap outperforms jemalloc by 15% on TPC-H and by
26% on the three most allocating queries of TPC-H. At the same
time, it is much simpler than a conventional memory stack.
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